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Editors’ Foreword
The availability of massive on-line textual and multimedia databases and the development of the
Internet have made of Text Summarization not only an indispensable technology but also an active
and interesting research topic. Since the 1993 Dagstuhl Seminar on Text Summarization for Intelligent
Communication, the international research community has made outstanding contributions to Text
Summarization, however as a result of unprecedented, technological advances new needs and problems
have emerged.
In response to our call for papers addressing new summarization problems, we received 21 submissions
from nine countries: Brazil, Canada, France, Germany, Portugal, Spain, Sweden, the United Kingdom,
and the USA. Each submission was reviewed by at least two anonymous reviewers. The selection
process resulted in this volume, which contains 11 selected papers and an invited talk. The papers
in this Crossing Barriers in Text Summarization Research workshop report solutions to some new
summarization problems broadly covering the following topics:
•
•
•
•
•
•
•

Coreference and Summarization
Crosslingual Summarization
Multidocument Summarization
Multimedia Summarization
Question Answering and Summarization
Speech Summarization
Summarization Evaluation

We would like to thank the members of the International Programme Committee for their invaluable
work and speedy response. We thank Dragomir Radev for accepting to give an invited talk. Our gratitude
also goes to Sandra Szasz for her technical and administrative assistance.
We are especially grateful to Dr. Galia Angelova and Professor Ruslan Mitkov organizers of the
conference Recent Advances in Natural Language Processing (RANLP 2005) for their continuous
support and encouragement during the organization of the workshop.
September 2005
Horacio Saggion and Jean-Luc Minel
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Extending Answers using Discourse Structure
Wauter Bosma
Human Media Interaction
University of Twente
Postbus 217
7500AE Enschede, the Netherlands
bosmaw@cs.utwente.nl
Abstract
Research on Question Answering is focused
mainly on classifying the question type and
ﬁnding the answer, while presenting the answer in a way that suits the user’s needs has
received little attention. This paper shows
how existing question answering systems can
be improved by exploiting Rhetorical Structure
Theory-based summarization techniques in order to extract more than just the exact answer
from the document in which the answer resides.
The output is an extensive answer, which also
provides additional information related to the
question, and which may give the user an opportunity to assess the accuracy of the answer
(is this what I am looking for?). A ﬁrst experiment conﬁrms that the proposed summarization method performs better than a baseline
summarization method.

1

Introduction

This paper presents a novel approach to applying summarization techniques to extend answers provided by a question answering engine. As recent studies show, much can be
gained by integrating existing techniques of
question answering (QA) and text summarization (Burger et al. 00; Mori et al. 04).
A question answering system pinpoints an
answer to a given question in a set of documents. A response is then generated for
this answer, and presented to the user (c.f.
Hirschman & Gaizauskas 01). Discussion of
the task of pinpointing the answer is beyond
the scope of this paper. I will assume that the
sentence which best matches the question, the
answer sentence, is located by a QA system in
a corpus of text documents. What remains is
the task of generating an appropriate response
and presenting it to the user.
Question answering systems traditionally
try to ﬁnd an ‘exact answer’. This is also the

2

focus of large-scale question answering evaluation programs such as TREC (Voorhees &
Tice 00). An exact answer is a “text string
consisting of a complete answer and nothing
else” (Voorhees 03). Strings that contain a
correct answer with additional text are considered ‘inexact’.
Studies have shown, however, that users appreciate receiving more information than only
the exact answer (Burger et al. 00). Consulting a question answering system is only part
of a user’s attempt to fulﬁll an information
need: it’s not the end point, but a step in
what has been called a ‘berry picking’ process,
where each answer/result returned by the system may motivate a follow-up step (Bates 90).
The user may not only be interested in the answer to the question, but also in related information. The ‘exact answer approach’ fails to
show leads to related information that might
also be of interest to the user. Lin et al.
(03) show that when searching for information, increasing the amount of text returned
to users signiﬁcantly reduces the number of
queries that they pose to the system, suggesting that users utilize related information from
supporting text.
Both commercial and academic QA systems
tend to present more to the user than only the
exact answer, but the sophistication of their
responses varies from system to system. There
are three degrees of sophistication in response
generation: giving the exact answer, giving
the answer plus context, and giving an extensive answer. The ﬁrst is the most basic
form of answer presentation. The second includes text surrounding the exact answer as
well, which may allow the user to assess the
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accuracy of the answer extraction, and thus
to verify whether the answer is correct (Lin
et al. 03). The extensive answer approach aims
at not just including the immediate context,
but generating a response in a more intelligent
way, aiming at optimizing the amount of useful information while maintaining veriﬁability.
This paper presents a summarization technique based on Rhetorical Structure Theory
(RST, Mann & Thompson 88) which can be
used to create extensive answer presentations.
This is done by transforming the rhetorical
structure of the document to be summarized
into a weighted graph, in which each vertex
represents a sentence. This graph is used to
select the sentences which are most salient
with respect to the answer. Furthermore, a
small study has been conducted in which users
evaluated the veriﬁability, usefulness and relevance of the information that was presented
in response to a question.
The paper is structured as follows. First, research concerning query-based summarization
is discussed in section 2, and a brief description of RST is given in section 3. Section 4
discusses the proposal to answer extension and
section 5 discusses an evaluation experiment
where subjects judged the veriﬁability, usefulness and relevance of the information that was
presented in response to a question. This paper concludes with a discussion and possible
follow-ups on this research in section 6.
2

Query-based Summarization

The work presented in this paper focuses
on the generation of query-based extracts.
Query-based (as opposed to generic), because
the summarization is tailored to suit the user’s
declared information needs, while a generic
summarization is intended to reﬂect only the
writer’s communicative intent as conveyed
by the source document. And the results are
extracts (as opposed to abstracts), because
the summarization only takes care of extracting portions of the source document, while

abstracting also involves rewriting or rephrasing text.
While creating an extract for a particular
answer, a candidate sentence can only be included if something is known about the relation between the candidate sentence and the
answer. Indications of a relation between two
sentences may be based on statistical measures
of text similarity, such as the number of denotations of mutual concepts (Erkan & Radev
04). This paper focuses on the use of rhetorical relations.
Query-based summarization has been applied in information retrieval (c.f. Chali 02;
Saggion et al. 03), but also in multi-document
summarization (Mani & Bloedorn 97). In
multi-document summarization—like in question answering—the source documents of the
summarization are not written to satisfy the
information need expressed by the query at
hand.
Mani & Bloedorn (97) used graphs to formalize relations between sentences inside a
document for multi-document summarization.
A spreading activation algorithm used this
graph to perform a query-based summarization, given a starting node that is selected
for the query. Although Mani & Bloedorn
(97) aim at summarizing by formalizing relations between concepts, a graph-based algorithm can also be used for generating RSTbased summaries as answers to questions, as
demonstrated in this paper.
3

Rhetorical Structure Theory

The proposed method exploits discourse structure in order to determine whether a sentence
is included in the answer presentation. One of
the most inﬂuential theories of discourse structure is the Rhetorical Structure Theory, developed by Mann & Thompson (88). For the
purpose of text summarization, RST has theoretical and pragmatic advantages over other
theories (e.g. Grosz & Sidner 86; Wolf &
Gibson 05). Good levels of agreement have
been measured between human annotators of
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RST, which indicates that RST is well deﬁned
(Mann & Thompson 88; den Ouden 04). Furthermore, a corpus of RST-annotated documents is available, which can be used for training and evaluating RST-based summarization
algorithms (Carlson et al. 02). Another advantage of RST is that RST deﬁnes coherence
relations very formally and elaborately, which
makes computational applications easier to develop.
According to RST, a rhetorical relation
typically holds between two contiguous text
spans, of which one span (the nucleus) is more
central to the writer’s intention than the other
(the satellite), whose sole purpose is to increase the reader’s understanding or belief of
what is said in the nucleus. In some cases,
two related spans are of equal importance, in
which case there is a multinuclear relation between them. The related spans form a new
span, which can in turn participate in a relation with another span. A full RST analysis is
a hierarchical tree. The smallest units of discourse are elementary discourse units or edus,
which are, in this paper, sentences.
RST has already been used to facilitate
summarization (Marcu 97). In his summarization eﬀort, Marcu used the nuclearity of
relations in the rhetorical structure to determine which sentence is more salient, but he
also explored other features as additional indicators of importance, such as sentence length
(Marcu 97, 98). The following section shows
how an algorithm capable of generating querybased summarizations can be used with the
same RST features as the algorithms of Marcu,
which are intended for generic summarization.
Because the proposed approach relies on the
availability of RST analyses, it can only be
used in real applications if there is a way to automatically create such an analysis from text.
Automatically analyzing discourse structure
in general is a hard problem. Although there
is still much room for improvement, Marcu &
Echihabi (02) show that this can be done using
a small set of RST relations.

4
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Figure 1: Rhetorical structure examples.
4

An Approach to Query-Based
Summarization Using RST

This section describes a two-step approach to
query-based summarization. First, the relations between sentences are deﬁned in a discourse graph. Then, this graph is used to
perform the summarization. During the ﬁrst
step, the rhetorical structure is transformed
into a graph representation. The second step
exploits a graph search algorithm in order to
extract the most salient sentences from the
graph. The starting node of the search is the
node representing the answer sentence.
The summary should consist of the most
salient sentences, given the answer sentence.
This can be realized by determining the distance between the answer sentence and each
of the other sentences. The sentences which
are most closely related to the answer sentence
are included in the summarization. The distance between sentences is measured by their
distance in the RST graph. RST deﬁnes relations between two spans of text, which can be
used to derive the distance from one sentence
to another.
The most nuclear sentence of an RST analysis is the sentence which is most central to the
writer’s purpose. The graph ensures that, similarly to Marcu’s approach, a nucleus is preferred over a satellite: in both summarization
approaches, a satellite cannot be included in
a generic summarization without its nucleus.
The consequence is that in the speciﬁc case
that the entry point of the summarization—
the answer sentence—is the most nuclear sentence in the RST analysis, the result resembles the result of the summarization approach

Workshop Crossing Barriers in Text Summarization Research 2005 - Borovets, Bulgaria

by Marcu (97). However, the graph-based approach is more general in the sense that the
summarization can start from any speciﬁc sentence rather than only the most nuclear sentence of the analysis.

condition concession

RST analyses as weighted graphs

1A

It is relatively straightforward to derive a
graph from a rhetorical structure. Although
RST is not designed as a computational framework, graph theory is very suitable for this
purpose. A rhetorical structure tree can be
converted to a discourse graph by means of
the following steps.
1. For each sentence in the rhetorical structure, create a vertex associated with it.
2. For each directed relation, create an edge
from each of the sentences of the nucleus
to each of the sentences of the satellite of
the relation.
A sentence is a nuclear sentence of a text
span if it is not part of any sub span (of the
text span) which participates as a satellite in
a directed relation with any other sub span.
A text span can have multiple nuclear sentences if multinuclear relations are involved.
For instance, in the RST diagram on the left
in Figure 1, the set of nuclear sentences of the
entire document (denoted as 1A:1D) contains
only sentence 1C. The right diagram shows
a rhetorical structure in which the set of nuclear sentences of 2A:2D consists of sentences
2C and 2D.
The result of the transformation is an acyclic directed graph of which the vertices
correspond to sentences, and the edges deﬁne relations between them. The left diagram
in Figure 2 shows an example of a rhetorical structure diagram and a discourse graph
that was created for this rhetorical structure
as described above. During the transformation from RST to graph, part of the structural information is lost because sentences of
the graph are directly connected to other sentences, while in RST, one end of a relation

1C

justify






1B

1C

1D

1B

1D
1A

Figure 2: Rhetorical structure example and
a discourse graph created for this rhetorical
structure.
elaboration


3A

3A


disjunction








3B

3C

3D

3B

3C

3D

Figure 3: Rhetorical structure containing a
multinuclear relation and the corresponding
discourse graph.
can also span more than one sentence. If in
RST one sentence is related to a text span
of two sentences, the graph construction algorithm connects it to the nucleus of the two
sentences in the discourse graph. In practice,
this means that if the inclusion of a sentence
in a summarization is justiﬁed by a rhetorical
relation, the nucleus of that relation must be
included in the summarization as well. This is
in line with Mann and Thompson’s deﬁnition
of directedness of relations, which states that
a nucleus of a directed relation has meaning
without the satellite, but not the other way
round.
In the case of a multinuclear relation, as in
Figure 3, each of the sentences participating
in the multinuclear relation (in the example:
sentences 3B, 3C and 3D) is connected with
the nucleus of the multinuclear span. That is,
in the example, sentence 3A is connected to
each of the sentences 3B, 3C and 3D, but sentences 3B–3D are not directly mutually connected. The reason for this is that in terms
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of RST, there is a (multinuclear) relation between the sentences 3B, 3C and 3D, but they
are mutually independent: if we know that 3B
contains relevant information in a particular
context, there is no way to be sure that, to
any extent, 3C or 3D is relevant as well, based
on the relevance of 3B and the multinuclear
relation between the three sentences.
Now that we have a discourse graph T , we
assume that given two sentences a, b ∈ T for
which there is a path from a to b, we can say
that they are related, and therefore if a is relevant to the answer, b is also relevant to the answer. If a path contains more than one edge,
the sentences are related only indirectly and
an indirect relation is weaker than a direct relation between two sentences.
The strength of a relation between two sentences could be calculated by just counting the
number of edges in the path between the vertices of the sentences. However, it may be the
case that there is more than one sentence with
an equally long path to the starting point of
the summarization. In that case, the two sentences would be equally likely to be included
in the summarization, although there might be
other indications of one sentence being better
suited for inclusion in the summarization than
the other.
In order to remedy this situation, we can
assign weights to edges in the discourse graph.
A greater rhetorical distance is reﬂected by a
greater weight. A low weight of the path from
a to b indicates a high probability that b is
relevant, given that a is relevant. The total
weight of the path from a to b is denoted as
weight(a, b). The weight of a path between
two sentences is deﬁned iﬀ there is a path that
connects them. The weight of a path is the
sum of the weights of the edges in the path.
Given the entry point of the summarization
(the answer sentence), the shortest path from
this sentence to any other sentence deﬁnes the
relevance of the other sentence to the ﬁnal answer.

6

The distance between two sentences is affected by the weights of the edges that connect
the nodes corresponding to the sentences in
the discourse graph. These weights are determined by using features of the rhetorical structure from which the graph was created, such as
features of the text spans on either side of the
relation for which the edge was created. The
weight of an edge also depends on features of
the sentence corresponding to the vertex which
is targeted by the edge. The only constraint
is that all weights are non-negative. Due to
space constraints, the exact weight computation cannot be given in detail.
An important factor of the weights of edges
is the size of the span which corresponds to
the target node of the edge. This is inspired
by the observation that if the author spends
many words on a speciﬁc issue, the author apparently considers it relatively important.
Also, the length of a sentence is taken into
account. In extractive summarization, it is
usually better to include long sentences than
short sentences, because short sentences typically contain more anaphora, which makes it
more diﬃcult to produce coherent results.
The features of the rhetorical structure that
are considered for determining the weights are
limited to the features for which there is evidence that they contribute to the quality of
a summarization. Further research may motivate the use of other features as well.
An Example
This example shows how three sentences
can be extracted from a text, based on its
RST analysis, and given the entry point of
the summarization. In a QA context, the
entry point would be the answer sentence.
Two of the extracted sentences are direct or
indirect satellites of the answer sentence, the
third is the answer sentence itself. The RST
analysis of the following (segmented) text is
shown in Figure 4. The entry point for the
extraction is sentence 4E. This sentence could
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Figure 4: Rhetorical structure tree of the text fragment.
for instance be the QA output for the
question: “what can be the cause of RSI?”

weight of this path is the sum of the
weights of all of its edges.

[A high pressure of workload, stress and repeatedly carrying

Only four sentences are reachable from 4E.
Since the selection of sentences is based on
the weight of their path from 4E, a sentence
which is associated with an unreachable vertex cannot be included in the extract. In
this case, the sentences with the cheapest path
from the entry point 4E are selected. The selected sentences are ﬁltered out, resulting in
the discourse graph on the left in Figure 6.
For the sentences in this graph, the rhetorical structure can be derived using the original
RST analysis in Figure 4. The result is the
rhetorical structure on the right in Figure 6.
This rhetorical structure may be used for further processing, for example for the purpose of
speech synthesis (den Ouden 04). The output
of the extraction process would be the following text. The answer sentence is highlighted.

out the same operation for a long period of time are the
most important factors causing RSI to develop.]4A [In the
Netherlands the work pressure has increased with approximately 1.5% per year.]4B [This is the result of shorter working
hours in the eighties and nineties of the twentieth century.]4C
[Despite fewer working hours, the same quantity of work had
to be ﬁnished.]4D [A possible explanation of the development
of RSI as a result of frequently repeated movements which
are performed with low exertion is that the movement always
involves contraction of the same muscles.]4E [This happens
for instance when working with a display device.]4F [The motorial entities can be damaged because of oxygen lack and the
impossibility of removing waste products.]4G [Eventually they
can cease to function and the muscle will lose strength.]4H
[There are however also indications that the complaints do
not arise from damaged muscles.]4J [Instead, they supposedly arise from abnormalities in the response of the brain to
signals from the muscles.]4K [Another possibility is that psychological factors can lead to symptoms of RSI.]4L

A possible explanation of the development of RSI as a result of frequently re-

First, a discourse graph is created from an
RST analysis (as shown in Figure 5). The
graph contains weighted edges. For this graph,
the total weight of the paths from sentence
4E to each sentence in the graph is calculated
using Dijkstra’s shortest paths algorithm (Dijkstra 59). A path in a graph is an alternating
sequence of vertices and edges, beginning and
ending with a vertex. For instance, in the
graph of Figure 5, there is a path over three
vertices and two edges from 4E to 4H. The

peated movements which are performed
with low exertion is that the movement
always involves contraction of the same
muscles.

This happens for instance when

working with a display device. The motorial
entities can be damaged because of oxygen lack
and the impossibility of removing waste products.
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user was asked how much irrelevant information was contained in the answer.

4A

1.154 1.101 1.130

4K

4E

1.5911.303

4F

4G

1.244

4J

4B

1.571

1.309

4I

4C

1.591

1.577

4H

4D

Figure 5: Weighted rhetorical structure graph
of the text fragment. The vertex labels refer
to their corresponding sentences. Edges are
labeled by their weights.
elaboration

4E



1.591 1.303

4F

4G

elaboration 4G


4E

4F

Figure 6: Extraction graph of the three sentences selected for inclusion in the summary,
and the corresponding structure in RST notation, which is derived from the original RST
analysis.

The study has been performed using the corpus of Carlson et al. (02), which is an RSTannotated corpus of news articles from the
Wall Street Journal. The corpus also contains
a collection of questions, each of which has an
answer in one of the articles. A selection of
questions was manually matched with an answer sentence in the corresponding article, and
for each answer, an RST-based summarization
was generated using the method described in
this paper. Furthermore, a baseline answer
presentation was generated, consisting of the
answer sentence as well as the preceding and
the successive sentence, following the linear order of the text (answer plus context).
We hypothesized that the RST-based summarization contains more useful and less irrelevant information than the baseline, while
performing similarly in veriﬁability.
Fifteen people participated in the experiment. Each of them was presented with 12
diﬀerent question-answer pairs, where the answer was generated according to either one
of the strategies outlined above. The participants were prevented from having to evaluate
two diﬀerent summarizations that were generated for the same question.

In order to ﬁnd out whether the RST-based
approach proposed here has any eﬀects on the
quality of the responses, a small user study
has been carried out in which the RST-based
method was compared with a baseline.

The t-test was used to verify the hypotheses.
It turned out that the RST-based summarizations were indeed signiﬁcantly more veriﬁable,
and contained less irrelevant information than
the answer plus context (p < 0.01). Although
the participants judged that the RST-based
summarizations contained more useful information than the answers plus context, this difference was not signiﬁcant.

The quality of the summarizations was
rated on three dimensions. First, the user was
asked to indicate on a 5-point scale to what
extent s/he was able to verify whether the answer was accurate. Secondly, the user was to
judge how useful the provided information was
with respect to the question. And ﬁnally, the

The results suggest that RST-based summarization compares favorably to generating an
answer presentation simply by including the
answer sentence and surrounding sentences:
using RST helps reducing the amount of irrelevant information, and increases the veriﬁability of the answer.

5

8

Evaluation
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Conclusion

The presented approach to query-based summarization consists of two steps. First, the
rhetorical structure tree is used to build graphs
which determine the distances between individual sentences. Then, these graphs are used
to decide which sentences are most relevant to
the answer. These sentences are extracted to
form an extensive answer presentation. An initial user study indicates that this method outperforms the baseline summarization method
with respect to veriﬁability and the amount of
relevant information, which are both crucial
aspects of the quality of the answer.
Previous work on query-based summarization has mostly focused on extracting the set
of sentences which best match the query. In
contrast, we exploit the discourse structure
in order to extract beyond the answer and
include related (but relevant) information as
well.
The advantage of the separation between
formalization (graph construction) and extraction (graph search and sentence extraction) is
that the latter is fairly generic: it can also
be applied to discourse graphs that are not
RST-based, for instance by creating graphs
which are based on other models of discourse
or onconceptual similarity relations between
sentences. The conceptual graphs could be integrated with the RST-based graphs, in order
to exploit all available indications of relevance.
Currently, the summarizations are created
using a rule-based method which takes a small
number of features of rhetorical structure of
the answer document as input. Machine learning may be used to balance the features and
to explore the use of other features.
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Abstract
One of the types of semantic interpretation processes that may help ‘crossing the barriers’ in text summarization
is anaphora resolution.
In this paper,
we show that summarization is a good
task for evaluating the performance of an
anaphoric resolver, in the sense that it encourages developing anaphoric resolvers
that build good-quality discourse models, and the performance of the anaphoric
resolver correlates well with the performance on the task. Two versions of the
GUITAR anaphora resolution system, 1.1
and 2.1, were used in conjunction with a
LSA -based summarizer; we demonstrate
that whereas both versions of the system
result in improvements over the pure LSA
system, only the latest version, 2.1, leads
to signiﬁcant improvements.

1 Introduction
One of the types of semantic interpretation processes
that may help ‘crossing the barriers’ in text summarization is anaphora resolution. Viceversa, using anaphoric resolvers at tasks such as summarization may help obtaining a better evaluation of
their performance. Most evaluations of anaphora /
coreference resolution systems, just like most evaluations of other NLP systems, are system-internal:
the system’s ability to resolve anaphors is measured
(Hobbs, 1978; Lappin and Leass, 1994; Mitkov,
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1998; Vieira and Poesio, 2000; Ng and Cardie,
2002). Until ﬁve years ago, no other type of evaluation was possible, given the lack of performance in
the prerequisite technologies (primarily parsing) and
the lack of application systems performing NL interpretation tasks demanding enough to warrant investigating whether higher interpretation components
such as anaphora resolution would improve their
performance. This situation, has changed, however,
with the development of high-performance parsers
on the one hand, and with the growing interest in
tasks such as information extraction, segmentation,
and summarization, that more clearly may beneﬁt
from some sort of semantic interpretation. Yet, a
certain degree of skepticism remains. The preliminary results of the project on which we are working suggest however that anaphora resolution can
be useful for some tasks, provided that the performance of the anaphoric resolver is good enough; and
that summarization is one task that may beneﬁt. We
report elsewhere that we successfully demonstrated
that adding a high-performance anaphora resolution
component does improve the performance even of
a reasonably high-quality summarizer. In this paper, we show that summarization is a good task for
evaluating the performance of an anaphoric resolver.
Speciﬁcally, we show that whereas version 1.1 of
our anaphora resolution system, GUITAR, only resulted in non-signiﬁcant improvements to the performance of our summarizer, improving GUITARs’
performance led to signiﬁcant improvements.
The structure of this paper is as follows. We begin by discussing why we think summarization may
beneﬁt from anaphora resolution. We then discuss
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the Latent Semantic Analysis (LSA)-based summarizer we developed in previous work (Steinberger
and Jezek, 2004). Next, we introduce the anaphoric
resolver we are using, GUITAR (Poesio and Kabadjov, 2004), explain the difference between its versions 1.1 and 2.1, and discuss two ways in which the
output of GUITAR may be used to improve the performance of a summarizer like the one we are using.
Finally, we discuss how use of the different versions
of GUITAR affected the performance of the summarizer.

2 Summarization and Anaphora
Resolution
Many approaches to summarization can be very
broadly characterized as TERM - BASED: they attempt to identify the main ‘topics,’ which generally are TERMS–expressions referring to objects–
and then to extract from the document the most important information about these terms (Hovy and
Lin, 1997). These approaches can be divided
again very broadly in ‘lexical’ approaches, among
which we would include LSA-based approaches,
and ‘coreference-based’ approaches . Lexical approaches to term-based summarization use lexical
relations to identify central terms, either directly
over words using lexical chains (Barzilay and Elhadad, 1997) or by trying to identify ’implicit topics’
by conﬂating together words using methods inspired
by Latent Semantic Analysis (LSA) (Landauer and
Dumais, 1997), as done by Gong and Liu (2002).
Words are only the most basic type of ’term’ that
can be used to characterize the content of a document. Being able to identify the most important objects mentioned in the document clearly would lead
to an improved analysis of what’s important in a
text, as shown by the following news article cited
by Boguraev and Kennedy (1999):
(1)

PRIEST IS CHARGED WITH POPE ATTACK

A Spanish priest was charged here today with attempting to murder the Pope. Juan Fernandez Krohn, aged
32, was arrested after a man armed with a bayonet approached the Pope while he was saying prayers at Fatima on Wednesday night. According to the police, Fernandez told the investigators today that he trained for
the past six months for the assault. . . . If found guilty,
the Spaniard faces a prison sentence of 15-20 years.

As Boguraev and Kennedy point out, the title of the
article is an excellent summary of the content: an entity (the priest) did something to another entity (the
pope). Intuitively, understanding that Fernandez and
the pope are the central characters is crucial to provide a good summary of texts like these. 1 Among
the clues that help us to identify such ‘main characters’, the fact that an entity is repeatedly mentioned
is clearly important.
Purely lexical methods, including the LSA-based
methods we used in our own previous work (see next
Section), only capture part of the information about
which entities are frequently repeated. As example
(1) shows, stylistic conventions forbid verbatim repetition, hence the six mentions of Fernandez in the
text above contain only one lexical repetition, ’Fernandez’. The main problem are pronouns, that tend
to share the least lexical similarity with the form
used to express the antecedent (and anyway are usually removed by stopword lists, therefore do not get
included in the SVD matrix). The form of deﬁnite
descriptions (the Spaniard) doesn’t always overlap
with that of their antecedent, either, especially when
the antecedent was expressed with a proper name.
The form of mention which more often overlaps to
a degree with previous mentions is proper nouns,
and even then at least some way of dealing with
acronyms is necessary (cfr. European Union / E.U.).
Coreference- (or anaphora-) based approaches
(Baldwin and Morton, 1998; Boguraev and
Kennedy, 1999; Azzam et al., 1999; Bergler et al.,
2003; Stuckardt, 2003) attempt to identify these repeatedly mentioned terms by running a coreferenceor anaphoric resolver over the text. We are not
aware, however, of any attempt to use both lexical and anaphoric information to identify the main
terms. In addition, to our knowledge no authors have
convincingly demonstrated that feeding anaphoric
information to a summarizer signiﬁcantly improves
the performance of a summarizer using a standard
evaluation procedure (a reference corpus and baseline, and widely accepted evaluation measures).
In this work, we tested a mixed approach to in1
It should be noted that for many newspaper articles, indeed
many non-educational texts, only a ‘entity-centered’ structure
can be clearly identiﬁed, as opposed to a ‘relation-centered’
structure of the type hypothesized in Rhetorical Structures Theory (Knott et al., 2001; Poesio et al., 2004).
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tegrate anaphoric and word information: using the
output of GUITAR to modify the SVD matrix used to
determine the sentences to extract. We ﬁrst discuss
our previous work with LSA-inspired methods, then
return to GUITAR and how we used its output to help
summarization.

3 LSA-based Summarization
LSA (Landauer and Dumais, 1997) is a technique for
extracting the ‘hidden’ dimensions of the semantic
representation of terms, sentences, or documents, on
the basis of their contextual use. It is a very powerful technique already used for NLP applications such
as information retrieval (Berry et al., 1995) and text
segmentation (Choi et al., 2001) and, more recently,
multi- and single-document summarization.
The original version of the approach to using
LSA in (sentence-extraction based) text summarization we followed in this paper was proposed by
Gong and Liu (2002). Gong and Liu propose to
start by creating a term by sentences matrix A =
[A1 , A2 , . . . , An ], where each column vector Ai represents the weighted term-frequency vector of sentence i in the document under consideration. If there
are a total of m terms and n sentences in the document, then we will have an m × n matrix A for the
document. The next step is to apply Singular Value
Decomposition (SVD) to matrix A. Given an m × n
matrix A, the SVD of A is deﬁned as:

(2)

A = U ΣV T

where U = [uij ] is an m × n column-orthonormal
matrix whose columns are called left singular vectors, Σ = diag(σ1 , σ2 , . . . , σn ) is an n × n diagonal matrix, whose diagonal elements are nonnegative singular values sorted in descending order,
and V = [vij ] is an n×n orthonormal matrix, whose
columns are called right singular vectors.
From
a NLP perspective, what the SVD does is best explained as deriving the latent semantic structure of
the document represented by matrix A: it identiﬁes
r linearly-independent base vectors (‘topics’) which
specify the best joint index of terms and sentences
contained in the original document.
A unique feature of SVD is that it is capable of
capturing and modelling interrelationships among
terms so that it can semantically cluster terms and
sentences. Furthermore, as demonstrated in (Berry
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et al., 1995), if a word combination pattern is salient
and recurring in document, this pattern will be captured and represented by one of the singular vectors. The magnitude of the corresponding singular
value indicates the importance degree of this pattern
within the document. Any sentences containing this
word combination pattern will be projected along
this singular vector, and the sentence that best represents this pattern will have the largest index value
with this vector. As each particular word combination pattern describes a certain topic in the document, each singular vector can be viewed as representing a salient topic of the document, and the magnitude of its corresponding singular value represents
the degree of importance of the salient topic.
The summarization method proposed by Gong
and Liu (2002) is a fairly straightforward application
of SVD. The matrix V T describes the importance
degree of each ’implicit topic’ in each sentence: the
summarization process simply chooses the most informative sentence for each term. The kth sentence
chosen is the one with the largest index value in the
kth right singular vector in matrix V T .
The original summarization method proposed by
Gong and Liu has some disadvantages, the main of
which is that it is necessary to use the same number of dimensions as is the number of sentences we
want to choose for a summary. In order to remedy this problem, we proposed several modiﬁcations
to Gong and Liu’s summarization method (Steinberger and Jezek, 2004). We showed in previous
work (Steinberger and Jezek, 2004) that the modiﬁed algorithm results in signiﬁcant improvements
over Gong and Liu’s method; we will therefore use
this algorithm as a baseline, called ‘Pure LSA’.

4 Using An Anaphoric Resolver to Help
LSA-Based Summarization
4.1

GUITAR

The system we used in these experiments, GUITAR
(Poesio and Kabadjov, 2004; Poesio et al., 2005), is
an anaphora resolution system designed to be high
precision, modular, and usable as an off-the-shelf
component of a NL processing pipeline. GUITAR
has been under development for about two years,
during which period three versions of the system
were developed, and tested with the summarizer dis-
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cussed in the previous section, 1.1, 1.2, and 2.1. 2 We
discuss each version in turn.
4.1.1 GUITAR 1.1
The goal of the ﬁrst version of GUITAR 1.1 was
to have an anaphoric resolver implemented in Java
which (i) would work in an incremental fashion
taking XML as input and producing XML as output (ii) would resolve both pronouns and deﬁnite
descriptions (iii) would make it very easy both to
use different preprocessors and to replace some of
the anaphora resolution modules. This latter goal
was achieved by taking full advantage of Java’s
method inheritance structure, and by developing a
DISCOURSE MODEL API specifying the methods to
be used to access and modify the discourse model
built by GUITAR. The ﬁrst resolution modules included in the system were an implementation of the
MARS pronoun resolution algorithm (Mitkov, 1998)
and a partial implementation of the algorithm for resolving deﬁnite descriptions proposed by Vieira and
Poesio (2000). This ﬁrst version of the system included a preprocessor able to extract a representation in GUITAR’s input format, MAS - XML, from the
output of the LT- CHUNK partial parser.
Personal Pronoun Resolution Mitkov (1998) developed a robust approach to pronoun resolution
which only requires input text to be part-of-speech
tagged and noun phrases to be identiﬁed. Mitkov’s
algorithm operates on the basis of antecedenttracking preferences (referred to hereafter as ”antecedent indicators”). The system identiﬁes the noun
phrases which precede the anaphor within a distance
of 2 sentences, checks them for gender and number
agreement with the anaphor, and then applies genrespeciﬁc antecedent indicators to the remaining candidates (Mitkov, 1998). The noun phrase with the
highest aggregate score is proposed as antecedent.
As LT- CHUNK does not extract agreement features,
the preprocessor developed for GUITAR 1.1 included
a very basic agreement feature guesser.
Deﬁnite Description Resolution The Vieira /
Poesio algorithm attempts to classify each definite description as either DIRECT ANAPHORA,
DISCOURSE - NEW , or BRIDGING DESCRIPTION
2

Version 1.1 and 1.2 have both been made publically available. Version 2.1 will become available in the Summer.

(Vieira and Poesio, 2000).
The Vieira / Poesio
algorithm also attempts to identify the antecedents
of anaphoric descriptions and the anchors of bridging ones. GUITAR 1.1 only incorporated an algorithm for resolving direct anaphora derived quite directly from Vieira / Poesio, without including any
discourse-new detectors or any bridging reference
resolution component.
4.1.2 GUITAR 1.2
The ﬁrst tests using GUITAR 1.1 as a preprocessor for our summarizer immediately revealed a number of problems with that version, resulting in two
main changes. The ﬁrst was the development of a
new preprocessor able to use Charniak’s full parser
(Charniak, 2000) to produce the system’s input format, MAS - XML. The second was a thorough revision
of the agreement feature guesser included in the preprocessor, to obtain better defaults. This version was
made available on the Web as GUITAR 1.2.
4.1.3 GUITAR 2.1
A more substantial revision was the development
of statistical methods for detecting discourse new
descriptions (Poesio et al., 2005). In addition, further experiences with the summarizer identiﬁed two
systematic problems with Charniak’s parser’s output: that it doesn’t treat possessive pronouns as separate NPs (e.g., his car is treated is analyzed as a
single NP, instead of as a possessive NP containing
a separate pronominal NP) and that it analyzes NPs
postmodiﬁed by PPs, such as the expansion of the
jeep plant, as two distinct NPs separated by a preposition, as in:
[NP [NP the expansion] of [NP the jeep plant]]
rather than as NP postmodiﬁed by a PP, as in:
[NP the expansion [PP of [NP the jeep plant]]]
In order to correct these two problems, we included
a correction component in the post-processor; this
makes it possible for the system to resolve possessive pronouns as well. The new version of the system was called GUITAR 2.1.
4.2

Using Anaphoric Information in
Combination with SVD

SVD can be used to identify the ‘implicit topics’ or
main terms of a document not only when on the basis
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of words, but also of coreference chains, or a mixture of both. We tested two ways of combining these
two types of information.
4.2.1 The Substitution Method
The simplest way of integrating anaphoric information with the methods used in our earlier
work is to use anaphora resolution simply as a preprocessing stage of the SVD input matrix creation.
Firstly, all anaphoric relations are identiﬁed by the
anaphoric resolver, and anaphoric chains are identiﬁed. Then a second document is produced, in which
all anaphoric nominal expressions are replaced by
the ﬁrst element of their anaphoric chain.

to be marked as important/essential, but which have
to be considered as they contain information essential for the understanding of the content of other sentences marked as essential/important. To maximize
the reliability of the summaries used for evaluation,
we chose the documents annotated by the greatest
number of the annotators; in total, our evaluation
corpus contained 37 documents.
5.2

Evaluation Measures

4.2.2 The Addition Method
An alternative approach is to use SVD to identify
‘topics’ on the basis of two types of ’terms’: terms in
the lexical sense (i.e., words) and terms in the sense
of objects, which can be represented by anaphoric
chains. In other words, our representation of sentences would specify not only if they contain a certain word, but also if they contain a mention of a
certain chain. This matrix is then used as input to
SVD .
The chain ‘terms’ tie together sentences that contain the same anaphoric chain. If the terms are lexically the same (direct anaphors - like deﬁcit and
the deﬁcit) the basic summarizer works sufﬁciently.
However, Gong and Liu showed (and we made similar experiments) that the best weighting scheme is
boolean. In this case all terms have the same weight.
The advantage of the addition method is the opportunity to give higher weights to anaphors.

Evaluating summarization is a notoriously hard
problem, for which standard measures like Precision
and Recall are not very appropriate. The main problem with P&R is that human judges often disagree
what are the top n% most important sentences in
a document or cluster and yet, there appears to be
an implicit salience value for all sentences which is
judge-independent. Using P&R creates the possibility that two equally good extracts are judged very
differently. Because of these problems with precision and recall, we used a number of alternative
evaluation measures. The ﬁrst of these, relative utility (RU) (Radev et al., 2000) allows model summaries to consist of sentences with variable membership. With RU, the model summary represents
all sentences of the input document with conﬁdence
values for their inclusion in the summary. To compute relative utility, a number of judges, (N ≥ 1)
are asked to assign utility scores to all n sentences
in a document. The top e sentences according to utility score3 are then called a sentence extract of size
e. We can then deﬁne the following system performance metric:

5 Evaluation

(3)

5.1

where uij is a utility score of sentence j from annotator i, �j is 1 for the top e sentences according to the
sum of utility scores from all judges and δ j is equal
to 1 for the top e sentences extracted by the system.
For details see (Radev et al., 2000).
The second measure we used is Cosine Similarity,
according to the standard formula:

The CAST Corpus

To evaluate our system, we used the corpus of
manually produced summaries created by the CAST
project (Orasan et al., 2003).
Most of the
texts included in the CAST corpus are news articles
taken from the Reuters Corpus; the rest are popular science texts from the British National Corpus. The annotated corpus contains information
about the importance of the sentences (Hasler et
al., 2003). Sentences are marked as essential or important. The corpus also contains annotations for
linked sentences, which are not signiﬁcant enough
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3
In the case of ties, some arbitrary but consistent mechanism is used to decide which sentences should be included in
the summary.
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Evaluation
Method
F-score
Relative Utility
Cosine Similarity

Pure LSA
0.420
0.595
0.774

Manual
Substitution
0.410
0.573
0.806

Manual
Additition
0.489
0.662
0.823

Table 1: Evaluation of the improvement with manual annotation - summarization ratio: 15%.
Evaluation
Method
F-score
Relative Utility
Cosine Similarity

Pure LSA
0.557
0.645
0.863

Manual
Substitution
0.549
0.662
0.878

Manual
Addition
0.583
0.688
0.886

Table 2: Evaluation of the improvement with manual annotation - summarization ratio: 30%.
where X and Y are representations of a system summary and its reference summary based on the vector
space model. Finally, we measured ROUGE scores,
with the same settings as in the Document Understanding Conference (DUC) 2004, and we did observe performance improvements with those as well,
but we will not report them here for lack of space–
see (Steinberger et al, submitted).
5.3

How Much May Anaphora Resolution
Help? An Upper Bound

In order to establish an upper bound on the performance improvements that could be obtained by
adding an anaphoric resolver to our summarizer, and
to measured the performance of GUITAR over the
37 documents, we annotated all the anaphoric relations in the 37 documents by hand using the annotation tool MMAX (Mueller and Strube, 2003), and
we tested both methods of adding anaphoric knowledge to the summarizer discussed above with this
manual annotation. Results for the 15% and 30%
ratios4 are presented in Tables 1 and 2. The baseline
is our own previously developed LSA-based summarizer without anaphoric knowledge. The result is
that the substitution method did not lead to significant improvement, but the addition method did. For
the 15% ratio, we found that addition led to improvements in 15 / 37 documents (40%), no changes with
18/37 (48.7%), and worse performance with 4/37
documents (10.8%), for an improvement in Relative Utility score from .595 to .662. For the 30%
ratio, addition led to improvements in 46% of documents, no changes in 27%, and worse results for
4

We used the same summarization ratios as in CAST .

24.3%, for a change in Relative Utility from .645
to .688. (Both improvements are signiﬁcant.) Intuitively speaking, anaphoric information leads to improvements whenever the most important sentences
are also those containing the most references to the
’main entities’; but it may also lead to worse results
when those ’highly entity-cohesive’ sentences are
not considered particularly important by the summarizers.
5.4

Results with GUITAR

The performance results of the two versions of GUI TAR we evaluated are presented next. 5 GUITAR
1.1 achieved over the 37 documents P=50.4% and
R=33.8%, for an F=40.5%. By contrast, GUITAR 2.1
achieved P=55.5%, R=50.8%, and F=53.1%, over
the 37 documents. The breakdown of ﬁgures for this
last version is as follows: for deﬁnite description resolution, we found P=69% and R=53%; for personal
pronouns, P=44% and R=46%; for possessive pronouns, P=53% and R=53%.
The results obtained by adding versions 1.1 and
2.1 of GUITAR to the summarizer are presented in
Tables 3 and 4 (relative utility, f-score, and cosine).
These results can be summarized as follows. First
of all, addition works much better than substitution;
in fact, with some metrics, substitution works worse
than pure LSA. Secondly, anaphoric information,
when used in the best way, does help summarization: all versions of the summarizer using GUITAR
with addition give better results than the version using SVD without coreference chains. However, only
5

For details on how the P/R/F ﬁgures were computed see
(Poesio and Kabadjov, 2004).
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Evaluation
Method
F-score
Relative Utility
Cosine Similarity

CAST

Pure LSA

0.348
0.527
0.726

0.420
0.595
0.774

GUITAR 1.1
Substitution
0.401
0.575
0.724

GUITAR 1.1

Addition
0.440
0.620
0.779

GUITAR 2.1
Substitution
0.347
0.530
0.804

GUITAR 2.1

Addition
0.441
0.640
0.805

Table 3: Results with GUITAR - summarization ratio: 15%.
Evaluation
Method
F-score
Relative Utility
Cosine Similarity

CAST

Pure LSA

0.522
0.618
0.855

0.557
0.645
0.863

GUITAR 1.1
Substitution
0.532
0.627
0.839

GUITAR 1.1

Addition
0.551
0.661
0.851

GUITAR 2.1
Substitution
0.524
0.626
0.873

GUITAR 2.1

Addition
0.573
0.678
0.879

Table 4: Results with GUITAR - summarization ratio: 30%.
version 2.1 of GUITAR led to signiﬁcant improvements over Pure LSA according to what in our view
is the best measure, Relative Utility (t-test, pleq.05).
Using GUITAR 1.1 led to an improvement, but this
was only signiﬁcant at the 0.1 level.
Further analyses of our results (to be discussed at
the workshop) showed, ﬁrst of all, that GUITAR 2.1
manages to achieve an improvement in 9/17 (52.3%)
of the documents for which we found an improvement using manual addition (30%), meaning that
there is some room for improvement; and that what
would help the most is adding to GUITAR named
entity resolution. Secondly, we also saw that although many aspect of GUITAR’s performance could
be greatly improved, starting with pronoun resolution, this performance is still enough to lead to improvements; disabling pronoun resolution leads to
worse results for the summarizer.

6 Conclusion and Further Research
One of the main results of this work is to show that
using anaphora resolution in summarization can lead
to signiﬁcant improvements, not only when ’perfect’
anaphora information is available, but also when an
automatic resolver is used, and even if the performance of the anaphoric resolver is far from perfect.
As far as we are aware, this is the ﬁrst time that such
a result has been obtained for summarization using
standard evaluation measures over a reference corpus. We also showed however that improving the
performance of GUITAR was essential in achieving
signiﬁcant improvement; and that the way in which
anaphoric information is used matters. With our
set of documents at least, substitution would not re-
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sult in signiﬁcant improvements even with perfect
anaphoric knowledge.
Further work will include, in addition to extending the set of documents and testing the system with
other collections, evaluating the improvement to be
achieved by adding a named entity resolution algorithm to GUITAR.
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Abstract
This is a position paper which reviews current
approaches to the evaluation of automatic
summarising systems in particular in the light of
older literature targeted at manual abstractors. It
identifies the need to improve the handling of
novelty in the evaluation of automatically
generated summaries and points out the
possibility of using existing information retrieval
evaluation resources as a component in largescale system-centred summary evaluation.

1. Introduction
This is a position paper. In it I want to take a
fresh look at recent developments in the evaluation
of automatic summarizing systems and to compare
these with more established work on the production
and assessment of manually generated abstracts.
There are three questions I wish to pose in
establishing my position. They are
1. What is the role of novelty in current and future
summary evaluations?
2. What use can we make of existing resources to
support effective large scale summary
evaluation?
3. Is the current bias of evaluation metrics towards
systems which maintain original text order
appropriate?

2. Abstracting Literature
I don’t propose in a paper of this sort to produce
a comprehensive survey of the manual abstracting
literature, Rather I want to focus on a key
representative resources, specifically, the wellknown book by Harold Borko and Charles Bernier
(75).
Borko and Bernier, for those who don’t know it,
is a text book for library science students and other
intending professional abstractors. In many ways I
suspect, when published, it was a book well ahead
of its time, because not only does it do fairly

26

insightful job of examining and looking forward to
the implication of the information explosion, but it
also reviews automatic abstracting technology and
its evaluation. Quite something for 1975!
Their focus is essentially on abstracting scientific
and technical literature, but I think their conclusions
would apply well to news stories, and very probably
to quite a broad range of scholarly and other
literature.
In discussing the ideal content for abstracts they
make two critical points for my purpose.
First,
“Conclusion placed first may satisfy the
reader and save further reading” (p69).
Second,
“If novel or important data are omitted, it
is not a good abstract”(p69).
Later (p180), in discussing the evaluation of
quality of abstracts, they discuss a number of
criteria which may be used to determine how good
an abstract is, including lack of errors, readability,
inclusion of significant information and exclusion of
the unimportant, ability to alert the reader to the
existence of a relevant document and so on. More
particularly, they identify the:
“ability to provide the reader with
significant specific information
contained in the document and thus to
serve as a surrogate for the original”
(p180)
and
“adequacy as a source for indexing
terms” (p180)
Finally (and remember this was a book published
in 1975), following a very well informed discussion
of the then state of the art in automatic abstracting
systems and their evaluation; they cite Mathis (72)
who proposed an abstract evaluation metric based
on Name-Relation-Name triples (amongst other
things), as well as number of early user and systemcentred studies. In their conclusion, in setting an
agenda for future research, they say:
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“…we need to learn how to program for
the selection of novel information”
(p186).
Now there are three lessons I want to take from
this brief review of Borko and Bernier:
1) good abstracts convey what is novel in an
original document;
2) good abstracts should act as an acceptable
surrogate for the original document in terms of
the indexing terms they contain;
3) Good abstracts do not necessarily follow the
order of the original text.

4. Looking at DUC in the context of
Borko and Bernier
In this and the next section I want to take a brief
look at the state of the art in summary evaluation,
focussing on NIST’s Document Understanding
Conference (DUC). I want to use this as a baseline
from which to indicate how one might move to a
better future.
The primary thing I want to argue in this paper is
1
that current system centred evaluations (like DUC )
with their focus on N-gram overlap with human
produced evaluations are both pushing us in a
direction which fails to exploit some of the new
opportunities available to us (with hitherto
inconceivable volumes machine-readable text and
computer power available to us) and at the same
time are failing to capture a real notion of what
constitutes a good summary.
In particular, good summaries convey the novel
information in the original text, and the power and
flexibility we can bring to the summarizing task
allow us to do a much better job than ever before of
including what is novel to this user now about this
document in the context of all other documents now
available.
This of course moves the game on from Borko
and Bernier’s task, in which the abstract was for
ever fixed at the time it was generated. That task
could only take account of the state of the document
space at the point of generation, and can only make
the haziest and most general notion of the user need
at the time when the abstract would be read.
Now I don’t want to claim that these are entirely
new insights. The notion (in so far as one can) of
generating summaries taking account of the
individual reader’s needs is, of course, the insight
behind query-biased summarising (Tombros &
Sanderson, 98), which has been very widely adopted
1

http://duc.nist.gov checked 27 May 2005.

including in our own work in Sunderland (Liang,
Devlin & Tait, 05). Equally the notion of capturing
what is novel or distinctive about a particular
document was used by my own thesis work (Tait,
85) if not before.
However, focussing on novelty does call into
question the usefulness of evaluations based on
fixed “gold standard” summaries generated in
advance and the utility of such standards in
improving the state of the art in automatic
summarising.
I am anxious to avoid this paper turning into a
doctrine of despair, along the lines of perfect
summary evaluations are impossible, therefore no
summary evaluation is worth doing. Rather I want
to go beyond frameworks which look at text overlap
and similarity where, for example Radev et al (03)
have shown evaluations are, perhaps intrinsically,
sensitive to the evaluation metrics used.
DUC has been enormously valuable in moving
on the state of the art: single document gisters and
the more complex systems, including crosslanguage and multi-document summarisers have
moved on significantly in the course of the last few
years in terms of performance. I have no doubt DUC
has contributed to this in no small part.
However, there is always a problem when one
sets up a metrical performance evaluation
framework (for anything - not just summarising).
The purpose is to measure and very probably
thereby improve performance in the thing being
measured. The effect is to encourage changes to
optimise performance against the metric(s). The
metrics are a surrogate (inevitably imperfect) for
actual performance and, therefore, performance
improvement, in the thing being measured. There is
a danger that the imperfections in the metrics will
drive performance away from true improvements in
underlying performance, and this must be constantly
guarded against.

4. More on Current DUC Evaluation
Lin and Hovy (03) initially motivate the use of
N-gram overlap heuristics primarily as a means of
overcoming the variability of human judgements
and to provide system developer with more
repeatable evaluation methods. They also discuss
the need to provide common, convenient and costeffective evaluations for system developers.
Problems of subject variability are, of course
very wide spread in human-centred summary and
language processing task (consider Rath, Resnik, &
Savage, 61 or Carlson et al 01 to name but two).
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The usual way to deal with problems of inter-subject
variability in other fields is to extend the sample
size, but of course here this will increase the costs,
potentially substantially.
Lin (04), in fact, makes the primary justification
of using metrical comparison with human
summaries one of cost.
Lin (04) is an extensive review of the ROUGE
suite of metrics currently used in DUC. There are
two things I want to draw out from Lin’s (excellent)
analysis.
1. There are reasons to be concerned the sample
sizes used are significantly too small to allow a
reliable evaluation of the effectiveness of these
measures for multi-document summaries
(towards the end of Section and again in Section
7) – implying the need for even larger sets of
expensive human produced reference
summaries if this style of evaluation is to be
pursued further.
2. Two of the measures which are less likely to
accept summaries which have changed the
meaning by critically but inaccurately
rewording the original texts (ROUGE-L, longest
common subsequence, and ROUGE-W a
weighted common longest subsequence)
perform badly on the multi-document summary
data.
Of course, point 2 may be an artefact of point 1.
In other words it might be the case that if we had
sufficient data ROUGE-L and ROUGE-W would be
shown to be well correlated with human judgements
of summary quality, but none the less these results
are far from encouraging.
It would be nice to provide an estimate of the
size of sample which would be required to deal with
Point 1, but this is avery complex matter to do with
inter summary example variability. If we had the
larger sample we could estimate haow much smaller
a sample would be needed to give a reliable
(statistically significant or indicative) result, but
unfortunately the only way to work out whether a
particular (small) sample size is large enough is to
incrementally increase the size of the sample and
observe the impact on statistical significance.
In passing, it is disappointing Lin’s results for
stemmed summaries do not report the precise
version of Porter’s stemmer used, as several are
available, and the differences may have some small
impact on the results (see Porter 05 for a
discussion). Neither is the precise stop word list
indicated. Accurate reporting of these features is
important, if we are concerned to ensure that the
summaries accurately represent the input texts and
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we wish to reproduce the experiments. To pick up
Lin’s own example from Section 5.1, whether the
following are recognised as matching or distinct
depends critically on the stemming algorithm and
stop word list used.
S1. police killed the gunman
S2. police killed by gunman
S3. police killing seen by gunman
Which are (at least potentially) all semantically
distinct.
Within the current DUC framework, or more
particularly ROUGE, then, there are problems of
whether the approach sufficiently ensures
summaries represent the text, and whether the
sample sizes are large enough. Further, there are
problems with ensuring the the summaries assess
are readable and coherent because the N-gram
overlap statistics don’t really assess these.
I don’t want to accuse NIST of being naive about
these problems. The introductory presentation by
Paul Over and James Yen (Over & Yen, 04) at
DUC-2004 makes it clear that they fully understand
the need to continue to review and reconsider these
difficulties. In particular they report at length on
relationships between the ROUGE N-gram overlap
based statistics and the SEE intrinsic evaluation of
coverage and linguistic quality.
However, if one looks back to modern, but preDUC summary evaluations, For example Minel,
Nugier and Piat (97) ones notes a move from criteria
which effectively operate on a propositional level
and are concerned with effectiveness expression, to
ones which are matched with surface words.

5. Novelty
I now want to return to lesson 1 from Borko and
Bernier from Section 2.
They noted that identification of novelty in the
original is an important element in a good abstract.
Novelty is a relation between a specific
document and a document collection as a whole.
Novelty can indicate that this document contains
some proposition or propositions which are not
contained in other documents in the collection.
Let us suppose for a moment that it was feasible
to reliably analyse a large collection of documents
into their underlying propositions: perhaps in some
entity-relation-entity triples language. The property
of novelty could then be captured as the statement
that the current document contains some interesting
triple which rarely or never occurs in the rest of the
collection.
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Note that I have chosen not to frame my notion
of ‘interesting’ in a temporal way. I have
deliberately avoided the term “new” for example.
This notion of novelty is therefore dynamic: adding
a new document to the collection can make a
previously entered document novel, by, fore
example, making a previously unique triple more
interesting.
This dynamism creates one problem for gold
standard-based evaluations. Do we need a
succession of gold-standard summaries?
Amongst the other problems with gold-standard
based evaluations is that should a summariser under
evaluation identify a (true) novel proposition not in
the gold standard it will be marked poorly, whereas
in fact it is probably very effective.
Many scientific articles and news stories wear
their novelty on their face (as it were) and indicate
the novel passages or propositions clearly and
specifically.
However, one of the problems posed by recent
developments in science, and especially the
combination of semi-automatic gene sequence
analysis and highly automated laboratories, is that
scientists are overwhelmed by data. This makes it
very difficult to see when new results are original,
let alone original and significant.
I believe automatic summarizing has an
important role to play here, whether it by analysing
and summarizing a broader range of literature than
is possible for a human being, or by operating in
some semi-automatic systems: for example as a
component of a question answering systems in
which in effect humans pose goals and the systems
satisfies them.
Gold standard based evaluation simply cannot do
this. If novelty is identified automatically and
dynamically over a large body of text, reportage of
that novelty in a summary assessed against a
predefined gold standard will inevitably do badly.
Of course, in principle, one could undertake
extensive manual assessment of large bodies of text
and simulate dynamism in the collection. However,
this will still not take account of phenomena like
web pages with dynamic content (see for example
Jatowt & Ishizuka, 04).
This pushes me towards the view that to
effectively assess novelty in summaries we must, on
the one hand push for some surrogate of the recall
based pooling metrics which have proved effective
in TREC (Buckley & Voorhees, 00), and on the
other, in the mean time rely on human based
evaluation of the novelty (and interestingness and

accuracy) of the summaries produced by individual
systems.

6. Evaluation through index term
quality
Turning now to my lesson 2 from Borko and
Bernier of Section 2. Recall that this says that:
“good abstracts should act as an acceptable
surrogate for the original document in terms of
indexing terms they contain.”
In other words, if we index the whole of a text
and index an (automatically produced) abstract or
summary of that text we should find the index terms
are similar from the point of view indexing and
therefore retrieval.2
Now this is a testable hypothesis, which so far as
I am aware has not been tested.
Consider, for example, recent TREC Web track
datasets. A suitable experimental set up (for single
document summarising) would be something along
the following lines.
1. Obtain a (reasonably high) base line retrieval
system, and obtain a ranked list of documents
for each query in the data set.
2. Identify the documents which are marked as
relevant to particular query.
3. Summarise each relevant document to some
previously agreed length.
4. Append to the summaries the links trawled from
the relevant document.3
5. Replace the relevant documents in the document
set with their summaries.
6. Produce a new ranked list of documents for this
new set with the summaries.
7. Repeat Steps 2 to 6 for each query.
8. Repeat Steps 2 to 7 for each summarising
system.
One could then easily compare the effect of the
different summarising systems by using (say) the
Pearson Ranked Correlation Coefficient to assess
the extent to which the variable of summarising
system/no summarising system affected the ranked
list.
Of course this is hopelessly naive as a practical
implementation: one would want to avoid
reindexing the web collection (a process which can
take weeks on the hardware I have available) for
each query times each summarising system. Simple
2

I use the term “text” here to cover both the single
document and multi-document cases.
3
Using linkspace topological information has been an
important part of recent TREC Web Tracks.
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optimisations include “injecting” the summary
documents into the original document collection and
then removing original or summary documents from
the ranked lists before performing the statistical
analysis.
This method is also applicable to multi-document
summaries: one could either select the whole set of
relevant documents, or some random subset of it of
specified size, obtain the summary of that set, and
use that in the same way. However, the handling of
link information in this scenario requires rather
more sophistication than the previous case.
Because the summary will inevitably be shorter
than the original it will proiduce fewer index terms.
The terms omitted in the summary might prove
critical in establishing the documents position in the
relevance ranked list. Personally I find this unlikely
(because if it is a good summary they are relatively
unimportant), but empirical work is needed to
determine if this is really the case.
Of course this is only one dimension of summary
quality. It is essentially an elaboration of or
alternative to the N-gram overlap test: it tests
whether the most important terms have been
retained by the summary.
However, critically, it does not require gold
standard summaries, not does it require substantial,
new data collection and refinement efforts.

7. Summary Order
The final lesson I drew from Borko and Bernier
was that good summaries do not necessarily follow
the order of the original text.
The point is that good summaries, even within
their abbreviated length, put over the key points
initially. This is a characteristic of all summaries,
which they share with good newspaper writing, but
not all forms of text. In scientific writing for
example, it is customary to progress from a more
neutral and general position to a more specific
conclusion.
Therefore one must treat with suspicion the
generality of the implicit claim that good summaries
follow original text order.
It might be possible to handle this through word
or propositional overlap techniques, so long as a
method of identifying concluding (as opposed to
terminal) material could be identified. Indeed Teufel
and van Halteren (04) show factoid analysis has
promise here, although at the expense of further
increases in the cost of setting up evaluation
benchmarks.
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I don’t want to pretend I have a clearly worked
through idea of how to deal with this problem. Of
my three lessons for Borko and Bernier it remains
the one to which I have had the greatest difficulty in
finding potential solutions. In many ways
techniques which lean heavily on pragmatic or
rhetorical consideration show the most promise at
present (Teufel & Moens, 02), but it is hard for me
to believe that effective, dynamic, large scale multi
document summarisation will not require some form
of deeper semantic analysis. Such semantic analysis
may make it especially difficult to devise gold
standard summaries (in whatever form) for system
centred evaluation.
Indeed perhaps the first step is to test reality of
the idea that original text order may not be
maintained by good summaries of scientific articles
(for example).

8. Conclusions
In my view, one of the problems which has
bedevilled work in computational linguistics and
natural language processing is a tendency to try to
run before one can walk. Indeed, perhaps the worst
problem has been a tendency to mistake walking (or
even the very first toddling) for running. Overly
general and enthusiastic claims in the 1970’s
(consider Winograd 72 or Schank & Riesbeck 82,
reporting work done in the previous few years)
probably prevented the establishment of a clear
research agenda and the development of a sound
evaluation methodology for many years.
Information Retrieval has benefited from the
establishment of sound evaluation methodology
very early (see Vorhees, 02), but this is perhaps as a
result of greater clarity in the intended task and the
suitability of the fairly simple evaluation metrics
(precision and recall) for these tasks.
Summarising, whether purely extractive or
abstractive in form, falls somewhere between these
two extremes.
In this paper I have pointed out three areas where
I believe better summary evaluation methods are
needed. In two of them we can make immediate
advances. One is taking account of the need for
good summaries to indicate novelty, and the other
the use of large information retrieval collections as a
component in summary evaluations. In the third,
ensuring evaluation metrics are not biased towards
summaries which maintain text order, the route
forward is less clear, although a first step has been
identified.
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Of course there are many other areas where we
need to further progress summary evaluation. For
example, the need to take account of differences in
pronominalisation strategies and other details of
surface expression between abstracts (Minel, Nugier
& Piat, 97), the need to assess the representativeness
of abstracts of the original texts (Liang, Devlin &
Tait 05b) and so on.
However I hope this paper is a small contribution
to improving the evaluation of automatic
summarising systems in the future.
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This paper describes a new Multi-Document
Summarisation architecture with which it is possible to collect and summarise documents about
domain-speciﬁc terms, and produces a summary
about each of the terms. It has applications in
computational terminology, allowing us to provide a deﬁnition for each of the terms identiﬁed.
In particular, the module will be integrated in
an on-line educational system so students can
use it to obtain automatically new information
about the particular terminology used in their
ﬁelds of study. An evaluation with computer science students shows that they appreciated the
generated summaries, and most of them agreed
in that it would be a useful tool in e-learning
environments.

Introduction

Multi-Document Summarisation (MDS) is a task consisting in condensing the information from several documents in a single document with the most relevant
information. The architectures and techniques used
in MDS can vary depending on the characteristics of
the source documents (genre, media, language, etc.)
and the summary (audience, function, etc). In this
work, we address the problem of applying MDS to the
automatic generation of summaries from various documents from the web, with the ﬁnal aim of using them
in an educational system.
The purpose of the proposed system would be the
following: given a list of domain-speciﬁc terms, to generate a deﬁnition of each of them. It can be thought
of as a complement of Term Identiﬁcation (Cabré et
al. 01) procedures, so they are able to provide a small
deﬁnition of each of the new terms identiﬁed. The
application that we have in mind for the system is
in the ﬁeld of e-learning: quite often, students ﬁnd
in textbooks many domain-dependent terms that are
simply introduced without much detail. We consider
that a specialist module in the system capable of ﬁnding automatically information about those terms and
generating a summary page would be useful for the
students’ learning process. It is a ﬁeld very related to
that of deﬁnition extraction (Muresan & Klavans 02;
Saggion & Gaizauskas 04b).
In our approach, we have used the World Wide Web
as the source of documents, so the module can be applied to every domain for which there is information in
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the web. Given that this source is not fully reliable, as
it may contain inexact or erroneous information, the
students are always advised that the summary pages
cannot be taken as perfect or authoritative. They are
also able to access the web pages from which the summary has been generated. This may be useful if they
want to discover who is the author of one of the source
documents from which a dubious assertion has been
extracted.
This module might have other applications, such
as generating automatically reference answers to be
used by programs for Computer-Assisted Assessment
of free-text answers (Valenti et al. 03).
This paper is structured as follows: Section 2 describes related work both in the ﬁeld of automatic
MDS and the application of NLP techniques in educational systems. Next, Section 3 describes the procedure applied in this work, and Section 4 describes the
evaluation performed and the results obtained. Finally, Section 5 summarises the conclusions and describes open lines for improving this work.

2
2.1

Related work
Multidocument summarisation

According to (Mani 01), Multi-Document Summarisation (MDS) systems usually share ﬁve steps:
1. Identiﬁcation of the elements to be extracted
from the collection.
2. Matching instances of these elements across the
texts, to ﬁnd related elements mentioned in different documents.
3. Filtering the matched elements, to keep the most
salient ones. In this step, the irrelevant elements
are ﬁltered out.
4. Compacting them, by aggregating and generalising the information from the units that we have
kept.
5. Presenting the results, for instance, with Natural Language Generation (NLG) or with visualisation methods.
Systems usually diﬀer in the approach chosen for some
step.
Unit identiﬁcation In MDS, it is common to take
each sentence as a single element. All the same, some
approaches work with clauses, paragraphs or documents. The compression rate is usually why diﬀerent
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units are chosen: if it is very large, then there is generally more need to use units smaller than sentences;
and, if it is small, paragraphs can be considered units.
Unit matching A very common procedure to match
units from diﬀerent documents consists of using a bagof-words procedure, by characterising each unit with
the set of words contained in it. The vectors can
include, together with the words, their frequencies.
These can also be transformed into weights, using
functions such as tf·idf, χ2 or Student’s t-score. The
cosine similarity, calculated by considering the two sets
of words as vectors in an N -dimensional space (where
N is the size of the vocabulary) is one of the most
commonly used similarity functions in Information Retrieval (Salton 89). Other functions used are the scalar
product or the Jaccard coeﬃcient. Other common extension to VSM is the dimensionality reduction performed by means of Latent Semantic Analysis (LSA)
(Deerwester et al. 90), which has also been applied in
MDS systems (Ando et al. 00).
Unit ﬁltering Using the similarity metrics from the
Vector Space Model, it is possible to cluster the units,
so those with a high degree of salient-vocabulary overlapping will be grouped together (Angheluta et al. 04;
Erkan & Radev 04; Saggion & Gaizauskas 04a). Small
clusters with few representatives can also be considered not very important and can be discarded. Some
approaches also try to improve the quality of the clusters by ﬁltering the units whose similarity with all
the others inside the cluster is not above a threshold
(Blair-Goldensohn et al. 04).
Other procedure is to score the units using a
cohesion-based weighting metric (Mani & Bloedorn
99). Possible cohesion relationships are identity relationships between words, synonymy, proximity, coreference and hyperonymy. Sentences whose words have
many relationships with words from other units will receive a higher score, and will be selected. Yet another
possibilities consist in giving higher weights to the NPs
that appear in long coreference chains (Witte et al.
04), and in creating a graph of terms (or events), and
next apply a graph-scoring algorithm (Vanderwende et
al. 04; Erkan & Radev 04), such as Pagerank (Brin &
Page 98).
In order to select the most relevant units, there are
other heuristics which are also used in single-document
summarisation, such as unit position and length, or
calculating how many terms from the headline appear
in every unit. (Nobata & Sekine 04) divides the documents in two groups according to the term distributions, and applies the heuristic based on the unit
position just in those groups which appear to contain
the key units at the beginning. In MDS, (Witte et
al. 04) rank NPs in all the documents based on the
length of cross-document coreference chains, and also
give highest weights to the NPs that appear in the ﬁrst
units. Finally, the units with the highest-ranking NPs

are selected for the summary.
Concerning the size of the units, although most
systems mainly work with sentences, some of them
also ﬁlter clauses and phrases in this step. Common
heuristics are to remove relative clauses and appositives (Blair-Goldensohn et al. 04; Conroy et al. 04).
Unit compacting If the units have been grouped in
clusters in the previous step, it can be expected that
the units which are in the same cluster contain repetitive information and, thus, it should be possible to
choose just one from each cluster so as to generate the
summary. The unit chosen is usually the one closest
to the centroid of the cluster (Blair-Goldensohn et al.
04).
(Barzilay et al. 99) uses a more sophisticated approach, by parsing all the units in each cluster with
a syntactic analyser, and matching the parse trees
with each other. In this matching, they use paraphrasing rules (e.g. transforming passive verbs into
active verbs) to discover whether they are compatible
units. Finally, the units that matched can be merged
together with a syntax-based generation procedure.
Results generation and presentation In many
cases, systems select units from the documents and put
them together. At most, they perform small modiﬁcations to them, e.g. by removing relative clauses and
appositions, normalising personal names, or removing
dangling conjunctions. A few approaches, however,
either transform the texts into a logical form (Vanderwende et al. 04), or apply Information Extraction procedures to ﬁll in templates from the text (Harabagiu
& Maiorano 02). In these cases, it is possible to use
a Natural Language Generation system to write the
summary from the extracted information.
2.2

Applying NLP techniques to e-learning

NLP techniques have been applied to e-learning applications since the sixties. The Project Essay Grader
(Page 66) was probably the ﬁrst system that appeared
to automatically score open-ended questions written by
students. This system was extended in the nineties
with part-of-speech tagging and syntactic analysis. In
recent years, there has been an upsurge of research
in the ﬁeld of free-text Computer Assisted Assessment (Valenti et al. 03), with systems such as E-rater
(Burstein et al. 98), C-rater (Burstein et al. 01) or
Automark (Mitchell et al. 02).
Other common applications of NLP to e-learning
are systems to generate, automatically, multi-choice
questions (Mitkov & An-Ha 03; Liu et al. 05), or to
teach and correct the grammar of sentences (Virvou et
al. 00). Natural Language Generation and Text Summarisation have also been applied to on-line information systems, an application which might as well be
considered educational (Milosavljevic et al. 98; Oberlander et al. 98; Alfonseca & Rodrı́guez 03b; Alfonseca
& Rodrı́guez 03a).
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Document identiﬁcation
Document matching and ﬁltering
Document compaction
Paragraph identiﬁcation
Paragraph matching and ﬁltering
Paragraph compaction

Figure 1: Architecture of the system.

3

Procedure

The architecture designed for this task includes the
ﬁve common steps for MDS: identiﬁcation, matching,
ﬁltering and compacting the units, and presenting the
results. The main diﬀerence with respect to other approaches is that most of the systems reported generally assume that the set of documents from which to
summarise are all relevant with respect to the topic.
That is the case, for instance, in the Document Understanding Conferences. However, in our situation, if we
download documents from Internet about a term, we
are never going to be sure that the documents really
refer about our term, used with the desired meaning.
Therefore, the ﬁve mentioned steps have been duplicated in a two-tier architecture:
1. Firstly, we apply the identiﬁcation, matching and
ﬁltering steps using as textual unit whole documents. The purpose of these steps is to keep just
the documents which are most relevant about the
term.
2. Secondly, once we have ﬁltered the set of documents, they have to be compacted. This step
consists of applying the ﬁve steps again, but using now, as unit, a paragraph. In this second tier,
the system identiﬁes paragraph boundaries, decides which paragraphs seem more relevant, and
merges the information from them.
Figure 1 displays the architecture of the system.
The following sections describe each step in detail.
3.1

1st tier: document-based summarisation

Input data We assume that the glossary is a list of
terms. Although this is not a requirement of the system, in the ideal case, the glossary contains, for each
term, a very brief deﬁnition. This glossary could be
either written by hand by the user, obtained automatically with a search of glossaries about the desired domain in the web, or obtained with an automatic Term
Identiﬁcation procedure. The glossary used in our experiments has been obtained with a search about Operating Systems in the web. Figure 2 shows the ﬁrst
six words in the list used, and their brief descriptions.
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Once the system receives the glossary, it analyses
each deﬁnition applying tokenisation, sentence splitting, part-of-speech tagging, stemming and partial
parsing with the wraetlic tools (Alfonseca 03). Furthermore, the system identiﬁes whether the meaning
of an acronym is written in the deﬁnition, by checking
that there is a sequence of words starting with capital
letters that correspond to the letters of the term.
Document retrieval With this information, the
system is now able to construct a query for the Google
search engine, to retrieve a set of documents for each
of the terms. To build the query, we always include, as
compulsory keywords, the name of the term to be deﬁned, followed by the verb “is” (to favour those pages
in which the term is deﬁned). Additionally, the query
is extended with the following optional keywords:
• If no deﬁnitions are available, other terms from
the list can be added as optional keywords in the
query, trying to guide the search engine towards
pages whose domain is the same as the glossary.
• If the meaning of the acronyms are available, and
the term is an acronym, the ﬁrst optional keywords to be added are the words in the acronym,
followed as well by the verb to be. For instance, if
the term is ASCII, the optional keyword will be
American Standard Code for Information Interchange is.
• Finally, if brief deﬁnitions are available, the remaining optional words are the rest of the words
in the deﬁnition, excluding closed-class words.
Note that Google just considers the ﬁrst ten optional
keywords, so those that are afterwards will be ignored.
In several experiments, we have found that we obtain
the best results if we start with the nouns from the
term deﬁnition, followed by the verbs, and we leave
the adjectives and the adverbs until the end.
Once we have constructed the query, we ask Google
to return the ﬁrst 100 URLs that answer it. In order to
maximise the variability of the results, we have added
the additional restriction that all the pages must be
retrieved from diﬀerent hosts. This may provoke that
we lose relevant data, but we found that, otherwise,
the system retrieved, several times, identical copies
of pages from the same host. In this way, we continue asking for more results until we have collected
100 pages from diﬀerent hosts, or until there are no
more results.
The web pages are next transformed into XML format, in which the only format that is preserved is the
paragraph boundaries. This format will be suitable to
be processed with the aforementioned linguistic processing tools for morphological and syntactic analysis.
Document ﬁltering Next, the system ﬁlters the results provided by the search engine. In our experiments, a manual evaluation has disclosed that less
than 30% of the retrieved pages really verse about the
term that we want to deﬁne. Therefore, it will be use-
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ANSI
ASCII
API
ATA
ATAPI
BASIC

American National Standardisation Institute
American Standard Code for Information Interchange - a table converting numeric values into
human readable characters.
Application Programming Interface - the set of routines/functions made available to a program
developer.
AT Attachment - also known as IDE.
ATA Packet Interface - minor extension to IDE to control additional device types.
Beginners All-purpose Symbolic Instruction Code - a high-level interpreted programming language
which is very easy to learn.

Figure 2: Sample words at the beginning of the glossary used in the experiments.
ful if we can automatically remove, from the set of
documents, the lest relevant ones.
The procedure followed is the following: every document is represented in the VSM as the vector of words
contained in it with their frequencies. Using the small
deﬁnition from the glossary, we shall generate another
vector that represents the term. If the glossary does
not contain deﬁnitions, other terms from the same
glossary can be used to calculate this vector. Finally,
we calculate the cosine distance between the vector of
each document and the vector of the deﬁnition. Only
the documents with the highest scores are kept. Section 4 discusses the recall/precision curves obtained in
this step.
It should be born in mind that, at this step, we
can take advantage of the fact that the web contains a
high level of redundancy, which implies that many of
the retrieved web pages contain repeated information.
This means that we can aﬀord to lose some relevant
data, because we can be quite conﬁdent that it will
appear in some other document. In other words, it
is more important to obtain a good precision at this
step than to try to maximise the recall, because we
can assume that we can aﬀord to lose some relevant
(but redundant) documents.
3.2

2nd tier: paragraph-based summarisation

Paragraph identiﬁcation and ﬁltering Once the
most relevant documents have been ﬁltered, the next
steps would be the document compaction (the proper
Multi-Document Summarisation). At this point, the
second tier of the architecture starts functioning, now
processing the paragraphs.
All the documents have been processed, and they
are annotated with paragraph boundaries. At the beginning of the second tier, the paragraphs have to be
analysed, and those which are not judged relevant will
be ﬁltered out. Web pages usually contain navigation instructions, menus, titles and foot-pages which
will not be relevant at all. A manual observation of
the web pages showed that there are a few lexicosyntactic patterns with which we can identify most
of the paragraphs that deﬁne the terms, such as when
the term appears in the subject position of the verb
to be. These kind of lexico-syntactic heuristics and
patterns have also been used previously for generating
deﬁnitions and biographies in other MDS systems (Al-

fonseca & Rodrı́guez 03a; Lacatusu et al. 04; Erkan
& Radev 04). This procedure has been complemented
with the heuristic that a unit that is in between two
relevant units will also contain relevant information.
Therefore, the algorithm for ﬁltering the paragraphs
is the following:
1. Annotate all the paragraphs in which the term to
be deﬁned appears either as the syntactic subject
or as the agent, in the case of passive sentences.
2. Filter in all the paragraphs p that
• Either p has the term as the subject of to be
in a sentence.
• Either there is one paragraph p1 before p and
one paragraph p2 after p for which the term
is the subject in a sentence, and there are less
than three paragraphs in between p1 and p2 ..
In this way, if there are just one or two paragraphs in
between two that have been considered relevant, they
will be ﬁltered in as well.
The ﬁltered paragraphs are next cleaned, to remove
sentences that are usually incorrect or uninformative:
interrogative phrases, unﬁnished sentences (e.g. those
that end with a preposition or a comma), or sentences
that start with lowercase.
Summary generation After ﬁltering the paragraphs, it is necessary to compact them, by integrating the information from all the paragraphs in a single
summary. In this step, we have assumed that all the
paragraphs are internally well structured, and written
in a coherent way. Therefore, we would like to retain
as much as possible the inner structure of all the paragraphs. This means that if one sentence s1 is written
before other sentence s2 inside an original paragraph,
we would like to preserve that ordering between the
two sentences in the ﬁnal summary, because there is
a correct discursive ordering in which s1 should come
before.
To aggregate the paragraphs while satisfying this
constraint, we have devised an algorithm in which, initially, we take one paragraph p as an initial model summary, and we proceed by alternating sentences from
the other paragraphs, in the same order in which they
were written, in between the sentences p, in an incremental way.
The following algorithm merges the sentences from
several paragraphs in single summaries:
1. For each paragraph pk ,
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(a) Initialise the target summary Sumk as an
empty text.
(b) Let p = pk .
(c) Remove the ﬁrst sentence s from p, and add
it at the end of Sumk .
(d) Calculate the similarity between s and the
ﬁrst sentence of all the paragraphs. It is calculated using the VSM, and the similarity
metric used is the size of the intersection of
the two vectors of words. Note that, now,
the ﬁrst sentence of p is the sentence that
was right after s.
(e) Let p be the paragraph whose ﬁrst sentence
maximises the similarity, and go back to step
(c) with that paragraph. If the best similarity
is 0, stop.
2. At this point we have k diﬀerent summaries, depending on the paragraph that we took as starting
point. Although it should be possible to allow the
user to choose which one to read, the summary selects only the one that maximises the number of
sentences, which is supposed to be the most informative one.
It can be seen that, in the summary, all the sentences
that stem from the same paragraph appear in the same
order.
Last of all, we perform a few procedures to try to
improve the readability of the generated summaries:
• If a sentence starts with a conjunction, and the
previous sentence does not come from the same
paragraph, remove the conjunction, because it is
probably dangling.
• If two sentences have more than 75% of their vocabulary overlapping, remove the shortest one,
because they are probably redundant.
• If the term can be written in several ways (e.g.
ASCII and American Standard Code for Information Interchange), substitute all but the ﬁrst
appearances of the longest by the shortest. In
this way, the meaning of the acronyms will only
appear the ﬁrst time.
• If the subject of a sentence is the same as the
subject of the previous sentence, substitute it for
the pronoun it.
Figure 3 shows an example of two generated summaries.

4

Evaluation and results

Figure 4 shows the recall/precision curves of the document ﬁltering step. For the ﬁrst ten terms, all the
documents downloaded (678 in total) have been classiﬁed manually as relevant and irrelevant. Out of them,
200 (29.5%) were judged relevant. As it is well known,
there is always a trade-oﬀ between precision and recall.
In our case, we have chosen to keep the upper 37.5%
of the documents whose similarity with the term deﬁnition is above the average similarity.
The quality of the generated summaries has been
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Figure 4: Recall and precision depending on the percentage of documents retained.
evaluated by hand, using a set of quality questions
developed at NIST by the organisers of the Document Understanding Competition-20051 . There are
ﬁve features of the summary that are evaluated independently:
• Grammaticality: the summary should not contain
ungrammatical sentences or format instructions
which make it diﬃcult to read it.
• Non-redundancy: there should not be unnecessary repetitions, such as repeated sentences or
personal names.
• Referential clarity: it should be easy to identify
the referent of the pronouns and noun phrases.
• Focus: the summaries should be centred on the
term to deﬁne.
• Structure and coherence: the summaries should
be well structured and organised.
Eight Computer Science students, all of them with a
background in Operating Systems, participated in the
evaluation. They were divided into two groups, and
each member in each group was assigned six random
summaries. In this way, each summary was scored by
two diﬀerent judges. Each student had to read each
summary and provide a score, in a scale from 1 to
5, to the ﬁve features. In total, 24 summaries were
evaluated twice.
Table 1 displays the results obtained. As expected,
grammaticality received the highest score, with a mean
value of 4.17. This is because the summaries consist
of sentences extracted from web pages, which are expected to be written by hand, grammatically. It came
as a surprise that referential clarity also received a
high score, 3.96. Given that the summaries are ﬁnally
produced by merging together several paragraphs, this
can be due to the fact that, in most of the cases, the
paragraphs are self-contained, and they do not contain
references to previous paragraphs that may have been
ﬁltered out.
Slightly lower values were obtained in the features
1

Obtained from Hoa T. Dang via the DUC e-mail list
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ASCII The American Standard Code for Information Interchange is a set of integers running from 0 to 127 (decimal) that imply character interpretation
by the display and other system (s) of computers. It is a standard way of representing characters on many computer systems. ASCII is a standard
way of representing text as numbers. It is the most common format for text ﬁles in computers and on the Internet. It actually was developed for
teletype machines and predates computers. This leads to a minor headache in using it. In an ASCII ﬁle, each alphabetic, numeric, or special character
is represented with a 7-bit binary number (a string of seven 0s or 1s). 128 possible characters are deﬁned. The range 0..127 can be covered by setting
the bits in a 7-bit binary digit, hence the set is sometimes referred to as a 7-bit ASCII. ASCII is the original 7-bit character set, originally designed
for American English. The term ASCII ﬁle “is often used as a synonym for plain text ﬁle” ( which is actually based on ISO Latin 1, not ASCII), a ﬁle
without any special formatting, which can be viewed using UNIX system utilities such as cat (1), more (1), and vi (1). When referring to ASCII, many
people erroneously include all the characters in the IBM PC extended character set. This set consists of 254 letters, technical symbols, graphics block
characters, and 32 control characters that you do not usually see. The characters with numbers above the original 128 ASCII characters are sometimes
referred to as higher-order ASCII characters, but an ASCII ﬁle is a ﬁle containing only the 128 original ASCII characters. It is currently described by
the ECMA-6 standard. ASCII was described by the American National Standards Institute document ANSI X3.4-1986. It was also described by ISO
646: 1991 (with localization for currency symbols). The full ASCII set is given in the table below as the ﬁrst 128 elements. Languages that can be
written adequately with the characters in ASCII include English, Hawaiian, Indonesian, Swahili and some Native American languages.
CPU The CPU is responsible for the actual execution of the instructions contained in the programs. During execution these programs and the data
they operate on are usually stored in memory . In the data processing ﬁeld, CPU is well known to be the center of the computer system in that it
governs all information transfers between itself and memory and between memory and the input/output devices. It is the component of the computer
system that habitually is used to describe what ’type’ of computer you have (i.e. a Pentium 166 MMX System, a Celeron 566 System, a Pentium III
800 System). The CPU is the brain of the computer. It is responsible for executing the machine code instruction set that controls the system. As
known, CPU also executes all instructions and determines the orderly sequence of instruction execution. It fetches these instructions from memory and
these instructions control every aspect of the computer’s operations. Intermediate results are saved and later read from memory. Many people make
the mistake of assuming that the CPU is the most important component in the system because of this habit.

Figure 3: Generated summaries for the terms ASCII and CPU.
Mean judges group 1
Mean judges group 2
Mean
Standard deviation
0.95 Conﬁdence interval

Grammaticality
4.25
4.08
4.17
0.97
[3.64,4.69]

Non redundancy
3.63
3.67
3.65
1.16
[3.02,4.27]

Referential clarity
3.83
4.08
3.96
1.07
[3.38,4.53]

Focus
3.58
3.71
3.67
1.23
[3.04,4.29]

Structure
3.46
3.42
3.44
1.15
[2.78,4.09]

Table 1: Results obtained in the manual evaluation of the summaries according to the criteria proposed by the
NIST organisers of the DUC-2005 competition.
of non-redundancy and focus. Although we dedicated some eﬀort to eliminating very similar sentences
and substituting repeated proper names by pronouns,
there are, however, long sentences that only have some
part in common. We should compare clauses rather
than sentences, for instance, to remove subordinate
clauses, to decrease the degree of redundancy. On the
other hand, the scores obtained for the feature focus,
as can be seen, are those with the highest standard
deviation. This is because the focus has received both
very high scores, and very low scores. We have identiﬁed the following diﬃcult cases:
• For some terms, such as basic, handle and process,
the ﬁltering steps were not completely successful,
and pages which were not relevant entered the last
step. Therefore, the summaries generated contain, respectively, sentences about simple things,
about door handles, and about legal processes.
• In other cases, the summary did not focus on the
term deﬁned, but on diﬀerences with other related
terms. For instance, the summary about paging
only discusses the diﬀerences between paging and
swapping, and the summary about SCSI only describes it with respect to IDE.
• Finally, for very common words, such as API and
CD-ROM, together with general pages describing
those terms, many pages about particular APIs
or CD-ROMs were also selected.
Finally, as expected, the feature which received the
lowest score was the structure of the summaries. The
score was higher or equal to 4 in 26 judgings, which
indicates that the procedure used to merge the para-

graphs succeeds in producing a well-organised paragraph more than half of the times. However, some
other times, the summaries have received low scores,
specially when very diﬀerent paragraphs in summaries
that were not well focused were merged together.
Educational value The students were also asked
to answer whether they would be willing to use this
feature in an educational system. All of them agreed
that the students should be warned that the information had been collected automatically from an unreliable source and might contain errors. The answers
obtained, in a score of 1 to 5, were three 3’s, four 4’s
and one 5, with an average value of 3.75. Therefore,
we can say that most of them value the use of this
facility in an e-learning system.

5

Conclusions and future work

In this work, we present a new architecture for
Multi-Document Summarisation, with an application
for automatically generating descriptions of domaindependent terms obtained from a glossary. Given that
the focus of the original documents is not guaranteed
when we collect them from the Internet, the summarisation has been divided into two selection steps: initially, the documents are matched with the brief deﬁnitions or with the other terms from the glossary to ﬁlter out the most dissimilar ones; and, in a second step,
the paragraphs from those documents are ﬁltered out
using some heuristics. Finally, the information from
those paragraphs is put together in the ﬁnal summary.
The evaluation performed with eight students from a
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Computer Science MSc course shows that the summaries were considered better than average in all their
features, with specially good results on grammaticality
and referential clarity.
We envision the following lines of future work: (a) to
optimise the document ﬁltering step, for instance, by
combining it with an automatic clustering of the documents, so the precision/recall curve improves. This
will probably improve the focus of the generated summaries; (b) to combine it with NLG techniques or discourse planners, using information from other paragraphs that we are currently ﬁltering out; (c) to improve the procedure for eliminating the redundancies,
so we do not eliminate sentences but portions of sentences which may be repeated; and (d) to integrate
the system both in our e-learning environment Tangow
(Carro et al. 99) and with a Term Identiﬁcation module, so it provides the deﬁnitions of the terms found in
course-ware materials and domain-dependent texts.
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Abstract
In the last several years, a number of papers
have addressed the area of automatic speech
summarization. Many of them have applied
evaluation metrics adapted from those used in
speech recognition research, rather than from
those used in text summarization. We consider
whether ASR-inspired evaluation metrics produce different results than those taken from text
summarization, and why. We evaluate various
standard summarizers as well as our own systems on a subset of the SWITCHBOARD spoken dialogue dataset with both kinds of metrics.
We find a statistically significant departure between the two classes in their relative rank of
these systems. Our preliminary conclusion is
that considerably greater caution must be exercised when using ASR-based measures than we
have witnessed to date in the speech summarization literature.

Keywords: speech summarization, evaluation,
sentence selection, extractive summarization.

1. Introduction
The goal of speech summarization is to distill important information from speech data. Similar to text
summarization, most current speech summarizers are
extractive rather than abstractive, that is, they extract
and present pieces of original speech transcripts or
audio data as the output rather than rephrase or rewrite them. The pieces of audio to be extracted could
correspond to words. (Koumpis 02), for example,
extracts important words from transcribed voicemail
messages using classification algorithms. (Hori &
Furui 03) extracts words from broadcast news by
selecting a path that maximizes a predefined score.
(Valenza et al. 99) extracts N-grams, as well as keywords.
The extracts could be sentences, too. Sentence selection is useful. First, it could be a preliminary stage
applied before word extraction, as proposed by (Kikuchi et al. 03) in their two-stage summarizer. Second, with sentence-level extracts, one can play the
corresponding audio to users, as with the speech-to-

speech summarizer discussed in (Furui et al. 03). In
this paper, we will focus on sentence-level extraction,
which at present appears to be the only way to ensure comprehensibility if the summaries are to be
delivered as excerpts of audio themselves. There are
various methods proposed for sentence selection
from speech transcripts, which will be discussed below.
Many of these summarizers are evaluated on precision/recall metrics, where a 0/1 value is assigned to
each sentence by human judges, indicating whether
this sentence should occur in the summary or not.
This could be problematic, according to (Radev &
Tam 03) and (Radev et al. 04), because, while there
generally is a relatively high amount of interjudge
agreement on which sentences are important, the
selection of the top N% important sentences can still
differ widely with respect to binary judgements.
(Radev & Tam 03) proposes using relative utility
(RU) instead to evaluate text summarizers. In this
paper, we are interested in whether different evaluation metrics affect speech summarizers in the same
way, and if so, why. We evaluate several summarizers as well as our own system on a spoken dialogue
dataset with different evaluation metrics. We find a
statistically significant departure between the two
classes in their relative rankings of these systems.
(Hori et al. 03) evaluates speech summarizers using several variations of the well-known word error
rate (WER) and word accuracy measures from
speech recognition, as well as BLEU scores, but
comparisons to metrics used in text summarization
are conspicuously absent. Indeed, the best metric
reported there, weighted summarization accuracy, is
the only one that incorporates posterior weights that
combine annotator preferences, in a manner reminiscent of RU (although the existence of RU itself may
not have been widely known yet). Several of the
methods they compare, moreover, including
weighted summarization accuracy, crucially rely on
word-level extraction, which carries with it its own
problems with comprehension, particularly if the
summaries are to be delivered in audio. (Zechner 00)
considers sentence-level extraction from spoken language transcripts, but also proposes a score (also
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called summarization accuracy) based on word accuracy.
Our study also bears a certain similarity to (Radev
et al. 03) in its motivation. They introduce the relevance correlation metric, which is based on intersubstitutability of summaries in an information retrieval task. Again, because we are focusing on
speech rather than text, search and retrieval take on
an altogether different complexity, and so we have
not as yet adapted this metric to our purposes.
The remainder of this paper is structured as follows: Section 2 discusses sentence-selection-based
summarization of speech. Section 3 introduces the
evaluations metrics used in this paper. Section 4 presents our experimental results. Section 5 discusses
the results.

2. Speech Summarization by Sentence
Selection
Having identified sentence boundaries, the most
straightforward approach to sentence selection is to
select the first N% of sentences from the beginning
of the transcript. We refer to this strategy here as
LEAD. The performance of LEAD is good on some
datasets. However, LEAD serves more often as the
baseline for evaluation, together with a summarizer
that randomly guesses (RAND).
As for state-of-the-art research, (Zechner 01) applies maximum marginal relevance (MMR) to select
sentences for open domain spoken dialogue transcripts. (Kikuchi et al. 03) selects sentences to
maximize a predefined score that linearly combines
linguistic, significance and confidence scores.
(Maskey & Hirschberg 03) proposes using Bayesian
networks to capture structural features so as to select
important segments of speakers’ turns. (Gurevych &
Strube 04) developed a shallow knowledge-based
approach to extract the essential utterances from dialogue data also. (Christensen et al. 04) applies multilayer perceptron networks to one-sentence extractive
summarization of broadcast news data.
In our experiments, we reimplemented two of
these approaches: MMR, as described in (Zechner
01), and the shallow knowledge-based approach described in (Gurevych & Strube 04). We refer to them
as MMR and SEM respectively. In addition, we have
implemented our own summarizers. We use SVM
and logistic regression to include more features for
sentence selection, which are referred to as SVM and
LOG respectively in this paper. The remainder of
this section discusses these summarizers briefly.
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2.1 Knowledge-based Approach
(Gurevych & Strube 04) developed a shallow
knowledge-based approach to extract essential utterances from spoken dialogue transcription. To calculate semantic similarity between a given utterance
and the dialogue, the noun portion of WordNet is
used as a knowledge source, with semantic distance
between senses computed using (Leacock &
Chodorow 98) normalized path length. The performance of the system is reported as better than
LEAD, RAND and TF*IDF based methods. However, the noun senses were manually disambiguated
rather than automatically. In our reimplementation,
we simply use the most frequent sense of each noun.
We applied Brill’s POS tagger to acquire the nouns.
According to (Gurevych & Strube 04), several other
widely used measures perform close to LeacockChodorow for summarization on SWITCHBOARD
data. The experiments reported below use (Pedersen
02) semantic similarity package.
2.2 MMR-based Approach
(Zechner 01) applies maximum marginal relevance
(MMR) to select sentences for open domain spoken
dialogue transcripts. MMR selects sentences with the
following formulae:

nextsent = arg max (λsim1(t nr , j , query )
t nr , j

− (1 − λ ) max sim 2(t nr , j , t r ,k ))
t r ,k

MMR ranks sentences by their relevance. It selects
the next unranked sentence into the rank according
to two criteria: (1) whether it is more similar to the
whole dialogue (Sim1 in the formula), and (2)
whether it is less similar (Sim2) to the sentences that
have so far been selected. Parameter linearly combines these two properties. In our experiment, the
“query” is a vector for the content words of the spoken dialogue to be summarized. In (Zechner 01),
MMR is combined with sentence boundary detection,
false start detection, repetition filtering, detection of
question-answering pairs, and topic segmentation.
2.3 Classification-Based Approaches
In our own methods, we also formulate sentence selection as a binary classification problem. A sentence
can either be included in a summary or not. We exploit more features, however, such as those shown in
the following table:
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Feature
Features
Types
Content fea- Similarities
tures
Redundancy

Descriptions

Similarity (relevance)
scores output from MMR
Redundancy (dissimilarity)
scores output from MMR
()
Named
Indicate how many named
entities are contained in this
Entity
sentence.
Question
Indicate whether the sentence is a question sentence
or not.
Structural Position
Indicate a sentence’s posifeatures
tion: in the first, mid-, or
last one-third of the file
Length
Length of a sentence
Spoken lan- Disfluency
Indicate disfluencies conguage featained in the sentence: UHtures
word, discourse markers,
editing term, etc.
Repetition
Indicate the number of
repetitions in a sentence
Table 1. Features used in classifiers

Of the many classification methods we have experimented with, the best two have consistently been
SVM and logistic regression.
2.3.1 SVM
A support vector machine (SVM) is a supervised
learning technique based on the principle of structural risk minimization. SVM seeks an optimal separating hyperplane, where the margin is maximal. For
linearly non-separable samples, SVMs employ the
“kernel trick” to implicitly transform the problem to
a high-dimensional feature space. The training of
SVM solves a quadratic programming problem. In
the testing phase, for an input example x, the decision function is:
Ns

f ( x ) = sgn(∑ a j y j K ( s j , x ))
j =1

In our experiment, we use OSU-SVM (Ma et al.)
package.
2.3.2 Logistic Regression
Logistic regression strives to model the posterior
probabilities of the class label with linear functions:
p (Y = k | X = x)
T
= βk 0 + βk x
log
p(Y = K | X = x)

X are feature sets and Y are class labels. For the binary classification that we require in our experiments,
the model is especially simple:

exp( β10 + β 0 x )
1 + exp( β 10 + β1 T x)
1
p (Y = 2 | X = x) =
1 + exp( β10 + β1 T x )
T

p (Y = 1 | X = x ) =

The detailed discussion can be found in (Hastie et al.
01).

3. Evaluation Metrics
3.1 Precision /Recall

Precision/recall and F-measure are standard evaluation metrics for many NLP tasks. However, as
pointed out in (Radev & Tam 03) and (Radev et al.
04), they are not satisfactory. As an example (taken
from (Radev et al. 04)), consider two hypothetical
summarizers, sys1 and sys2, which select two sentences from four S1-S4, as shown in Table 2. The
importance of these four sentences is annotated in
both binary values and integers between 0 and 9.

S1
S2
S3
S4

Utility and
annotation

10 (+)
9 (+)
8 (-)
7 (-)

binary Sys1

+
+
-

Sys2

+
+

Table 2. Examples for calculating precision/recall and
relative utility score

When evaluated on binary annotations and using
precision/recall metrics, sys1 and sys2 achieve 50%
and 0%, respectively; this is unintuitive.
3.2 Relative Utility

Relative Utility was first proposed by (Radev & Tam
03), and aims to more closely match our intuition on
such examples. For the above example, if using relative utility, sys1 gets 18/19 and sys2 gets 15/19.
These results are more reasonable. Relative utility
is calculated based on the formulae in (Radev &
Tam 03)
While relative utility is, in our view, a very intuitive idea, some of the interpretations of its performance by (Radev & Tam 03) seem less than convincing. The fact that J (inter-judge performance) exceeds the average inter-annotator agreement that
they witness in their P/R evaluation, for example,
certainly means that RU is measuring something different, but does not necessarily mean that RU is actually a better measure; the values obtained are
higher than with P/R, but they are higher for all of
the systems evaluated, including the random baselines. In addition, J is not necessarily an upper
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bound on system performance, as J and S have been
defined in that paper. In our evaluation below, we
find that RU makes roughly the same predictions as
binary P/R measures. This is also true of (Radev &
Tam 03) evaluation. As with our re-interpretation of
their results, furthermore, we can only say that the
two appear to be correlated - not that one is better
than the other. In our view, the only ways to support
such a claim would be to conduct an independent
human evaluation of the summaries themselves and
compare, or likewise to compare them with some
other extrinsic evaluation such as a task-based retrieval study.
3.3 Word Error Rate

The length of sentences in speech data could be very
short or very long. In addition to evaluating the
summarizers by regarding each sentence as a single
unit, we also compare their performance at the word
level. Word error rate as used in the experiments is
defined as the sum of insertion error, substitution
error and deletion error of words, divided by the
number of all these errors plus the number of correct
words.
3.4 Zechner's Summarization Accuracy

(Zechner & Waibel 00) proposes summarization
accuracy scores to evaluate the summarizers on both
manual and automatic transcripts. The judges' annotations are averaged together to produce a single
relevance score for words. The summarization accuracy is defined as the sum of the relevance scores of
all the words in the automatic summary, divided by
the maximum achievable relevance score with the
same number of words.
3.5 ROUGE

ROUGE (Lin 04) is a widely used evaluation package for text summarization. It evaluates a summary
against gold standards by measuring overlapping
units such as n-grams, word sequences, and word
pairs. In this paper, we report results on those
ROUGE metrics that have been used in Document
Understanding Conferences (DUC, 2004), i.e.
ROUGE-N and ROUGE-L.

4. Experiments
4.1 Precision/Recall

The corpus we use for our experiments is the
SWITCHBOARD dataset. SWITCHBOARD is a
corpus of open-domain spoken dialogue; many extractive speech summarizers report experimental results on it (Zechner, 2000; Gurevych & Strube 04).
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We randomly select 27 spoken dialogues from
SWITCHBOARD. Three annotators are asked to
assign 0/1 labels to indicate whether a sentence is in
the summary or not. The annotators are required to
select around 10% of the sentences into the summary.
The P/R agreement is shown in Table 3. The values
shown in the cells are the F-scores obtained when we
evaluate one judge's annotation relative to another.
Judge1
Judge2
Judge3
Judge1
0.51
0.45
Judge2
0.51
0.42
Judge3
0.45
0.42
Table 3. Agreement between annotators

We can obtain several gold standards by combining
these three annotations. One standard marks a sentence as in the summary only when all three annotators agree. We evaluate the summarizers discussed
above relative to this dataset in Table 4, which
shows the F-measures obtained by varying the summary length. We only present the results on lengths
that make realistic sense (5-40%). SEM stands for
the knowledge-based approach with the semantic
distance measure discussed above. LOG is logistic
regression.
% RAND LEAD SEM MMR LOG SVM
5
.03
.07
.12
.24
.31
.30
10
.04
.15
.14
.23
.25
.25
20
.04
.11
.15
.19
.18
.18
30
.05
.09
.13
.15
.15
.14
40
.05
.08
.12
.12
.12
.11
Table 4. F-measure of summarizers on P/R dataset 1

LOG and SVM have similar performance and outperform the others, with MMR following, and then
SEM and LEAD. The performance of SEM is a
worse than what (Gurevych & Strube 04) reports,
probably because we did not spend the effort to
manually disambiguate the nouns (which in our view
cannot really count as an automatic method anyway).
The second P/R evaluation standard is acquired by
including those sentences that at least two of the
three judges include in the summary. The performance of the summarizers on this standard is shown in
Table 5.
% RAND LEAD SEM MMR LOG SVM
5
.06
.17
.18
.35
.44
.44
10
.09
.22
.27
.44
.46
.46
20
.11
.22
.35
.44
.44
.44
30
.13
.20
.34
.40
.39
.39
40
.13
.19
.31
.33
.33
.32
Table 5. F-measure of summarizers on P/R dataset 2
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The F-measures in Table 5 are higher than those in
Table 4 because there are more sentences in the gold
standard of dataset 2, and therefore a higher random
chance for a true positive. However, the performance
rank of the summarizers is still the same as in the
first standard.
As a third standard, we take a summary to consist
of sentences annotated by any of the three annotators
as belonging. The performances of the summarizers
are shown in Table 6. Again, we witness the same
rank.
% RAND LEAD SEM MMR LOG SVM
5
.12
.27
.33
.34
.33
.08
10
.13
.20
.41
.49
.52
.52
20
.25
.55
.66
.67
.67
.18
30
.22
.28
.60
.67
.67
.67
40
.24
.29
.56
.60
.59
.59
Table 6. F-measure of summarizers on P/R data set 3

4.2 Relative Utility

For the same SWITCHBOARD subset, but for three
different human judges, we also obtained an assignment of a number between 0 and 9 to each sentence,
to indicate the confidence that this sentence should
be included in the summary. We calculate the interjudge performance J, random performance R, system
performance S and normalized Relative Utility D, in
the same way proposed in (Radev & Tam 03) and
(Radev et al. 04). The results are shown in Table 7.

%
5
10
20
30
40

J R LEAD SEM
S D S D

.60 .09
.61 .11
.67 .20
.71 .30
.75 .40

.29
.30
.37
.49
.57

MMR
S D

LOG
S D

.39 .34 .49 .50 .80 .63
.38 .40 .58 .55 .88 .64
.36 .62 .89 .75 1.17 .78
.46 .82 1.27 .92 1.51 .93
.49 .94 1.54 .99 1.69 .98
Table 7. Relative Utility

1.06
1.06
1.23
1.54
1.66

SVM
S D

.64
.64
.79
.94
.99

1.08
1.06
1.26
1.56
1.69

We first observe that the performance ranks of the
five summarizers are the same here as they are in the
three P/R evaluations. This might be due to several
reasons. First, the P/R agreement among annotators
is not low, ranging between 42% and 51%. Actually
it is much higher than the data used by (Radev &
Tam 03) and (Radev et al. 04), where the P/R
agreement is between 25% and 29% when 10% is
selected for the summary length. Higher P/R agreement decreases the usefulness of relative utility.
Second, the redundancy in the data is much less than
in the multi-document summarization tasks used in
(Radev & Tam 03) and (Radev et al. 04). If there are
more redundant sentences in the data, the summarizers have more chances to choose different sentences
without loss. From this point of view, RUs might be

more suitable for multi-document summarization.
Third, the summarizers we compare might tend to
select the same sentences.
We may also observe that these trainable classifiers improve the performance of sentence selection
under RU and the three P/R evaluation metrics, because of their ability to avail themselves of more
features, including spoken-language features. This
agrees with our intuition.
4.3 Word Error Rate and Summarization Accuracy

Turning to the classical WER measure from speech
recognition, we see in each of the P/R gold standards
a remarkably better performance for both LEAD and
RAND (this is an error rate so smaller numbers are
better). LEAD overtakes the real systems, beginning
in dataset 1 (Table 8) at 10% summary length, and in
dataset 2 (Table 9) at 30%. In dataset 3 (Table 10),
the inflexion point is beyond 40%, although it is already close. Here, the difference is mainly a reflection of the overall difference in magnitude among
the three datasets, with SEM, MMR, LOG and SVM
steadily decreasing in WER as the threshold for judicial agreement decreases – and thus the number of
positive sentences to choose from increases.
%
5
10
20
30
40

RAND LEAD SEM MMR LOG SVM
.90
.74
.96
.84
.81
.76
.93
.76
.90
.85
.84
.83
.88
.88
.88
.80
.90
.92
.92
.85
.90
.90
.90
.90
.92
.87
.91
.91
.91
.91
Table 8. WER on Dataset 1.

%
5
10
20
30
40

RAND LEAD SEM MMR LOG SVM
.95
.88
.79
.64
.60
.61
.90
.77
.73
.60
.58
.59
.67
.71
.67
.67
.66
.82
.78
.66
.72
.71
.71
.70
.76
.64
.73
.73
.73
.73
Table 9. WER on Dataset 2.

%
5
10
20
30
40

RAND LEAD SEM MMR LOG SVM
.95
.93
.74
.70
.69
.68
.90
.86
.58
.52
.49
.48
.74
.42
.35
.35
.34
.80
.70
.64
.42
.40
.40
.41
.62
.56
.44
.45
.45
.45
Table 10. WER on Dataset 3.

In the case of Zechner's summarization accuracy
score, the score is computed by averaging the judges'
annotations together to produce a single weight.
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Given this single gold standard, there is no clear best
system with this metric. One may note, however, the
prominence of Zechner's MMR system with respect
to summarization accuracy. (Zechner & Waibel 00)
does not mention the use of separate development
and evaluation test sets, so it is possible that the metric itself evolved to work well with MMR. In any
case, the clear preference for LOG and SVM observed above is not in evidence here.
% RAND LEAD SEM MMR LOG SVM
.26
5
.56
.67
.45
.63
.66
.31
.55
10
.54
.72
.70
.71
.36
.87
.87
20
.54
.72
.88
.42
.54
30
.89
.97
.96
.96
.47
.97
1.00
.99
.99
40
.60
Table 11. Zechner's SA scores on the averaged judgements.

4.4 ROUGE

The following tables provide the results for the
ROUGE metrics.
% LEAD SEM MMR LOG SVM
5
.22
.26
.27
.29
.28
10
.37
.40
.45
.46
.46
20
.51
.57
.61
.63
.63
30
.57
.63
.66
.67
.68
40
.58
.62
.65
.65
.66
Table 12. Results for ROUGE-1 metric.

% LEAD SEM MMR LOG SVM
5
.09
.15
.19
.23
.21
10
.16
.21
.31
.32
.33
20
.24
.33
.41
.44
.44
30
.29
.42
.47
.48
.50
40
.35
.43
.49
.50
.51
Table 13. Results for ROUGE-2 metric.

% LEAD SEM MMR LOG SVM
5
.06
.12
.17
.21
.19
10
.10
.16
.27
.28
.29
20
.17
.26
.36
.39
.38
30
.21
.36
.41
.43
.45
40
.27
.37
.44
.46
.46
Table 14. Results for ROUGE-3 metric.

% LEAD SEM MMR LOG SVM
5
.21
.25
.26
.28
.27
10
.35
.38
.43
.44
.44
20
.49
.54
.59
.62
.61
30
.54
.62
.65
.65
.66
40
.56
.60
.64
.64
.64
Table 16. Results for ROUGE-L metric.

The results on ROUGE agree with the other two
text-summarization-inspired metrics, RU and P/R:
SVM and LOG are the best in all ROUGE metrics
listed above, followed by MMR, and then SEM.

5. Conclusion
In this paper, we considered whether ASR-inspired
evaluation metrics produce different results than
those taken from text summarization. We evaluated
five summarizers on three text-summarizationinspired metrics: precision/recall (P/R), relative utility (RU), and ROUGE; as well as on two ASRinspired evaluation metrics: word error rate (WER)
and summarization accuracy (SA). We observe that
the performance ranks of the five summarizers are
consistent in the three text-summarization-inspired
metrics. The more complicated metrics such as RU
and ROUGE do not produce different results on our
SWITCHBOARD sample, compared with the simple
P/R metric. For ASR-inspired evaluation metrics, we
find obvious differences in the relative rankings of
these systems. We have not yet done the subjective
experiments to extrinsically validate our belief that
P/R-based, RU and ROUGE metrics are better for
speech summarization than WER and summarization
accuracy scores. However, our preliminary conclusion is that considerably greater caution must be exercised when using ASR-based measures than we
have witnessed to date in the speech summarization
literature.

% LEAD SEM MMR LOG SVM
5
.05
.11
.16
.20
.18
10
.09
.14
.25
.26
.27
20
.15
.24
.34
.37
.36
30
.19
.34
.39
.41
.43
40
.25
.35
.42
.44
.44
Table 15. Results for ROUGE-4 metric.
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Abstract

Current text summarization strategies often draw
upon one specific type of criteria to locate
summary relevant text passages. For instance,
they are statistical, discourse structure-based, or
positional. In this paper, we argue that in order to
arrive at an optimal summary, the whole range of
linguistic criteria must be taken into account:
textual, lexical, discursive, informative, and
syntactic. First preliminary experiments carried
out with medical articles in Spanish suggest the
validity of our argumentation.

1 Introduction 1

Current “extract”-oriented text summarization
strategies are often “mono dimensional” in that
they draw upon one specific type of criteria to
identify summary relevant text passages. Some of
them use statistical criteria and look thus for sentences that contain high frequency terms (cf., e.g.,
Luhn 1959; Edmunson 1969). Others use positional criteria, selecting text chunks that appear,
e.g., at the beginning of the introductory section,
that follow specific headings, etc.; see, among
others, (Brandow et al. 1995) and (Lin & Hovy
1997). More recent strategies make use of lexical
chains, i.e., lexical anaphoric link sequences, (as,
e.g., Barzilay & Elhadad 1997; Silber & McCoy
2000) or discourse relations (as, e.g., Marcu 2000;
Teufel & Moens 2002). Especially the latter
attracted particular attention since they naturally
ensure the coherence of the summary by selecting
specific branches of the discourse structure of the
text in question.
Our work on summarization is centred in specialized language texts. More precisely, we focus
on articles in medicine. Medical articles are suitable for the development and evaluation of summarization strategies since they reveal, on the one
hand, a predefined textual structure, a rather vari1

This work is being carried out in the framework
of the project “TEXTERM II: Baselines, strategies and
tools for the automatic information processing and
extraction” led by T. Cabré and financed by the
Spanish Ministry of Education and Science. Da Cunha
is supported by a doctorate grant from the UPF.
Wanner is member of the Institució Catalana de
Recerca i Estudis Avançats (ICREA).
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able discourse structure, and a number of prominent lexical clues – leaving thus room for the use of
a variety of different criteria. On the other hand,
they obligatorily contain author-written summaries, which can be considered as point of reference
for automatically generated summaries. Our
choice of medical articles as application domain is
thus motivated by the richness of summarization
criteria they provide and, therefore, by the
potential they offer to develop holistic portable
summarization techniques the quality of which
can be verified. It is also motivated by the observation that novice authors in general do not
abstract their articles well. That is, high quality
automatic summarization is highly useful even in
a domain with mandatory author summaries.
In our experiments, we started by evaluating
the common one-type-of-criteria summarization
strategy. We examined a number of medical
articles in Spanish, comparing the summaries
obtained with the summaries provided by the
authors. Our study showed that, e.g., discourse
relations as known from the Rhetorical Structure
Theory (RST) are essential for summarization, but
taken on their own, they do not suffice. Rather, in
order to arrive at an optimal summary, different
types of linguistic information must be considered
as being inter-related. In particular, the
interrelation between discourse information,
information structure, and (generalized) syntactic
information must be taken into account.
Additionally, textual positional criteria and lexical
criteria should be considered. Currently, we are
about to develop a rule-based text summarization
model for specialized language documents that
incorporates all of the criteria mentioned above.
For the representation of the discourse structure,
we use RST. For the re-presentation of the syntax,
we use the (deep)-syntactic structure (DSyntS) of
the Meaning-Text Theory, MTT (Mel’cuk 1988).2
As information (= communicative) structure, we
2

We have chosen DSyntS for the representation of
syntactic information because (a) it is dependencybased, and dependency relations between linguistic
units can be used to judge the relevance of the
dependent unit for the summary; (b) it is languageuniversal and general, reducing the number of
distinctions of dependency relations to a minimum.
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use the Communicative Structure of the MTT
(Mel’cuk 2001). As already mentioned, we focus
on medical articles in Spanish.
The remainder of the paper is structured as
follows. After motivating why several types of
linguistic criteria are needed for the
summarization of especially medical articles in
Section 2, we discuss in Section 3 the specific
features of medical articles. Section 4 analyses the
various types of linguistic criteria we use to
determine the text passages relevant for the
summary. Section 5 sketches our approach, and
Section 6 discusses a small experiment. In Section
7, finally, some conclusions are made.

2 Summarization Criteria

Whether isolated statistical or positional criteria
suffice to provide good summaries depends on the
text type. For medical articles they do not suffice.
A glance at the first part of a sample medical
article that we cite in the Annex confirms this
view. In the case of discourse criteria, the
question is more complex. Let us consider it in
more detail. According to Marcu (2000), his RSTbased summarization approach can fail because:
(1) the discourse analyzer does not build adequate
discourse tree structures, (2) the algorithm for
assigning importance scores to the elements of the
discourse tree is too simple. Marcu assumes that
discourse structure elements that are located
higher in the discourse tree are more important
than the elements at the bottom. A simple way of
quantifying the importance of an element within a
tree is to calculate its score on the basis of its
distance to a distinguished dominant element (in
RST, this would be a nucleus of a relation). The
higher the score of the element, the more
important it will be considered for the summary.
This strategy favours relation nuclei over their dependents (i.e., satellites). However, as Marcu admits, in certain cases, it is necessary to give more
importance to satellites. He offers an example
where his program does not take into account two
elements that human specialists in his experiment
did not hesitate to select for the summary.
Ex. 1. “[Smart cards have two main advantages
over magnetic-stripe-card.3] [First, they can carry
10 or even 100 times as much information4] [–and
hold it much more robustly.5][Second they can
execute complex tasks in conjunction with a
terminal.6]”
All experts selected units 3, 4 and 6 for the
summary, whereas the program selected only unit
3. This is due to the low scores assigned to 4 and

6 because of their satellite status in the elaboration
relation with unit 3. We encounter a similar case
in our corpus:
Ex. 2. “[El análisis de regresión logística
identificó tres variables asociadas, de forma independiente, con una visita apropiada a urgencias:1]
[acudir a este servicio por indicación de un
médico,2] [vivir fuera de la región respecto a
residir en la ciudad en la que está el hospi-tal3] [y
pertenecer a los grupos de consultas quirúrgicas y
traumatismos respecto a la enfermedad médica y
pe-diatría.4]” [The regression of logistic analysis
identified three associated variables, in an
independent way, with an appropriate visit to
emergency services:1] [to go to this service for
indication of a doctor,2] [to live out of the region
with regard to living in the city in which the
hospital is located3] [and to belong to the groups
of surgical and traumatism consulting in contrast
with medical illnesses and paediatrics.4]"
In other words, as isolated statistical and
positional criteria, isolated discourse criteria also
do not suffice for an adequate summary.

3 On the Genre Medical articles

The texts of the genre “medical journal articles”
on which we focus in our work have a predefined
fixed structure, which consists of four sections: 1.
Introduction, 2. Targeted patients and methods
applied, 3. Results, and 4. Discussion. This
structure is known from the literature as the
IMRD-structure.
The American National Standards
Institute (ANSI) defines the summary in a
scientific area as: "an abbreviated, accurate
representation of the contents of a document,
preferably prepared by its prepared by its
author(s) for publication with it" (Bhatia 1993).
Therefore, it is not surprising that in the above
genre, the summary written by the author of the
article is required to reflect the same four sections
as encountered in the main article.
For evaluation of automatically produced
summaries, we consider the summary written by
an experienced author of the original article as
“ideal”. This is because (a) the author is a
specialist on the subject, and (b) the journal in
which the article is published gives some
guidelines for how the summary should be
written. To verify our assumption, we have
carried out a small empirical experiment. The
experiment is not representative but it gives us,
nonetheless, some hints with respect to the
correctness of our assumption. In this experiment,

Workshop Crossing Barriers in Text Summarization Research 2005 - Borovets, Bulgaria

47

three medical doctors and three linguists were
asked to compile summaries of five medical
articles (of which they did not see the authors’
summaries) by extracting the relevant passages
from the article. Restrictions concerning the
maximal length of the summary were given.
Figure 1 shows the degree of coincidence
(made explicit in quantitative terms using Multidimensional Scaling) between the summaries of
the participants of our experiment and the
summaries of the authors. The summaries of the
authors and the summaries of other specialists in
the field are very similar, while the summaries of
the linguists deviate between each other and between the summaries of the experts significantly.
We believe that the deviance is due to the lack of
expert knowledge by the linguists – which makes
them take as main summarization criteria the
discourse structure of the text. This suggests that
for the summaries of medical articles textual,
lexical and other field-specific criteria are of
primary importance and cannot be neglected in
favour of a predominance of discourse criteria.
Plot of Col_101 vs Col_100

Col_101
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X Ling 1
Ling 2
+ Ling 3
Médico 1
Médico 3
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1,3
0,3
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X

-1,7
-1,8

-1,3

-0,8

-0,3

0,2

0,7

1,2

Col_100

Figure 1: The similarity of the summaries of the
subjects with the summary of the authors

4 Summarization Clues

Let us discuss now the linguistic clues that we
take into account for summarization (textual,
lexical, discourse, syntactic, and communicative).

4.1 Textual Clues

In accordance with our statements on the
predefined structure of medical articles and their
summaries, we require that
� the summary must include passages from each
section of the article.
Identification of sections is facilitated by the
font and layout of the headings – although it must
be taken into account that the headings might
differ. Thus, we encountered, among others, the
following headings for Section 2: “Patients and
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Methods”, “Subjects and Method”, “Material and
Method”, “Method”, “Population and Method”.
Furthermore, we require that
� the summary must contain a passage from the
last part of each section.
The second criterion is justified by the
empirical study carried out on a corpus of medical
articles (Da Cunha 2005).

4.2 Lexical Clues

Following the idea that in the given genre certain
cue words indicate relevance, our summarization
model is also based on a set of lexical criteria. An
empirical study we carried out shows that the set
of cue words includes the Spanish equivalents of
such nouns as
objective, object, summary, purpose,
intention, result, etc.
and of such verbs as
[to] carry out, [to] associate, [to]
analyze, [to] present, [to] relate, [to]
evaluate, [to] contribute, [to] study, [to]
value, [to] find, etc.
Detecting one or several of these units in the
last part of each section, the model will have a
first output of sentences (those that include the
units) that will later be contrasted and refined by
discourse criteria, syntactic, and communicative
criteria discussed immediately below.

4.3 Discourse Clues

Previous work has shown (cf. also Section 2
above) that the discourse structure of a text can be
successfully exploited for purposes of summarization. Especially discourse relations as defined
by the Rhetorical Structure Theory, RST (Mann &
Thompson 1988) proved to be useful. An RSTbased discourse structure is based on a set of
different notions such as predominance of
structures with nucleus-satellite patterns, functionality hierarchy, and the communicative role of
a given discourse structure element. Among RSTrelations used to express these notions are:
Circumstance, Elaboration, Motivation, Evidence,
Justification, Cause, Purpose, and Condition.
In general, we adopt Marcu’s idea that if
separated from its nucleus, a satellite of a relation
violates the criteria of text coherence and cannot
be easily understood. Therefore, nucleus-satellite
spans and nuclei are the natural text chunks to be
examined for inclusion in a summary.
As is well-known, the automatic detection of
RST-relations in general language is a difficult
task since by far not all relations in a text are
marked by explicit lexical discourse markers.
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This also applies to medical articles (cf. Da Cunha
2004).

4.4 Syntactic Clues

Another type of clues we use in our model are
syntactic dependency relations. As mentioned
above, we work with syntactic trees defined by
deep-syntactic dependency relations (DSyntRels)
from the Meaning-Text Theory (MTT); cf.
(Mel’cuk 1988). The alphabet of DSyntRels
consists of numbered actant relations (I, II..., VI),
a modifier relation (ATTR), an appenditive
relation (APPEND) and a coordinative relation
(COORD).

4.5 Communicative Clues

The last type of clues in our model is provided by
the Communicative structure of the MTT
(Mel’cuk 2001). For the time being, we use only
the Theme-Rheme (Topic-Focus) opposition
known from the works of the Prague School
(Sgall et al. 1986). For the automatic detection of
Topic-Focus in texts, see, e.g., (Hajicova et al.
1995).

4.6 Putting the Clues Together

Each type of the clues discussed above addresses
a different level of linguistic description. This
ensures a comprehensive coverage of all aspects
of text writing, leading to an optimal summary.
The contribution of each type of clues to the
summarization of a medical article can be
resumed as follows:
� Textual clues: ensure that the summary contains information on each part of the article.
� Lexical clues: ensure that the summary contains information on methods, experiments,
etc. described in the article.
� Discourse clues: ensure that the summary is
coherent and provide a strong hint on the
relevance of text chunks that are related to
other text chunks by discourse relations.
� Syntactic clues: provide a strong hint on the
relevance of intra-sentential syntactic units;
corroborate or weaken the hypothesis derived
from the discourse clues if between the
elements of a discourse relation additionally a
syntactic dependency relation holds.
� Communicative clues: provide a hint on the
“thematic progression” of the text and thus
also on the length of spans elaborating on the
same topic; corroborate or weaken the
hypothesis derived from the discourse clues if
between the elements of a discourse relation a
thematic progression relation holds.

To the best of our knowledge, no work on
summarization considered so far the relevance of
communicative clues, or the combination of
syntactic, communicative and discourse clues.

5 Our Approach

As pointed out above, one of our main research
premises is that in order to arrive at an adequate
summary, it does not suffice to consider one type
of criteria. Rather, textual, lexical, discourse,
syntactic and communicative criteria must be
considered together.
We envisage a cascaded three level model:
first, textual criteria are applied, then, lexical
criteria, and, finally, a combination of discourse,
syntactic and communicative criteria. The criteria
are formulated in terms of rules; cf. three sample
syntactic/communicative-discourse rules:
(1)
IF S is satellite of ELABORATION E1
and S is ATTR of an element of the nucleus of E1
THEN ELIMINATE S
(2)
IF S is satellite of ELABORATION E1
and S is APPEND of an element of the nucleus of
E1
THEN ELIMINATE S
(3)
IF S is satellite of ELABORATION E1
and S elaborates on the Rheme of the nucleus N
of E1
and the Theme of S is equal to the Theme of N
THEN KEEP S
The compilation of rules is still ongoing work,
and experiments are being carried out to validate
our theoretical assumptions.
Consider the application of the above first two
rules to a fragment of an article from our corpus.
Ex. 3. “[Coincidiendo con ese mismo estudio,] [la
visita previa a un médico es un factor asociado a
una mayor adecuación del uso del servicio de
urgencias,] [lo que estaría en relación con el papel
de filtro de la atención primaria.]” Ex. "[As
another research already stated,] [the previous
visit to the doctor is a factor associated to a major
adequacy of the use of emergency services,] [what
would be related to the filter role played by
primary care.]"
By the application of (1) and (2), the sentence
is reduced in the following way:
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Ex. 4. “La visita previa a un médico es un factor
asociado a una mayor adecuación del uso del
servicio de urgencias.” "The previous visit to a
doctor is a factor associated to a major adequacy
of the use of emergency services."
The result turns out to be nearly identical to the
corresponding part of the original summary
provided by the author.
Let us now reconsider Ex1 from Section 2. In
Ex1, we encounter a first deep-syntactic actant (I)
(They) and a second deep-syntactic actant (II)
(advantages), followed by further details on I.
More precisely, the two satellites elaborate on the
Rheme of the nucleus, and the Theme of the
nucleus is taken up by the Themes of the
satellites. That is, the application conditions of
rule (3) from above are fulfilled – which leaves us
with the correct selection of the information for
the summary.
In Ex2, the situation is analogous (analysis is
here the deep-syntactic actant I, and variables the
deep-syntactic actant II). Rule (3) can also be
applied to Ex2, rendering the important
information for the summary as suggested by
human experts.

6 A Small Experiment

To verify the efficiency of our criteria we carried
out an additional experiment in which our current
lexical, discursive, syntactic and communicative
criteria have been applied to the Introduction
section of five medical articles selected at random.
Since it was a test in which only one section was
drawn upon, the application of textual criteria was
not considered.
After the application of the syntactic/
communicative-discourse rules, we observed that
the most relevant content of the section (always in
comparison with the summary written by the
author) is being selected correctly in 4 of the 5
summaries. The Annex contains the first section
of one single article and the corresponding
summary.
The coincidence between lexical and
discourse/communicative/syntax criteria has been
high because all fragments selected by discourse/
communicative/syntax criteria contained lexical
units from the list compiled for the use as lexical
clues. On the other hand, some fragments
contained lexical items from the list, without
being selected by the discourse/syntax/
communicative criteria. Furthermore, we observed
that the density of lexical units from the lexical
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clue list is considerably higher in sentences in
which all criteria coincide than in other sentences.

7 Conclusions and Future Work

In this paper, we presented some initial
exploratory work that is to be considered as the
first attempt to determine the possibilities of
integrating several types of summarization criteria
(textual, lexical, syntactic, communicative and
discourse criteria) in order to arrive at adequate
text summaries.
The summarization rules we discussed in the
course of this paper also do not constitute a
definitive proposal. They must be evaluated with
more material. However, we think that they
already allow us to observe how the integration of
the various types of criteria affects the result of
summarization and where further research work is
needed.
Once it is clear which clues need to be
considered and how the individual clues are interrelated, i.e., once the theoretical linguistic model
has been worked out, a number of different
approaches can be envisaged to realize the
summarization model. One option is to continue
with a rule-based implementation pursued so far.
Another option is to apply machine learning
techniques.
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ANNEX

The Annex contains the first section of a medical
article and the corresponding summary compiled
in accordance to our criteria.
1. Estudio seroepidemiológico frente a
citomegalovirus en mujeres en edad fértil de la
Comunidad de Madrid
Introduction:
El citomegalovirus (CMV) es el más importante
agente productor de infección congénita en
España, especialmente después de la reducción
del número de casos producidos por el virus de la
rubéola, como consecuencia de la vacunación.
La infección congénita sintomática por CMV está
más relacionada con la infección primaria que con
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Thematic Extraction, Syntactic Sentence Simpliﬁcation and
Bilingual Generation towards Crosslingual Summarization
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Gregory Grefenstette and Olivier Mesnard
CEA-LIST LIC2M
BP6 F92265 Fontenay-aux-Roses France
{gael.de-chalendar,romaric.besancon,...}@cea.fr
Abstract
Summarization provides a shorter, but meaningful, representation of a document. Since
the WWW is inherently multilingual, it would
be useful to provide a mechanism for producing crosslingual summaries of documents found
there. We present here an illustrated overview
of our system for producing crosslingual summaries using an original semantic-based extraction technique, followed by syntactically directed sentence simpliﬁcation, and generation of
simpliﬁed sentences into a target language. The
system is currently being developed for summarizing French documents into French or English. Cross-lingual generation is still an ongoing work.

1

Introduction

The main purpose of summarization is to provide
a shorter version of a document which retains the
main messages found in the complete text. As
the Web contains documents in many languages,
but most Web users only read a few, it would be
useful to be able to create crosslingual summaries
for Web documents. This will become more necessary once crosslingual retrieval systems attain
maturity. This functionality would help users assess the relevance of a document they ﬁnd before deciding whether they might need to obtain
a more detailed translation of the source. We
present here an illustrated overview of the system
we are developing to produce crosslingual summarization.
Crosslingual summarization is more diﬃcult
than monolingual summarization. In monolingual summarization (and this is the strength of
summarization by extraction) the original words
intentionally cohere with the intended meaning
of the author. Any extraction that retains some
of these words is in line with the original meaning. In crosslingual summarization, since words
have multiple translations, it is easier to drift
away from the original meaning. For this reason, we have decided to work at a deep level by
performing a thematic and syntactic analysis of
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the source text. We work from these constructed
dependency structures to generate text, using the
cotranslations of the words in these structures for
lexical choice.
Others have proposed producing crosslingual
summaries (Saggion et al. 02). The innovation
in our system is the aggregation of various software solutions that have for the most part already been proposed for automatic summarization, automatic translation, text or data mining.
To our knowledge, these various solutions have
never been associated as we propose here. Each
approach has its own limitations but we think
they can still provide a good overall performance.

2

Overview

In our system, original language documents ﬁrst
undergo a novel thematic analysis treatment, not
based on simple document word frequency, explained in Section 3. The thematically important segments are extracted and then their contents are further reduced by simplifying sentences
based on a syntactic analysis, explained in section
4. Once the retained segments have been reduced
to dependency relations, natural text output is
generated in another language by translation and
re-ordering of dependency relations. The translation involves lexical choice determined by the
other words occurring in dependency relations.
The re-ordering of relations in the linear output
employs precedence rules learned from an analysis
of independent target language texts. These generation steps are explained in section 5. Then a
next section shows complete examples of crosslingual summarization from French to English. A
discussion of our approach, with a comparison to
related work, concludes the article.

3

Semantic selection

The ﬁrst step in our summarization process consists in selecting the most representative excerpts
of a text from a topical viewpoint. We consider
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Table 1: Two senses of the word “mouse”

mouse-device

mouse-animal

compatible, software, computer, machine, user, desktop,
pc, graphics, keyboard, device
laboratory, researcher, cell,
gene, generic, human, hormone, research, scientist, rat

that a topic is a stable set of concepts (rather than
words) that repeatedly occur in a text. Hence,
our selection is made of two steps: ﬁrst, we ﬁnd
the most signiﬁcant concepts of the text; then, we
extract the parts of the text that refer the most
strongly to these concepts. We choose sentences
as the basic units of this selection.
As we do not restrict our work to a speciﬁc domain, this selection process requires us to have
a large repository of concepts with their links to
surface words. Such semantic databases exist for
some languages: WordNet (Fellbaum 98) is the
best known of them for English and was already
used for summarization as in (Mihalcea 04) for instance. Moreover, WordNet-like lexical networks
were or are currently built for other languages,
but many of these versions are not being as developed as the English version, and are rarely as
open-domain as needed. Moreover, despite the
introduction of the notion of domain in WordNet 2.0, WordNet-like networks lack topical relations1 . These two problems led us to use an alternative to such manually-built semantic resources
by exploiting a database of word senses automatically discovered, built according to the method
described in (Ferret 04): ﬁrst, a large set of cooccurrents are collected from a corpus by recording the presence of content words of its texts in a
sliding window; then, an unsupervised algorithm
is applied for clustering the co-occurrents of each
word of the network. Each resulting cluster is considered as a sense of that word. From the viewpoint of sentence selection, a word sense of this
base is considered as a concept that is “deﬁned”
by the set of words of the cluster it represents2 .
Table 1 shows as an example the two senses distinguished by this method for the word “mouse”.
This database of word senses is used for the
1

This was deﬁned as the “tennis problem” by Roger
Chaﬃn in (Fellbaum 98).
2
Much as the sense of a WordNet synset is deﬁned by
the words that compose it.

selection of the most representative sentences of a
text in the following way. First, a candidate list of
the word senses that may be referred by the text is
built: a sense is added to this list if at least one of
the words that deﬁne it is present in the text. The
frequencies of these references are also kept in this
list in order to compute the weight of each sense
in the text, equal to the normalized frequency of
the sense. A weight is then computed for each
content word of the text: it is the argmax of the
weights of the senses deﬁned by this word3 . The
weight of each sentence is the sum of its content
words weights. Finally, the sentences of the text
are sorted in the decreasing order of their weights
and the ﬁrst N% are kept, N being set by the
percentage of reduction deﬁned by the user. This
sentence extraction procedure is similar to that
proposed in (Kupiec et al. 95) but using concepts
rather than words.

4

Syntactic simpliﬁcation

Once the thematically important sentences have
been extracted, as explained in the previous section, we further reduce the retained text by applying a syntactic simpliﬁcation. The purpose
of syntactic simpliﬁcation is to remove parts of
a sentence without disturbing its understandability or intended meaning. In our system, we suppose for example that verbal phrases and nominal phrases containing the agents of these verbs
are more meaningful than adverbial clauses in the
sense that these phrases indicate the action or the
state and their agents. Similarly, within phrases,
adverbs usually accentuate the meaning that is
carried by nouns or adjectives, and we suppose
that they can be removed without debasing their
basic meaning.

Figure 1: A syntactically analyzed sentence.
Doted dependencies represent removed edges
To implement these simpliﬁcation strategies,
we transform the results of our linguistic analyzer LIMA (LIc2m Multilingual Analyzer, (Besançon & Chalendar (de) 05)). The syntactic an3

A word may also not be part of any sense deﬁnition.
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alyzer in LIMA implements a dependency grammar (Mel’cuk 88) in the sense that its analyses
are exclusively represented by binary dependency
relations. The analyzer ﬁrst searches for short
distance dependencies while longer distance ones
are treated later. Both kinds of dependencies are
detected by using simple ﬁnite-state automata deﬁned by rules that express possible successions
of morphosyntactic categories and are augmented
with constraints on word inﬂection or on other
relations between words. The simpliﬁed rule below4 exhibits the way dependencies between an
adjective and a noun are found:
@Adj::(((,)? (@Adv){0-3} (@Adj)){0-2})? \
(@Noun){0-n} @Noun:ADJSUB:
+!GovernorOf(t.1,"ADJSUB")
+SecondUngovernedBy(t.1,r.3,"ANY")
+GenderAgreement(t.1,r.3)
+NumberAgreement(t.1,r.3)
+CreateRelationBetween(t.1,r.3,"ADJSUB")
=>AddRelationInGraph()
=<ClearStoredRelations()
Such simple rules are insuﬃcient for ﬁnding dependencies inside complex sentences containing
secondary or relative clauses. To deal with these
more diﬃcult cases, we have developed a folding/unfolding algorithm (similar to (Ait-Mokhtar
et al. 02)) that recursively removes this kind of
clauses or groups in sentences while maintaining
their syntactic validity. This algorithm is implemented by the same kind of automata as the ones
for ﬁnding dependencies. In the example sentence
of Figure 1, which is eating a mouse is a subclause
that is removed in such a way, which allows the
simpler rules to ﬁnd a subject-complement dependency between cat and beautiful.
Once a sentence has been analyzed, we remove
those of its dependencies that are considered as
the less important ones, as proposed in (Grefenstette 98). For instance, the MOD V dependency
that links a verb and a verb modiﬁer such as an
adverb or a subclause usually can be considered
as providing secondary information that might be
eliminated.
Table 2 shows some types of relations that we
currently discard: we chose to be quite conservative to avoid the possible removal of important
words. At this second step of the summariza4
The format is <trigger(t)>:<left context(l)>:
<right context(r)>:<name> followed by constraints and
actions.
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Table 2: Some dependency relations removed in
the current setup

MOD V

ADVADJ
AdvSub

verb modiﬁer like
adverb
adverb→adjective
adverb→noun

I really want

a really beautiful
he is very bear

tion process, only the most thematically important sentences have been kept and thus, remaining plain words like nouns, verbs or adjectives are
likely to be important for the understanding of
the summary.
After these unwanted relations have been removed, we select the main verbs of each sentence
(those verbs that are not governors of any dependency relation) and we keep all the words that are
linked (directly or not) to them. All other nodes
are removed. Thus, the sentence of Figure 1 is
reduced to The neighbour’s little cat is beautiful.
In a future step, we will use the word senses and
the topics found during the sentence selection step
to select more ﬁnely what to remove: sometimes
a phrase that is not important from a syntactic
point of view should be kept because it contains
semantically representative words.

5

Generation

Once we have chosen passages on thematic criteria and further, shortened these passages using
syntactic reduction, we have a reduced representation of the initial text that is composed of ordered sentences with their dependency relations.
From this reduced and structured representation
of the syntactic roles, we generate a linear text.
The generation module of our summarizer has
been designed to be language-independent. In
particular, no assumption is made on the word order in the generated text with respect to the order
in the original text: the only input of the generation step is the syntactic structure of the reduced
selected sentences (this is true even if generation
is made in the same language as the original text).
In case of crosslingual generation, syntactic
transformations can be performed to generate a
valid syntactic structure in the target language.
In the current system, these transformations only
concern relations with similar structure. Other
advanced transformations are planned to generate more natural syntactic structures in the target
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language (based on a syntactic structures mapping from aligned bilingual corpora).
Sentence generation is performed in two steps:
ﬁrst, word order selection, based on the syntactic
relations; second, the inﬂection of the lemmas to
produce a sentence in the target language.
Output word order is generated using two kinds
of information: ﬁrst, each syntactic relation is associated to a word order between its arguments:
for example, for a subject→verb relation the ﬁrst
argument (subject) is generally positioned before
the second (verb), whereas it is the contrary for
a object→verb relation. This information is simply learned from the analysis of a distinct training
corpus: for each relation, the most common word
order is kept.
This ﬁrst piece of information gives a partial
order on the words. For instance, we know that
a determiner precedes its determined noun and
the adjective precedes its modiﬁed noun, but we
do not know the order between determiner and
adjective when they modify the same noun.
To determine a complete order on the words,
we need a second piece of information that gives
a priority on the linear order of the relations.
We used the average distance (in words) between
the arguments of syntactic relations on the same
training corpus to give a priority order on the syntactic relations.
For the training of the word order, we used
a sample of journalistic text, from new agencies
and newspapers (around 12000 words for each language, and 10000 relations extracted).
Once the word order has been decided, the
last step in our generation is the inﬂection of
the words: given its linguistic features (gender,
number, tense etc), a lemma is inﬂected using language-speciﬁc inﬂection tables associating
word classes and their inﬂected forms.
Some language-speciﬁc ad-hoc rules are ﬁnally
applied to the generated output to make it more
natural (elisions, euphonic modiﬁcations such as
a→an).

6

Experiments

As our work is still a preliminary one, we will
only present in this article the results of a qualitative evaluation of our system on articles from the
French Le Monde newspaper, hence as a monolingual summarizer. In this context, the generation step might seem useless: summaries could

be made of the sentences as they appear after the
removal of words or phrases at the syntactic simpliﬁcation step. But the generation module, in
addition to be required for crosslingual summarization, is also a generic means to smooth sentences after their syntactic simpliﬁcation. For instance, such simpliﬁcation can cause a reordering
of phrases: The cats, usually black, of the neighbour becomes The neighbour’s cats... after removing the apposed phrase. Similarly, inﬂections can
be changed: if we choose to remove a coordination, number and/or gender may have to change.
Kate and Kile are walking. They... should become Kate is walking. She....
To illustrate the capabilities of our system, we
show its results on a text about the economic situation in Latin America. For this experiment, we
set an arbitrary threshold of 30% selected sentences. Thus, 19 out of 63 sentences found in
the text are selected. In this example, sentences
are selected mainly from the beginning and the
end of the text where the text theme is presented
and conclusions are drawn, while the development
of the situation (in the middle of the article) is
skipped. This is coherent with the well-known
baselines in the summarization ﬁeld, whose validity was conﬁrmed in particular by the results of
the DUC evaluation (Over & Liggett 02). But
our system is able to select the most signiﬁcant
sentences in these areas.
Here are some examples of syntactic simpliﬁcations:
• the sentence Le P.I.B. de l’ Amérique latine
s’ est accru de 3,7% 5 has been produced
with no change;
• Dans les stratégies d’industrialisation par
substitution des productions locales aux importations, mises en oeuvre depuis les années
40, la régulation étatique occupait une place
has been simpliﬁed into La
de choix.6
régulation étatique occupait un place de choix
dans les stratégies d’ industrialisation par
substitution de productions locales aux importations.7 . Here we can see that the apposed
5

The latin america’s GDP increased by 3.7%.
Among the industrialization strategies that substitute
local productions to imports, implemented since the Forties, the state control occupied one of the highest positions.
7
The state control occupied one of the highest positions
among the industrialization strategies that substitute local
productions to imports.
6
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subsentence implemented since the Forties
has been removed. We also note that there
is a reordering of the circumstancial phrase
in the strategies... that makes the sentence
easier to read in the context of the summary,
even if the original sentence was complex;
• another example of phrase reorganization is
given by: En tout état de cause, le renouveau économique de l’Amérique latine sera
confronté à de nouveaux déﬁs 8 is rewritten as
Le renouveau économique de l’ Amérique latine sera confronté en tout état des cause à de
nouveau déﬁs 9 . The sentence keeps the same
meaning in spite of the move of the adverbial
expression because this one still governs the
same verb.
With the current state of our syntactic analyzer
(which is still in development), we cannot produce
acceptable summaries in a fully automatic way
yet. The goal of our future work is to improve
the overall quality of the syntactic analysis (which
should also improve our generation module) but
also to implement methods, like well-formedness
checking, to ﬁlter out ungrammatical structures
from generated sentences.

7

Towards crosslingual generation

Beyond the improvement of our syntactic analyzer in order to obtain better analyses of source
texts, our current eﬀort focuses on the generation of crosslingual summaries. In other words,
we want to automatically translate the shortened
sentences in a target language.
We are currently working on two combinable
translation algorithms for content words: the ﬁrst
one uses monolingual and bilingual reformulation dictionaries and a collocation network containing mutual information between words (Ferret 04). The second one uses the same dictionaries but relies on our search engine (Besançon
et al. 03) to determine the best translations.
In both cases, lexico-syntactic transcategorization
rules are used to retag some dependencies (for example, the french post-noun adjective→noun is
rewritten into the english adjective→noun). As
described at section 5, the word order is chosen
8

In any case, the economic revival of the Latin America
will be confronted with new challenges.
9
The economic revival of the Latin America will be confronted in any case with new challenges.
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using statistics learned from an English corpus
and words are conjugated into the correct inﬂection.
The second method, with very preliminary resources, gives the following translation for content
words in one of the summarized sentences of section 6:
La régulation étatique occupait un place
de choix dans les stratégies
d’industrialisation par substitution de
productions locales aux importations
state regulation held choice place
industrialization strategies
local work substitution importations
With this kind of methods, we will be able to
propose a rough translation, allowing a user to decide if the document is interesting or not for him.
But he will not really be able to understand its
content. To achieve this goal, non-content words
have to be translated too. From French to English, the word de can be translated into of, from,
made of, with or nothing, depending of the meaning of its plain neighbours or of its phrase or even
of the entire sentence. Diﬀerent methods exist to
try to make a choice: using translation memories,
rich dictionaries, etc.
As for our long-term work, we will continue to
push forward our linguistic analyzer to produce
deeper analyses, closer to semantic ones. At this
step, meaning carried by empty words will be unlexicalized and represented by roles or concepts
attached to words, phrases or sentences. This
will simplify the writing of resources allowing to
choose easily how to express the text meaning.

8

Related work

Crosslingual or multilingual summarization was
already the subject of some research projects
as MULINEX (Erbach et al. 97), MLIS-MUSI
(Lenci et al. 02) or MuST (Lin 99). The MULINEX and the MuST systems did not rely on
a deep analysis of the documents to summarize.
They mainly applied a sentence extraction approach relying on surface features and used a machine translation system for translating the selected sentences into the target language. The
MUSI system is closer to our work although it
ﬁrst selects sentences on weak features such as
cue phrases or sentence position. But, as it is a
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query-based system, its need for a semantic-based
selection as ours is less important. It parses each
selected sentence with a syntactic analyzer and
then applies a sentence reduction process. The
main diﬀerence with our work is the use of an ontology as an interlingua, which is powerful but is
also a limitation as this ontology had to be manually built. Hence, this kind of system is rather
dedicated to restricted domains.
From the viewpoint of monolingual summarization, our system shares some characteristics with
systems such as the one described in (Siddharthan
et al. 04). They both perform summarization by
ﬁrst selecting the most signiﬁcant sentences of a
document without any context and then by applying a set of rules for sentence reduction to the
result of their syntactic analysis. However, these
tasks are done diﬀerently in the two cases: our
selection of sentences is based on their semantic
tagging by word senses and not on their clustering; the reduction rules of (Siddharthan et al. 04)
are mainly focused on large units such as relative
clauses or parentheticals whereas ours concerns
ﬁne dependency relations. Moreover, we perform
a regeneration of the sentences after their reduction.
From the viewpoint of sentence reduction, our
work is closer to works such as (Grefenstette 98)
or (Yousﬁ-Monod & Prince 05) in a rule-based
paradigm, or (Jing 00), (Knight & Marcu 00) or
(Riezler et al. 03) for statistical methods.

9

Conclusion

We have described in this article our system for
producing crosslingual summaries based on topical sentence selection, syntactic analysis into dependency relations, sentence reduction based on
these dependency relations and linguistic generation of new text from the reduced graph of dependency relations. A preliminary crosslingual
version of this generation module has also been
presented, with two diﬀerent methods for choosing correct lexical translations. These methods
are currently under development. We have illustrated the results of each part of our system with
examples. Further evaluations will be pursued as
the system is developed.
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Abstract
The Novalist news browser described in this paper was built in order to experiment with the
integration of a number of tools for the disclosure of multimedia news content via a ﬂexible
and multifaceted browser. The tools available
for integration cover a wide range functionalities, including clustering, classiﬁcation, extraction of headlines and proper names, indexing
and summarization. They each contribute to
the presentation of content in a reduced form to
support eﬃcient navigation and selection. The
paper describes some of them detail and outlines the demonstration system to which they
contribute.

1

Introduction

In various domains, information analysts have to
deal with large amounts of information which
is refreshed on a daily basis and disseminated
via various media types: traditional newspapers,
news wires and magazines, internet sites and also
television broadcasts via air or cable. Analysis
and monitoring of these open news sources, which
in some cases are coupled to non-public sources
of information, is often crucial for eﬃcient and effective workﬂow. Various text mining tools can
support the task of news analysts.
The Novalist news browser described in this paper was built in order to experiment with the integration of a number of tools for the disclosure of
news content and to provide access to it via a ﬂexible and multifaceted browser. The tools available
for integration cover a wide range of functionalities, including clustering, classiﬁcation, extraction of headlines and proper names, indexing and
summarization. One of the most distinguishing
features of the disclosure system is that it integrates a collection of news content from various
open sources and in multiple formats: text, audio and video. Another salient features of the
browsing environment is that at all times links are
available to the underlying documents via which
the content can be read, played or viewed. Also
distinguishing is the fact that the content can be
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accessed at various levels of abstraction. The latter feature is due to the application of a variety
of summarization tools.
This paper will give an overview of the components of the Novalist system in section 3, while
in section 4 and section 5 the modules for respectively content abstraction and summarization will
be described in more detail. The perspective on
evaluation, plus some concluding remarks are presented in section 6. The remainder of the paper
starts with some background information and related work.

2

Background and related work

Novalist aims to facilitate the work of information analysts in the following way: (i) related
news stories are clustered to create dossiers, sometimes also called ’threads’, (ii) dossiers resulting from clustering are analysed and annotated
with several types of metadata, and (iii) a browsing environment provides multiple views on the
dossiers and their metadata. The basis for the
dossiers is formed by news content items from
open sources such as journals and news broadcasts. The applied clustering generates structure
in news streams, while the annotations can be applied as ﬁlters: search for relevant items need not
to apply on unanalysed data but be constrained
to relevant subsets of the collection. Novalist supports the fast identiﬁcation of relevant dossiers
during browsing and also supports visual browsing of the clusters, along with their extracted
headlines. Dossiers are visualised in a compact
overview window with links to a time axis.
As said, in addition to clustering, all kinds
of metadata-extraction techniques can help to
enrich the generated dossiers and/or to provide
suitable representations at various levels of abstraction and granularity. Additional functionality could consist of the automatic generation of
links to related sources, both internal and external. Similar dossier generation applications,
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with topic clustering as basis and content reduction (or summarization) as additional functionality, could be applied in other domains, and/or for
other combinations of media. In addition to text
from newspapers and autocue ﬁles, transcripts for
broadcast audio generated with automatic speech
recognition (ASR) could be taken into account,
or content from newswire websites. Assuming
that the material can be properly segmented, such
sources could be linked to the related topical clusters. In other domains than news, e.g., oral history archives, meeting or lecture recordings and
digital story telling, ASR is a likely source of
text, while combination with manually generated
minutes, historical studies, policy plans, etc., can
provide the required additional perspective on the
recorded content. For the ﬁeld of meeting modeling, which is rapidly advancing, one could also
think of exploiting various types of labeled segmentations generated via either manual annotation or via automated processing (Carletta et al.
05).
The exploitation of so-called collateral text is
also highly relevant and feasible for sports commentaries, which tend to come from mutltiple
sources in a variety of languages. Here the potential added value of clustering is that a series
of parallel texts, identiﬁed on the basis of e.g., a
word-based proﬁle, could be reduced to one coherent report without redundancies. Cf. (Kuper
et al. 03). In general, for non-scripted audio and
video content ASR is a major source of text, (deJong 04), and the generation of textual summaries
is seen as a valuable contribution to the usability
of browsers for this type of content. Cf. (Buist et
al. 05).

3

Overview of components

In this section we give an outline of the Novalist
architecture and content base, followed by sections that explain the concept of topic detection
and the similarity concept applied in the language modeling approach that is underlying several content-processing components.
3.1

Demonstrator set-up

The Novalist architecture consists of two separate
applications:

in the enriched news database.
The corpus disclosed by the demonstrator system consists of a collection of news items published by a number of major Dutch newspapers,
magazines, web crawls, a video corpus of several
news magazines and a video archive with all 2001
broadcasts of NOS Journaal, the daily news show
of the Dutch public TV station. The autocue ﬁles
for the video archive function as collateral text,
i.e., text that is not the primary target of search,
but that supports the disclosure of video via the
time links to media fragments. The entire collection consists of some 160,000 individual news
items from 21 diﬀerent sources.
The disclosure architecture consists of three
steps. In the ﬁrst step, textual information is extracted from audiovisual material. This could be
either closed captioning text or ASR transcripts.
These textual extracts as well as the other textual
data sources (e.g. newspapers, website crawls and
magazines) are converted to a single XML representation, suitable for further processing. The
second step is the structuring, which is implemented as an unsupervised clustering procedure.
The clustering algorithm has been designed to
be scalable, by limiting its resources to a timelimited selection of documents. This seems fair,
since related news items are often published in
the same period. The clustering step results in a
set of disjunctive clusters, i.e. each news item is
a member of just one cluster. The cluster algorithm will be described in more detail in the next
section. The last step of the disclosure process
is aimed at labeling each cluster in order to facilitate browsing and search, or more generally:
navigation through indices of diﬀerent types.
Eventually the types of automatically assigned
metadata which Novalist can exploit for navigation are: keywords, proper names, thesaurus
terms, headlines and extractive summaries. In addition to search on automatically generated metadata, analysts may search on full text, or browse
publications issued on a certain date or in a certain period. This paper focuses on the disclosure
module, but a screendump of the end-user application is included to illustrate the browser functionality.

1. the disclosure module, working oﬄine

3.2

2. the actual Novalist news browser, which offers end-users search and browsing functions

The clustering in Novalist is based on topic detection technology, which groups stories that discuss

Topic clustering
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Figure 1: Novalist: browsing multimedia dossiers through associated metadata
the same event. Clustering is done incrementally:
for a new incoming story, the system has to decide
instantaneously to which topic cluster the story
belongs. Since the clustering algorithms are unsupervised, no training data is needed. The clustering technology of Novalist has been tested in
the context of the evaluation event for topic detection systems organised by NIST (TDT2001).1
The topic detection component of Novalist is derived from the topic detection system developed
and trained with the TDT3 corpus (80.000 stories, 120 topics).
The technique deployed is called topic detection (or topic discovery), since the system has
to deal with dynamic information, about which
no full prior knowledge is available. There is no
ﬁxed number of target topics and events types.
The system must both discover new events as the
incoming stories are processed, and associate incoming stories with the event-based story clusters
created so far.
For the grouping of stories we combined a simple single pass method to establish an initial clustering and a reallocation method to stabilize the
clusters within a certain allowed deferral period
(Spitters & Kraaij 02). The combination of a clus1
For details on the NIST evaluation of TDT, cf.
http://www.nist.gov/speech/tests/tdt. See (Allan 02) for
a detailed overview of the TDT project.

60

ter initialization step and a reallocation step was
previously (successfully) applied for topic detection by a.o. BBN (Walls et al. 99) and Dragon
(Yamron et al. 00). The similarity of an incoming story Sn to an existing cluster C is deﬁned as
the average of the similarities of Sn to each story
Si ∈ C. These individual similarities are computed by taking the sum of the generative probabilities P (Sn |Si ) and P (Si |Sn ) where Si and Sn
are modeled as unigram language models. Because these story language models are based on
extremely sparse statistics, the word probabilities
are smoothed using a background model.
A cluster which has not changed for an uninterrupted period of ﬁfteen days is frozen, which
means that it is no longer considered an ‘active
event’. The cluster is removed from the list of
candidate clusters for new stories. This cluster
evolution monitoring has two advantages. First
of all it limits the computational complexity, because the number of clusters a story has to be
compared with stays within certain bounds. Second, it can be argued that restricting the temporal extent of an event is beneﬁcial for detection
performance because it prevents diﬀerent events
with similar vocabulary (like diﬀerent attacks or
political elections) to be grouped together (Yang
et al. 99).
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The NIST evaluation of the cluster algoritm
showed that Novalist produces highly precise,
small clusters. The granularity of the clusters depends on a single ﬁxed parameter, which makes
the system a bit inﬂexible, since the chosen granularity might not always coincide with the preferred granularity that an information analyst
needs for a certain task. To remedy this problem, a new version of the cluster algorithm has
been designed which produces a hierarchical clustering thereby oﬀering multiple levels of cluster
granularity. This system has been evaluated at
TDT 2004 (Trieschnigg & Kraaij 05).
3.3

Language model-based similarity

The basic idea behind the language modeling approach to information retrieval is to estimate a
(usually unigram) language model for each document and to rank documents by the probability that the document model generated the query.
Absolute probabilities are not important for ranking in the IR situation. For other applications,
i.e. topic tracking and also topic detection, scores
have to be comparable on an absolute scale. For
tracking, we found that modeling similarity as a
likelihood ratio and normalizing this likelihood
ratio by the (test) story length was adequate
(Kraaij & Spitters 03). This normalized likelihood ratio is presented in equation (1), where
LLRN orm (T1 , T2 , ..., Tn |Sk ) denotes the normalized log likelihood ratio of a story consisting of
the terms T1 , ..Tn given the story Sk in comparison with background model B.
n

LLRN orm (T1 , T2 , ..., Tn |Sk ) =

 P (Ti |Sk )
1
log
n
P (Ti |B)
i=1
(1)

In our clustering approach, the similarity between two stories Sn and Si is based on a combination of the probability that the language model
representing Sn generated story Si and the reverse: the probability that the language model
representing Si generated story Sn . This approach results in the symmetrical similarity measure, presented in the following equation:

Because the language models are estimated on
very limited amounts of text (single stories), it
is very important that the word probabilities are
smoothed using some background model.

4

Content abstraction

Eﬀective content abstraction is a key feature for
improved eﬃciency of the information analysis
task. In this context the notion ’abstraction’
refers both to conceptual structure, as well as
to (reduced) content size. In Novalist the automatically extracted/assigned metadata function
as descriptors for a dossier and allow their presentation in a highly condensed form. Various
useful levels of abstraction can be distinguished,
as diﬀerent analysis tasks may impose diﬀerent requirements on the level of conciseness, and even
diﬀerent perspectives on the content can correspond to diﬀerent metadata requirements. For
example, a proper name index on a cluster gives
another perspective as a list of topic labels generated by thesaurus-based classiﬁcation. Novalist demonstrates that multiple document abstractions eﬀectively mediate diﬀerent levels of granularity analysis. Metadata types such as keywords
and headlines help the user to select potentially
interesting clusters for further inspection. This
more detailed inspection step can subsequently involve looking at the titles of the individual news
items and reading a multi-document extract.
Though content abstraction implies content reduction, the reverse only holds if the reduced data
(summaries, headlines) are representative from
one or more perspectives. In this section we
will describe a number of abstraction techniques
that do not yield representations in running text.
Though an absolute distinction between the abstraction and reduction would not make sense, we
reserve an explanation of the role of reduced textual representations for the next section.
4.1

Proper name extraction

In news content, proper names are the type of
cues that link the content to high level background knowledge. It is the type of information also occurring in classical indexing systems
that exploit lists of index terms. Therefore a
list of all proper names occurring in a dossier
Sim(Sn , Si ) = LLRN orm (Sn |Si )+LLRN orm (Si |Sn ) can function as an abstract layer over the con(2) tent. The named entity recognizer developed at
TNO is based on a hybrid framework combining
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a maximum entropy machine learning approach
with hand-crafted rules as a post-editing step.
The maximum entropy model is able to combine a large set of contextual features without
assuming feature independence. The combined
approach reduces development time (developing
rules for named entity detection is a time consuming process) but retains the ﬂexibility of a rulebased framework, which is useful to quickly tune
the recognizer to a new domain.
4.2

Automatic topic classiﬁcation

In general, searching for manually assigned thesaurus terms is much more precise than full text
search. In Novalist dossiers can be labeled automatically to clusters by the incorporation of ADJUST, an automatic classiﬁcation system developed at TNO. The labels (terms from a general
news thesaurus) are assigned based on interpretation of the content in terms of statistical proﬁles rather than just extraction of terms without
processing the context. The ADJUST functionality allows users to navigate within a document
base by browsing through the terms in a hierarchical concept directory (thesaurus). Assignment of
such labels does not presuppose that homophonous words occur in the dossier. This classiﬁcation functionality requires the availability of a
pre-classiﬁed training set.
4.3

Keyword extraction

When a topic classiﬁcation system is not available, simple keywords or keyphrases can be quite
helpful for characterization of the cluster content. Novalist applies metrics which are related
to the KL-divergence between language models
estimated on the cluster and a collection model
for the selection of distinguishing terms.

5

Summarization: content reduction

As said the concept of ’summarization’ refers
to data reduction over the original document
sources. The shorter descriptions are commonly
representations in the form of one or more sentences. In this section we will describe two techniques to create them: extractive summarization
and headline generation.
5.1

Extractive summarization

The extraction-based summarization component
of Novalist is based on a machine learning approach and has been developed and evaluated us-
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ing datasets available for the DUC 2001 and 2002
benchmarking workshops organized by NIST. Cf.
results (Kraaij et al. 01; Kraaij et al. 02). A
corpus is needed with examples of texts and their
summaries.
The system applies a simple Naive Bayes classiﬁer for the selection of salient sentences from a
set of documents. A variety of continuous and
discrete features has been used (where the continuous feature are binned into discrete classes),
ranging from unigram language model score to the
presence of cue phrases or sentence length(Kraaij
et al. 01). The eﬀectiveness of several features
was demonstrated in earlier work e.g., (Kupiec et
al. 95; Edmundson 69).
The combined model determines a salience
value for each extracted sentence. This ranked
list of sentences forms the input for the summary
generation module. This module tries to generate a summary which consists of the most salient
sentences, with minimal redundancy and maximal
coherence/readability.
5.2

Headline extraction

Instead of producing a running text as summarization for a dossier, navigation and selection can
also be supported by the type of summary that
usually is called ’headline’. For the task of assigning a headline to each cluster, we deployed a
system for extractive summarization: a combination of identifying salient sentences and extraction
of noun phrases (NPs).
The ﬁrst step is to locate the NPs describing the
cluster topic. For this purpose a ‘trigger word’
must be chosen. To decide on the trigger word
ﬁrst a ‘trigger word pool’ is generated by automatically summarizing each single document from
a cluster and taking the highest ranked sentence
for every document. To this pool the titles of the
documents are added. The word frequency in the
pool is calculated, using the same stoplist (which
is rather extensive) as used in the actual summarization. The highest ranked word is marked as
the trigger word for the cluster at hand.
The second step decides which NP containing
the trigger word is the most appropriate headline.
Applying multi-document summarization to the
cluster yields a ranked order of the most salient
cluster sentences. From these the NP including
the trigger word is selected as headline. As to
not get too short or too long headlines, the optimal NP length is between two and ten words,
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not counting determiners. If in one sentence two
NPs contain the trigger word, the longest is selected. The same goes for a draw between the
trigger words. All documents contribute equally
to the trigger pool.
Experiments with stemming indicated that it
only aﬀected the selection of NPs, and we preferred the headlines selected without stemmed
trigger words. The biggest challenge is the selection of the most appropriate of the potential NPs
and to avoid too speciﬁc headlines. The latter is
even more important when the cluster theme is
more general than the content of the individual
documents.

6

Evaluation perspective and
conclusion

Some of the components of Novalist have been
evaluated in formal evaluations on unseen data.
The extractive summarization has been evaluated
at DUC 2001 and 2002 and outperformed baseline lead based summaries. The clustering component has been evaluated during TDT 2001 and
achieved best results (Spitters & Kraaij 02). A
more comprehensive evaluation of Novalist is currently carried out with real users. The user study
comprises interviews and logﬁle analysis in order
to measure whether information analysts can improve the eﬀectiveness and/or eﬃciency of their
search tasks. It also addresses the question which
is the best combination of metadata to be oﬀered
to the user during navigation. The preparatory
work also comprised scaling the system to a larger
document collection.
The concept of cross-media browsing for the use
scenario’s described here would get an even wider
perspective if image features could also be taken
into account. But though the ambition to link
low-level features to higher level or even semantic
annotation layers ﬁgures on many research agendas, generally applicable methods haven’t been
delivered. For the time being the Novalist approach that exploits textual resources of whatever
kind and source, illustrates how this gap can be
ﬁlled.
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Abstract
We evaluate a novel method for automatic text
summarization through text extraction. It attempts to ﬁnd the summary most similar to the
original text, thus giving an overview of all the
contents. It also evaluates whole summaries,
making no judgments on for instance individual sentences. A greedy search strategy is used
to search through the space of possible summaries and select the best summary of those
found. When evaluated on English abstracts
from the Document Understanding Conferences
our method performed fairly well. In this paper
we evaluate it on Swedish human produced extracts. It performs poorly, which was expected
since these extracts were not produced to reﬂect
the whole contents of the texts. They only cover
the most important topic.

keywords: computational semantics, text
representation, extract corpus

1

Introduction

When a computer automatically creates a summary of one or more texts, we call it automatic
summarization. This has been an ongoing research ﬁeld for quite some time (Luhn 58; Edmundson 69; Salton 88), and is still an active
research area. There are mainly two diﬀerent
approaches to automatic summarization, abstraction and extraction. Abstraction is when a text is
analyzed in a relatively deep way and then a new,
shorter, text with the same information content
is generated. Extraction is when a shorter text is
created by selecting and presenting passages from
the original text, usually using quite shallow analysis of the text, but deeper analysis can also be
used (Leskovec et al. 04). There are also methods
that fall in between extraction and abstraction, by
for instance extracting fragments from the text
and then transforming them in some way, such
as deleting subordinate clauses or joining incomplete fragments (Jing & McKeown 00; Jing 00).
Our method is a purely extraction based method.
Usually extraction based summarization is accomplished by ranking individual segments, such
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as sentences or paragraphs. Then the best ranked
segments are selected for inclusion one after the
other. Often adjustments are made so the ranking of later segments is sensitive to choices made
earlier, so as to avoid redundancy (Carbonell &
Goldstein 98; Hovy & Lin 99; McDonald & Chen
02).
Our method tries to ﬁnd an extractive summary of a given length that is as similar to the
original text as possible. One novel idea in our
method is to compare whole summaries, the individual segments are not considered. The main
problem is how to deﬁne similarity between texts,
especially when all texts we want to compare are
extracts from the same text.
In this paper we evaluate our method on a corpus of human produced extracts. These extracts
were intended to cover mostly the main topic of
the original text, not as in our method give an
overview of all contents. Thus it is possible to see
if the generated extracts diﬀer a lot from these
single topic extracts. We also include a quick
overview of an earlier evaluation of the method, to
show that the reason for being diﬀerent from the
reference extracts is not simply that our method
works poorly.

2

Random Indexing

Since Random Indexing (RI) (Sahlgren 05) plays
a quite important role in our method we here give
a short overview. RI is a word space model, i.e.
it uses statistics on word distributions. A highdimensional vector space is created and words
that are close in this space are assumed to have
related meanings. This is based on the distributional hypothesis, that words that occur in similar
contexts tend to have similar meanings.
The most well known and studied word
space model is probably Latent Semantic Analysis/Indexing (LSA) (Landauer et al. 98). LSA
has been used in diﬀerent ways for summarization, see for instance (Hovy & Lin 99; Yeh et al.
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05; Miller 04; Murray et al. 05). One advantage
that RI has over LSA is that it is an incremental
method, so new texts are easily added.
In RI, each context is given a label. A context can be a document, paragraph, co-occurring
word etc. This label is a very sparse vector. The
dimensionality of the vector can be chosen to be
quite short if high compression of the word space
is desired, or long if compression is not needed. A
few percent of the vector elements are set to 1 or
-1, the rest to 0. This means that the labels are
approximately orthogonal.
Each word is given a context vector. Whenever
a word occurs in a context, the label of the context
is added to the context vector of the word. Words
that often occur in the same contexts will thus
have similar context vectors.
We use co-occurring words as contexts, more
speciﬁcally the three preceding and three following words, weighted so that closer words are given
more weight.

3

The Summarization Method

The main idea is that we want to ﬁnd a summary of a given length that is as similar to the
original text as possible. One way to accomplish
this would be to generate all possible extracts and
see which one is most similar to the original text.
The diﬃculty here lies in judging how similar two
texts are. This is even more diﬃcult than usual
in this context. Most methods that calculate the
similarity between two documents use measures
like word or n-gram overlap. Since all candidate
summaries generated by our method are extracts
from the original text, all words in all summaries
overlap with the original text. This is thus not a
good way to diﬀerentiate between candidates.
3.1

Evaluating Summaries

When measuring similarity we make use of Random Indexing (RI), though if other methods were
available it could easily be replaced. As mentioned in Section 2, RI assigns each word a context
vector that in some sense represents the semantic
content of the word. In our method, each text is
assigned its own vector for semantic content. This
vector is simply the (weighted) sum of all the context vectors of the words in the text. It should be
noted that there is not, at least as far as we know,
anything inherent in the Random Indexing model
that guarantees that adding vectors in this way

should in any way make sense. However, it turns
out to work quite well in our experiments. This
idea has also been applied for instance for text
categorization (Sahlgren & Cöster 04).
Similarity between two texts is then simply
measured as the similarity between the directions
of the semantic vectors of the texts, in our case
between the vector for the full text and the vectors for each of the candidate summaries.
When constructing the semantic vector for a
text, the context vector for each word is weighted
with the term frequency and the inverse document frequency, by simply making the length of
the vector be tf ∗ log(idf ). It is of course easy
to add other weighting criteria if desired, for instance for slanted summaries where some words
are deemed more important, or by giving words
occurring early in the document, in document or
paragraph headings etc. higher weight. In our experiments we only used tf ∗ log(idf ).

Words in a text that have never been encountered during the calculation of a word space representation generally degrade performance, since we
have no information on their distributional properties. This is not a problem with RI though,
since it allows for continuous updates. By simply adding new texts to the index immediately
before summarizing, all words in the texts to be
summarized will have been encountered at least
once.
For good performance very large amounts of
text should be used when generating the Random
Index. Since RI is relatively fast and only requires
access to raw (unannotated) text this is generally
not a problem. It is also an incremental method,
so if more text is made available later this can be
used to boost future performance without redoing
work on earlier texts.
Since our method does not give any consideration to the position in the text a sentence is
taken from (though this is possible to do if one
so wishes), it should be straightforward to use for
multi-document summarization as well. Since it
only requires unannotated text as reference data
it should also be relatively language independent.
Though we currently only use text extraction when generating summary candidates, the
method we use to compare the candidates can be
used for any type of summary.
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3.2

Finding a Good Summary

To ﬁnd a good summary we start with one summary and then try to see if there is another summary that is “close” in some sense, that is also
a better summary. Better in this context means
more similar to the original text. The reason we
do not compare all possible summaries to the original text is that there are exponentially many possible summaries. Evaluating all of them would
thus not be feasible.
In our experiments we use the “lead” summary,
i.e. the ﬁrst sentences from the document up to a
speciﬁed length, as a starting point for our search.
Using a standard hill-climbing algorithm we then
investigate all neighbors, looking for a better summary. The summaries that are deﬁned as neighbors to a given summary are basically those that
can be created by removing one sentence and
adding another. Since sentences vary in length
we also allow removing two sentences and adding
one new, or just adding one new sentence. Summaries that diﬀer too much in size from the speciﬁed compression rate are discarded.
When all such summaries have been investigated, the one most similar to the original document is updated to be the currently best candidate and the process is repeated. If no other
summary is better than the current candidate,
the search is terminated. It is also possible to
stop the search at any time if so desired, and return the best candidate so far.
In our experiments the generated summaries
were quite short. For the English texts they
were about three sentences. This means that
there were usually quite few, typically around
four, search iterations, though some documents
required very many iterations before a local maximum was found.

4

Evaluation

In earlier experiments, our summarization
method has been evaluated using manually written abstracts from the DUC summarization tasks
(Hassel & Sjöbergh 06). In this paper we have
evaluated our method on a corpus of human produced extractive summaries of Swedish newspaper articles (Hassel & Dalianis 05).
4.1

English Abstracts

These experiments are more thoroughly discussed
in Hassel & Sjöbergh (05), but a short overview
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Human
Baseline-Lead
Holistic-250
Holistic-500
Holistic-1000

DUC 2004
42.6
31.0
33.9
34.2
34.1

DUC 2001–2004
39.7
28.3
32.0
32.3
32.4

Table 1: ROUGE-1 scores, i.e. word overlap, in
%, for our method (Holistic) with three diﬀerent
dimensionality choices for the Random Indexing
context vectors. There are 114 texts in DUC 2004
and 291 in DUC 2001–2004.
is presented here for reference. We used the evaluation method from the DUC 2004 task 2 (Over
& Yen 04), and reference summaries from DUC
2001–2004. We generated summaries of lengths
between 75 and 110 words and evaluated them
compared to the 100 word reference abstracts provided. A human agreement score was calculated,
as well as a baseline, the initial sentences up to
the allowed summary length.
The results are presented in Table 1. Diﬀerent
choices of dimensionality for RI diﬀer very little,
so there is little need to optimize the parameter
choice. Our method is worse than the best systems of DUC 2004, which had about 39% word
overlap, but better than about half the systems
and well above the baseline.
4.2

Swedish Extracts

Since our method is relatively language independent we also evaluated it on Swedish. We used
a corpus of human produced extracts of Swedish
newspaper articles (Hassel & Dalianis 05). These
extracts were however not produced to give an
overview of the whole contents of the texts, which
our method attempts to do. The humans were instead more focused on ﬁnding the most important
topic in the text and then providing mostly information relevant to that.
There are only 15 documents in this corpus. On
average there are 20 human generated extracts for
each document. These vary quite a lot in compression rate, even for a speciﬁc document. There
are usually some sentences that are included in almost all extracts, though, so there is agreement
on what the main topic is. See Figure 1 for an
example of the variation in selected sentences for
one of the texts from the extract corpus.
As reference texts for the Random Index-
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the summary most similar to the original text that
was longer than the shortest human produced extract and shorter than the longest. This generally produced long summaries, since it is easier
to achieve good coverage of the original text with
many words than with few. Since long summaries
will have lower precision we also generated summaries, called Holistic-short, that, while longer
than the shortest human produced extract, were
never longer than the average extract.
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Figure 1: The number of human produced extracts that included each sentence from one of
the Swedish corpus texts. There are a total of
27 human produced extracts for this text. Sentences marked with a * are those selected by our
system.
ing method we used the Swedish Parole corpus
(Gellerstam et al. 00), 20 million words, the
Stockholm-Umeå Corpus (Ejerhed et al. 92), 1
million words, and the KTH News Corpus (Hassel 01), 13 million words. We used stemming and
stop word ﬁltering, since this worked well on the
English texts.
When evaluating summaries we calculated a
weighted precision. The score for a sentence included in the summary is the number of human
produced extracts that also included this sentence
divided by the total number of human produced
extracts. The precision for the summary is then
the average for all sentences in the summary.
A recall-like measurement was also calculated,
since otherwise it would be best to simply pick
a single sentence that the system is sure should
be included. Each sentence that was included in
at least one human produced extract, but not included in the summary to be evaluated, was also
given a score as above, i.e. how often it was included by humans. The recall-like measurement
is then the average score for all sentences not included in the summary but included in some human produced extract. Sentences ignored by both
the system and the humans have no impact in the
evaluation.
Since the extracts vary so much in length we
generated two diﬀerent sets of summaries using
our method. The ﬁrst, called Holistic-long, was

For both sets of summaries, four diﬀerent Random Indexes were used, since there are slight variations in the performance due to the randomness
in RI. The results in Table 2 are the mean values of these four sets. All values are within 1.5
percentage units of the mean value.
We also compared our system to two baselines:
lead, the ﬁrst sentences of the original text with a
size as close to the system generated summary as
possible; and random, randomly chosen sentences
up to the same size. We also calculated the agreement between the humans, by taking the average
over all human produced extracts when treating
them one at a time as a system generated summary instead.
Finally, we include ﬁgures for another summarization system, SweSum (Dalianis 00), that has
also been evaluated on this data set. SweSum uses
both statistical and linguistic methods, as well as
some heuristics, and its main domain is newspaper text. SweSum creates extracts, by scoring
sentences for various criteria, then extracting high
scoring sentences in the original text and joining them together. The sentence scores are calculated based on e.g. sentence position, occurrence
of numerical data and highly frequent keywords.
Two diﬀerent sets of summaries were generated
by SweSum, one with summaries strictly below
the average human produced extract length and
one with the shortest summary possible above the
average length.
The results are shown in Table 2. It can be
seen that our system does not generate the same
type of summaries as the others. Since our system
tries to include the same proportions regarding
diﬀerent topics in the summary as was found in
the original text, it has a quite low score with
the precision-like measurement. This is natural,
since the reference extracts normally only cover
one topic. This also leads to a high (i.e. bad) score
on the recall-like measurement, since the reference
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Human
Baseline, Short Lead
Baseline, Long Lead
Baseline, Short Random
Baseline, Long Random
SweSum-above
SweSum-below
Holistic-500, Short
Holistic-500, Long

Included
53
55
48
33
34
53
54
42
38

Ignored
27
29
26
36
37
28
30
34
35

Perfect
8
2
2
0.3
0
3
0
1
0

Table 2: Proportion of human produced extracts that included the sentences chosen by the system,
in % (higher is better), and sentences ignored by the system but included by at least one human, also
in % (lower is better). “Perfect” indicates for how many of the 15 documents a system generated an
extract that was exactly the same as one of the human produced extracts.
extracts include so much information regarding
the main topic that our method discards some of
it as redundant.
When generating shorter summaries the same
sentences are of course still considered redundant
by our method, so the recall-like ﬁgure is more or
less unchanged. Since the extract is shorter, there
is room for less information. This gives higher
precision, since our method still agrees that the
main topic should be covered, but now includes
less information regarding other topics. As expected, it seems like using our method when single topic summaries is wanted does not give the
best results.
It can also be seen that outperforming the lead
baseline on newspaper texts is very hard, since
it performs on par with humans when generating shorter extracts. This means that this type
of text is not very exciting to do summarization
experiments on.

5

Conclusions

We have presented and evaluated an extraction
based summarization method based on comparing
whole summaries, not ranking individual extraction segments. It produces extracts that include
the same proportions of topics as the original text.
The method requires no sophisticated tools,
though stop word ﬁltering and simple stemming
was used in our experiments.
The method
is largely language independent and should
also work without much modiﬁcation for multidocument summarization. For good performance,
access to large amounts of raw (unannotated) text
is needed, but for many languages this is readily

68

available.
Since our method tries to cover all topics covered in the original text, it did not perform very
well when evaluated against extracts produced to
cover mostly the main topic of a text.

References
(Carbonell & Goldstein 98) Jaime G. Carbonell and Jade Goldstein.
The Use of MMR, Diversity-Based Reranking for Reordering
Documents and Producing Summaries. In Alistair Moﬀat and
Justin Zobel, editors, Proceedings of the 21st Annual International ACM SIGIR Conference on Research and Development
in Information Retrieval, pages 335–336, Melbourne, Australia,
1998.
(Dalianis 00) Hercules Dalianis. SweSum - A Text Summarizer for
Swedish. Technical report, TRITA-NA-P0015, IPLab-174, KTH
NADA, Sweden, October 2000.
(Edmundson 69) H. P. Edmundson. New Methods in Automatic Extracting. Journal of the Association for Computing Machinery,
16(2):264–285, April 1969.
(Ejerhed et al. 92) Eva Ejerhed, Gunnel Källgren, Ola Wennstedt,
and Magnus Åström. The linguistic annotation system of the
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Umeå, Sweden, 1992.
(Gellerstam et al. 00) Martin Gellerstam, Yvonne Cederholm, and
Torgny Rasmark. The bank of Swedish. In Proceedings of LREC
2000, pages 329–333, Athens, Greece, 2000.
(Hassel & Dalianis 05) Martin Hassel and Hercules Dalianis. Generation of reference summaries. In Proceedings of 2nd Language
and Technology Conference: Human Language Technologies as
a Challenge for Computer Science and Linguistics, pages 21–
23, 2005.
(Hassel & Sjöbergh 06) Martin Hassel and Jonas Sjöbergh. Towards holistic summarization – selecting summaries, not sentences, 2006. submitted.
(Hassel 01) Martin Hassel. Internet as corpus - automatic construction of a Swedish news corpus. In Proceedings of Nodalida 2001,
Uppsala, Sweden, 2001.
(Hovy & Lin 99) Eduard Hovy and Chin Yew Lin. Automated Text
Summarization in SUMMARIST. In Inderjeet Mani and Mark T.
Maybury, editors, Advances in Automatic Text Summarization,
pages 81–94. The MIT Press, 1999.
(Jing & McKeown 00) Hongyan Jing and Kathleen R. McKeown.
Cut and Paste-Based Text Summarization. In Proceedings of
the 6th Applied Natural Language Processing Conference and
the 1st Meeting of the North American Chapter of the Association for Computational Linguistics, pages 178–185, Seattle,
Washington, April 2000.

Workshop Crossing Barriers in Text Summarization Research 2005 - Borovets, Bulgaria

(Jing 00) Hongyan Jing. Sentence Reduction for Automatic Text
Summarization. In Proceedings of the 6th Applied Natural Language Processing Conference, pages 310–315, Seattle, Washington, April 29–May 4 2000.
(Landauer et al. 98) Thomas K. Landauer, Peter W. Foltz, and
Darrell Laham. Introduction to Latent Semantic Analysis. Discourse Processes, 25:259–284, 1998.
(Leskovec et al. 04) Jure Leskovec, Marko Grobelnik, and Natasa
Milic-Frayling. Learning sub-structures of document semantic
graphs for document summarization. In LinkKDD2004, Seattle,
Washington, 2004.
(Luhn 58) Hans Peter Luhn. The Automatic Creation of Literature
Abstracts. IBM Journal of Research Development, 2(2):159–
165, 1958.
(McDonald & Chen 02) Daniel McDonald and Hsinchun Chen. Using Sentence Selection Heuristics to Rank Text Segments in TXTRACTOR. In Proceedings of the 2nd ACM/IEEE Joint Conference on Digital Libraries, pages 25–38, Portland, Oregon,
2002.
(Miller 04) Tristan Miller.
Latent semantic analysis and the
construction of coherent extracts. In Nicolas Nicolov, Kalina
Botcheva, Galia Angelova, and Ruslan Mitkov, editors, Recent
Advances in Natural Language Processing III, volume 260 of
Current Issues in Linguistic Theory (CILT), pages 277–286.
John Benjamins, Amsterdam/Philadelphia, 2004.
(Murray et al. 05) Gabriel Murray, Steve Renals, and Jean Carletta.
Extractive summarization of meeting recordings. In Proceedings
of Interspeech’05, Lisbon, Portugal, 2005.
(Over & Yen 04) Paul Over and James Yen. An introduction to
duc 2004 intrinsic evaluation of generic new text summarization
systems.
http://www-nlpir.nist.gov/projects/duc/pubs/
2004slides/duc2004.intro.pdf, 2004.
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Abstract
Co-referential chaining poses a difficult problem for
Automatic Summarization (AS) when a text unit that
embeds an anaphoric reference is chosen to compose a
summary and its antecedent is not. Coherence, in this
case, is often severely damaged and so may the degree
of informativity be. This article presents an AS
proposal that deals with rhetorical and linguistic
knowledge to overcome that. A heuristics-based
system is presented that addresses referentiality and
rhetorical structuring to identify when an antecedent
text unit must be included in a summary, to avoid
coherence problems. The model has been assessed so
far on both informativity and coherence for news
articles written in Brazilian Portuguese. Only
coherence is addressed in this paper.

1. Introduction
Significant knowledge-rich approaches to AS have
been proposed that deal with the rhetorical
structuring of source texts in order to produce
coherent summaries. In general, they suggest that
discourse segments potentially superfluous for
exclusion may be recognized through their
rhetorical relations (e.g., Sparck-Jones 1993;
O’Donnell 1997), or that a relevance classification
of elementary discourse units (hereafter, EDUs), or
single propositions, may be drawn from the text
rhetorical organization (Marcu 1997; 1999; 2000).
In most cases, the Rhetorical Structure Theory, or
RST (Mann & Thompson 1987), is used to model
both, rhetorical/discourse organization and
summarization.
In spite of focusing on discourse representation,
none of the above referred work embeds a finegrained semantic analysis aiming at disentangling
simple content units and, thus, yielding a proper,
propositional representation. Instead, propositions
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are directly delimited at the surface of the text and
expressed as leaves of an RST tree. This results in
rhetorically organized frozen text units. Whilst this
approach makes knowledge-based AS less
complicated, it prevents usual anaphora resolution,
since anaphoric expressions are, in general,
embedded in an EDU. As a result, non-sequiturs
are very likely to occur when an EDU is chosen to
compose a summary and its antecedent is not.
Still considering EDUs holding for text units in
RST trees, the RHeSumaRST (Heuristic Rules for
Summarizing RST trees) summarization system
can use directly Marcu’s algorithm of salience
determination. Its singularity is that it also adds to
salience determination a way of overcoming the
non-sequitur problem using the Veins Theory, or
VT (Cristea et al. 1998). This theory allows
recognizing the “veins” of a discourse, by
delimiting the domain of referential accessibility of
its EDUs. In signaling the scope of the discourse in
which anaphora antecedents may occur in RST
structures, it may be used to determine co-referent
discourse segments of a vein that may lead to a
coherent discourse. So, VT combined to RST may
help content selection and structuring on a better
basis than RST, alone or combined with Marcu’s
salience model. This is exactly the methodology
proposed in RHeSumaRST.
The system also provides the means to support
discourse
organization
of
multi-sentential
summaries by focusing on preserving a satisfactory
level of informativity, when compared to the
source text.
RHeSumaRST does not address classical
knowledge-rich techniques, such as abstracting or
generalizing RST trees, to produce their
corresponding summary RST trees. However, it
brings forth a cooperative model that guides the
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pruning of RST trees by means of heuristics. These
combine decisions on rhetorical and co-referential
chaining by dealing with rhetorical and linguistic
knowledge to exclude superfluous information.
Differently from excluding them at random, they
are conditioned to verifying if EDUs that are
candidate to exclusion do not damage the domain
of referential accessibility of EDUs already chosen
to compose a summary structure. So, whilst RST
provides the means to tackle informativeness and
does not necessarily guarantee coherence, VT does
the opposite way, to keep the summary coherent.
In what follows firstly main features of RST and
VT theories are outlined (Section 2), then the
RHeSumaRST architecture is presented (Section
3). The rationale behind RHeSumaRST heuristics
is presented in Section 4. RHeSumaRST
assessment on coherence is, thus, presented in
Section 5. Final remarks are presented in Section 6.

2. RST and Veins Theories
RST is an already well-known theory, widely
explored in knowledge-rich NLP systems by
Marcu and others (e.g., Ono et al. 1994; O’Donnell
1997). Nuclearity is its main features for AS. Once
EDUs are delimited, they may be inter-related
through mono- or multi-nuclear RST relations,
yielding compound RST subtrees. These, in turn,
may also be related to other RST subtrees. In the
end, if the text under analysis is coherent, its
corresponding RST tree is supposed to convey no
dangling RST subtrees. Thus, in pruning an RST
tree, the resulting summary RST tree must also
obey the same principle: just fully interconnected
summary RST trees may be produced.
Nuclearity, in RST, addresses relevance or,
according to Marcu, the salience of the EDUs: RST
nuclei (Ns) are more relevant than their satellites
(Ss). So, mononuclear RST relations must be
focused upon, in order to summarize a tree. Equally
relevant EDUs are inter-related only by
multinuclear RST relations. In this case, if one of
the EDUs is chosen to compose the summary RST
tree, all of them must also be chosen.
By focusing on nuclearity, RST-based
approaches to AS aim at guaranteeing coherence
and selecting the most relevant information to
compose a summary. However, the only means to
map relevance is through the position of Ns and Ss
in the tree. Considering a highly condensing

strategy, all the Ss could be considered superfluous
and, thus, pruned from the source RST tree. This
has already been proven unfruitful, due to
incoherent summaries. Marcu tries to improve on
that by considering, in his salience model, a thread
of EDUs groups that are classified on their
relevance. In doing so, coherence is improved, but
inter-related EDUs do not necessarily mirror
semantically and linguistically dependent content
units, such as the co-referential chains under focus
in RHeSumaRST.
The lack of a model that processes EDUs in a
more fine-grained level is the reason for that: if an
ideal discourse analyzer were used, co-referential
chains of EDUs would all lead to the same, unique
concept. In turn, there would be no non-resolved
anaphors. Since the EDUs considered here are
actually text units and no approach exists to
properly deal with the posed problem,
RHeSumaRST tries to improve on former RSTbased methods to tackle coherence loss introduced
by co-referential breaks. These may happen, for
example, when an anaphoric EDU is an N and its
antecedent is a S: if the drastic approach were
taken, S would be excluded and a dangling anaphor
would hold in the final structure.
The Veins Theory goal is to prevent the above
to happen: it also addresses only nuclearity to build
the “veins” of a discourse. A vein of an EDU
delimits, thus, its domain of referential accessibility
in an RST tree. Since the vein is defined as the set
of discourse units that embeds the antecedent of an
anaphor related to that EDU, VT is semantically
and linguistically motivated, although it depicts the
veins only on RST basis. This view gives rise to
RHeSumaRST main premise: addressing coreferential chaining by verifying if a complete coreferential chain is embedded in a unique vein
helps preventing summaries to be incoherent due to
dangling anaphors.
Both theories that bring about the
RHeSumaRST heuristics benefit from the previous
mentioned work: Cristea et al.’s algorithm to
compute the veins of the RST tree is first applied,
yielding an RST annotated tree in which heads1
and veins are marked. Then, Marcu’s model is used
to classify EDUs of the RST tree, as described in
the next section.
1

A head of an RST node N is the set of its most salient
EDUs in the discourse segment which embeds N; its vein
is drawn based on the head.
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3. RHeSumaRST architecture
Figure 1 presents RHeSumaRST pipelined
architecture: first, an input RST tree is annotated
with its veins, by applying Cristea et al.’s algorithm
(1998). Then, Marcu’s model is used to classify
EDUs of the RST tree and, finally, pruning takes
place on the annotated RST tree through the
application of candidate heuristics2.
Following the same strategy as that adopted by
Marcu (1997), input source RST trees are built
using the RST Annotation Tool3. This provides
only a graphic interface to support rhetorical
annotation. Pruning is entirely based upon the
application of the heuristics. These are defined on
RST and VT bases as a result of corpus analyses of
real texts in NL.
Focusing solely on the phenomenon of coreferentiality, i.e., on the occurrence of both
anaphoric and its antecedent terms in a text,
RHeSumaRST works in the following way: once a
discourse segment that embeds an anaphor EDU is
chosen to compose a summary, it looks after its
antecedent EDU, in order to also include it and,
thus, prevent a dangling anaphor to occur.
Certainly, the problem does not exist for direct
anaphors4. So, only anaphoric constructions that do
not pose repetitions are considered.
More specifically, RHeSumaRST has been
modeled analyzing only definite anaphors (Vieira
et al. 2002), i.e., those signaled by nouns phrases.
In Brazilian Portuguese, they are generally
introduced by a definite article (e.g., ‘o menino’, or
the boy) and, like in many other Romance
languages, they are very often used as a stylistic
resource to improve writing quality. Definite
anaphors have been focused upon in
RHeSumaRST because they occur very often in
natural language texts and their potential to
introduce coherence problems due to co-reference
breaks in the intended summaries is high.
Pruning heuristics will be detailed in the
following section.

4. Heuristics based on co-references
for AS of RST trees
Pruning heuristics in RHeSumaRST address
coherence and informativity by focusing on
constraints that prevent coherence breaks
introduced by particular choices of EDUs. Since
RHeSumaRST does not resolve anaphors, the
heuristics are driven towards including a complete
vein, once its anaphor component is chosen.
Defining the set of heuristics has been corpusdriven: the corpus was composed of 30 newspaper
articles from the TeMário corpus (Pardo & Rino
2003)5 and its analysis aimed at (a) identifying
those RST satellites that were indeed superfluous;
(b) verifying the contexts of co-referentiation that
could introduce coherence problems. The texts
were pre-processed in three distinct phases, as
follows: firstly, their RST trees were built with the
RST Annotation Tool. Secondly, the veins of the
resulting RST trees were automatically obtained.
Finally, the occurring co-referential chains were
annotated with the MMAX tool (Müller & Strube
2001) that provides only a graphic interface to
support co-referential text annotation. So, the
expertise of the user is still required.
To identify superfluous RST satellites (goal (a)
above), each RST tree was compared with the
corresponding manual summary6: we verified if
each EDU in an RST tree had corresponding
information units to those in the manual summary.
The underlying hypothesis here was that, by
defining heuristics based on information common
to the manual summaries, the heuristics would be
able to recognize content judged relevant in the
source text under summarization. The comparison
aimed, thus, at guaranteeing minimum
informativity in the automatic summaries. This
methodology implies that heuristics be based on
those RST relations that signal more significantly
the content of interest, for any source text (this
paper does not discuss genre dependence).
Our analysis showed that most mononuclear
RST relations (c.a. 97%) had their satellites

2

Both modules have been implemented in
collaboration with Leandro M. Hanada.
3
www.isi.edu/~marcu/discourse/AnnotationSoftware.h
tml (march/2005).
4
Those whose anaphoric expressions are the same as
the ones in their antecedents.
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5

Free download in http://www.linguateca.pt
6
TeMário texts already come along with their manual
summaries, built by a professional writer. So, we consider
that they are the ideal summaries (Mani 2001).
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Figure 1: RHeSumaRST architecture
included in the manual summaries in 50% or less
of the cases. Many of them had no satellite
preserved at all, such as the CIRCUMSTANCE
relation. Only EXPLANATION had more than
50% of its satellites present in the summaries
(57%). However, this RST relation is meaningless
in the corpus (only 0.5% occurrences). These
results may indicate that satellites of RST trees are
indeed non-relevant for AS and, thus, should be
directly excluded, in pruning mononuclear RST
relations. Multinuclear ones also appear in the
corpus. However, they were not our focus, because
if we decide to include in a summary RST tree one
of the EDUs of those relations, all of them should
be included. So, there are no pruning heuristics for
them.
Concerning goal (b), i.e., verifying the contexts
of co-referentiation that could introduce coherence
problems, the corpus analysis helped identifying
the domain of referential accessibility of definite
anaphors occurring in the source text. The
intention here was to verify its structural
correspondence with its RST tree and derive
proper heuristics to guarantee that a summary
would not convey dangling anaphors. Then, we
looked for its anaphoric and antecedent terms in its
RST tree, to see if they were present in the same
vein. The hypothesis here was that, if a complete
chain were embedded in the same vein, heuristics
should be based on the preservation of the full vein
to guarantee the minimum of coherence of the
summaries, concerning co-referential chaining.

The results showed that, for 80% of the coreferential chains in the corpus, both anaphor and
antecedent occurred in the same vein. For the
corresponding RST relations, heuristics were thus
defined that were limited to excluding only those
satellites that were not in the domain of referential
accessibility of the EDUs already chosen to
compose a summary. As a result of the corpus
analysis, 30 pruning heuristics were defined, which
compose the main module of the RHeSumaRST
system, as described in (Seno & Rino 2005a). A
heuristic involving the CIRCUMSTANCE RST
relation is described below, together with an

example extracted from the TeMário corpus
(illustrated co-referential chains in bold).
H1: Delete y from circumstance(x,y) if y � vein V, for
an V of any EDU z already included in the summary
RST tree.
Example-text7: [1] The industry Produtos Pirata
Indústria e Comércio Ltda., from Contagem [2]
(metropolitan region of Belo Horizonte), [3] will
register this year an increase in productivity in its
commercial and industrial areas of 11% and 17%,
respectively. [4] The gains are due by the board of
the industry to the new philosophy that has being
adopted in the industry since October last year, [5]
when the Pirata was introduced in the Sebrae
Program of Total Quality.

Assuming that a partial summary RST tree is under
construction and that it already embeds EDUs 1, 3,
and 4, H1 applies to the exclusion of EDU 5 from
the original RST tree (Figure 2)8, because the veins
(v) of the nuclei 1, 3 and 4 do not include it.
Summary RST tree (Figure 3) results from that.
Satellite 2 could be excluded as well, under a
heuristic that analogously concluded for its
omission with no damage of the veins of the nuclei
1 and 3.
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Figure 2: RST tree of example-text

7

Translated into English for readability.
The terminal nodes represent the EDUs and inner nodes
the rhetorical relations.
8
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Figure 3: summary RST tree

5. Assessing RHeSumaRST
A first assessment of the system was carried out on
informativity and coherence (Seno & Rino 2005b)
on a test corpus of 10 texts from TeMário. For
informativity assessment (using ROUGE), when
compared to two other systems, namely, the
Salience (Marcu 1997) and the Topline models,
RHeSumaRST performed similarly to the others.
The Topline model is a baseline which prunes
every satellite of an RST tree leaving only its
nuclei. It has been named so because pruning all
the satellites and leaving all the nuclei of a source
RST tree (thus, only central information, according
to Mann & Thompson (1987)) is very likely to
provide a highly informative summary.
With respect to coherence, which is the only
focus of this article, RHeSumaRST performed
better than the Topline and Salience models.
However, the percentage of coherence loss due to
co-referential chaining breaks was very low for all
of them (5%, 8%, and 15 %, respectively). For this
reason, another coherence assessment has been
devised on a different test corpus.
The new corpus9 amounts to 20 newspaper
articles written in Brazilian Portuguese. Two RST
specialists annotated all of them rhetorically, also
using the RST Annotation Tool. In order to avoid
annotation disagreements, rules of RST tagging
(Carlson & Marcu 2001) were applied. Besides the
RST annotation, the test corpus was also annotated
with the co-referential chains.
To compute co-referential chaining breaks, all
the summaries were generated and manually
compared with their corresponding source texts. A
70% compression rate was used to prune source
RST trees. The manual comparison was intended
to verify if coherence problems found in the
summaries were indeed due to co-referential
chaining breaks. To confirm that, once identified a
9

Corpus Rhetalho, available in:
www.nilc.icmc.usp.br/~thiago/rhetalho.html (jun/2005).
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potential dangling anaphor, the corresponding
source text was used to retrieve its context. If this
did not introduce a complete co-referential
chaining, the anaphor found in the summary was
considered new and no coherence break was
computed.
Differently from the first assessment,
RHeSumaRST was compared only with the
Topline Model, because this rated closer to it. The
Salience Model was not considered because it
would imply a much more struggling process, for
the thorough manual comparison of each summary
with its corresponding source needed. Table 1
shows the rates of co-referential chaining breaks
(CRC breaks) in news summaries. CRCs stands for
co-referential chains.
Table 1: CRC breaks in news summaries

System

# CRCs # CRC % CRC
breaks breaks
RheSumaRST
45
2
4
Topline
45
8
18
Although the current test corpus is still small for a
robust evaluation, compared to the first assessment
RHeSumaRST performed better than Topline.
Whilst there was a differing rate of c.a. 63% of coreferential chaining breaks between RHeSumaRST
and Topline in the former experiment, with
Rhetalho the differing rate fell to c.a. 22% breaks.
In other words, RHeSumaRST rated still better
than Topline, in comparison with the first
experiment. This, indeed, shows a considerable
improvement in its performance.

6. Final Remarks
The results reported so far bring about
RHeSumaRST potentiality for summarizing news
texts. However, more investigation is needed for
scalability. Its improving on performance in the
assessment reported in this paper also may be due
to the way the test corpus was annotated: the
Rhetalho corpus has been certified by two RST
experts, under a clear formalization of the
discourse analysis procedure.
Carrying on a deeper critique of the heuristics
involves considering the specificities of both
foundation models themselves: some RST
relations are more likely to appear in texts of
certain genres than others. It is still unclear if
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genre-dependence influenced the results shown
above.
Although RHeSumaRST demands discourse
analyzes of the texts to be summarized, it adds to
knowledge-rich approaches the advantages of both,
the RST nuclearity and the Veins Theory. Clearly,
for certain genres whose texts do not embed a
significant amount of co-referential chains, the
proposed model would be too sophisticated.
However, in assuring that a vein will be
completely reproduced in the summary RST tree,
RHeSumaRST seems promising in improving the
coherence of the generated summaries.
It is also noticeable that, although the system
has been modeled focusing solely on definite
anaphors, its proposed methodology is applicable
to any linguistic expression of co-referential
chains. This is due to its lacking of a mechanism to
identify any of those reference phenomena.
RHeSumaRST still demands a knowledge-rich
input, which has been so far handbuilt. This will be
resolved in the near future by plugging to it DiZer,
a discourse analyzer of texts written in Brazilian
Portuguese (Pardo et al., 2004). In this way, a twomodule automatic summarizer will be available
and, thus, source texts will be given for producing
their summary RST trees.
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