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Preface
The focus of work on computational phonology, which began in the 1970s, is the study of the
representations and processes needed to model the sound structure of natural languages, including
e.g. the nature and status of phonotactic constraints, the mapping from lexical to surface structure
(generation) as well as its reverse (parsing), the form and implementation of phonology rules,
the modeling of phonological behavior, e.g. speech errors or the mappings between textual and
phonological structures (grapheme-phoneme conversion), and phonological learning. Phonological
and computational theories collaborate naturally in approaching all these various theoretical and
practical tasks.
Some of the outstanding research in this area has been done within the following areas: finitestate models (Koskenniemi, Kaplan & Kay, Beesley & Karttunen), modeling and implementing
optimality theory (Karttunen, van Noord & Gerdemann, Biro), and learning phonology (Johnson 1984,
Gildea and Jurafsky 1996, Tesar and Smolensky 2000, Boersma and Hayes 2001, Albright and Hayes
2003). Some novel research directions concern areas, such as the study of phonological variation in
dialectology and sociolinguistics, the study of phonological interference in interlanguage production
and comprehension, and the study of sound changes in diachronic linguistics. Applications include
lemmatization for indexing and parsing; seeking translation equivalences based on pronunciation
similarity; detecting alternative spellings, especially for names from other languages; detecting brand
names that might be too similar to other brand names or to words with undesirable connotations;
detecting confusable drug names.
The workshop hosts an invited talk by Grzegorz Kondrak (Alberta) and 10 accepted papers.
The papers can be divided thematically into several groups. The first group concentrates on
various methods in dialectometry, historical linguistics, and/or phonetics – Hinrichs and Zastrow,
Prokic, Wieling and Nerbonne, Gyarmati and Vasarhelyi. The second group focuses on computational
processing of different dialect data – Alewijnse et. al and Montemagni. The third group comprises
papers, which report on investigations other than dialectometry and phonetics, but at the same time
closely related to them – Dorscheidt et. al. on morphophonemic learning, Van der Ark et. al. on
detecting loan words, Konstantopoulos on detecting the source language based on a name, and
Zinger et. al. on the application of phonological techniques in information retrieval for handwritten
archives.
The invited talk discusses the relation between word similarity and sequential processing. The
author attempts to identify common features of the various tasks which involve sequential processing.
He also outlines the question of the portability of methods from one task to another.
Hinrichs and Zastrow present two novel approaches to computational dialectometry, vector
analysis and information theory. The methods are applied to Bulgarian phonetic dialect data. Although
the vector based approach performs better in obtaining sophisticated clusterings, the information
theory-based approach also succeeds in detecting the important dialect regions in Bulgaria. The authors
conclude that both methods are viable depending on the specific task. Prokic applies phylogenetic
methods, which were developed in bioinformatics, to Bulgarian phonetic dialect data. The data
was pre-processed by aligning the word sequences. Although again all the methods performed well
in general, there was difference with respect to the level of detail. The author’s conclusion is that
character-based methods perform better in this respect than distance-based ones, which give only gross
division information. Wieling and Nerbonne introduce two adaptations of the Levenshtein algorithm.
These changes are motivated by psycholinguistic work in word recognition: first, the initial part of
the word is more significant than its final part, and second, stressed syllables play more important role
than the unstressed ones. The adapted methods were applied to Dutch and Norwegian dialect data. A
new normalization method is introduced to support the adapted approaches. Gyarmati and Vasarhelyi,
focusing on the phoneme categorization task, apply several techniques to various language corpora

(Hungarian, English, French, Japanese, Czech, Maori). They conclude that although simple techniques
perform quite well, clustering techniques remain a better choice due to their lesser dependence on the
corpus and transcription style.
Alewijnse et. al. discuss the distribution of Bantu varieties in Gabon. Their application of
Levenshtein distance analysis to phonetic data from Bantu shows that the techniques which had been
demonstrated to identify relatedness well among Indo-European languages are also applicable to
African languages (in this case, Bantu). Montemagni applies the Levenshtein-based toolkit developed
in Groningen to language varieties from Tuscany (Italy). The author is interested in the correlation
between pronunciation and lexical variation. She concludes that they correlate poorly, but that this
issue needs further efforts.
Dorscheidt et. al. test the hypothesis whether it is possible to perform a learning task without
strong assumptions about the form of language rules. The authors apply Albright and Hayes’s socalled minimal generalization learner (MGL) to the problem of deriving diminutives from nouns in
Dutch, testing their method both against correct forms, but also against human behaviour vis-à-vis
made-up material (“wug words”), noting a significant correlation between behaviour and the MGL
predictions. Van der Ark et. al. use Levenshtein distance analysis techniques normally applied to
the problem of classifying language varieties to the problem of identifying loan words. The authors
exemplify their ideas on data recently collected in Central Asia. Konstantopoulos concentrates on
the identification of the language from which a single name or single very short fragment comes.
The author concludes that names give better clues for language detection than other common words,
and also that family names are more informative than given names. Zinger et. al use phonological
sequence comparison algorithms to support the task of retrieval from hand-written archive material.
The authors stress that in such a task the precision is the most important metric. They point out to
other applications of their method.
We would like to thank the members of the Program Committee for their help with the reviewing
process.
The Workshop is supported by the project Measuring linguistic unity and diversity in Europe,
financed by Volkswagen Stiftung Foundation, Germany.
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Word Similarity and Sequential Processing
Grzegorz Kondrak
Department of Computing Science,
University of Alberta, Edmonton
Alberta, Canada T6G 2E8
kondrak @cs.ualberta.ca

Abstract
In natural language processing, words are
often treated as abstract entities divorced
from their actual form. However, the actual orthographic or phonetic form of words
is an important feature that can be utilized
in various tasks. The development and application of word similarity methods leads to
a number of challenging research problems,
and promises to bring a unifying perspective on several distinct tasks that have so
far been perceived as unrelated.

In natural language processing, words are often
treated as abstract entities divorced from their actual form. However, the actual orthographic or
phonetic form of words is an important feature
that can be utilized in various tasks. Depending on the context, strong word similarity may
indicate either that words share a common origin
(cognates), a common meaning (synonyms), or are
related in some way (e.g. spelling variants). Word
form similarity plays an important role in several
areas of natural language processing, including
statistical machine translation [8], spelling correction [1], letter-phoneme conversion [6], transliteration [2], coreference [7], dialectometry [4], drug
name confusability [3], and cross-language information retrieval [5]. The development and application of word similarity methods leads to a
number of challenging research problems, and
promises to bring a unifying perspective on several distinct tasks that have so far been perceived
as unrelated.
Many methods of computing word similarity
have been proposed. The methods include edit
distance, longest common subsequence ratio, and
several variations of measures based on counting common letter n-grams, as well as measures
designed speciﬁcally for associating phonetically
similar names, such as Soundex and Editex. By
assigning variable weights to various edit operations depending on the characters involved in
the operations, one can design similarity schemes
that are more sensitive to a given task. Such
variable weight schemes can be divided into two

main categories. One approach is to manually design edit operation weights on the basis of linguistic intuition or physical measurements. Another
approach is to use machine learning techniques
to derive the weights automatically from training
data composed of a set of word pairs that are considered similar. The constructed schemes tend to
be somewhat arbitrary, but require no training
data, which can diﬃcult or expensive to obtain.
The advantage of the data-driven approaches is
their ease of adaptation to diverse tasks, so long
as the training data sets of suﬃcient size are available. In general, the more complex the underlying
model, the larger the data sets that are needed for
accurate parameter estimation.
There are strong similarities between various
tasks involving sequential (word form) processing.
In general, we can identify two principal tasks:
the generation task and the matching task. In
the matching task, the input consists of a pair of
sequences and the goal is to align them and/or
compute a similarity score between them. Examples of matching tasks include cognate identiﬁcation, alignment of transliterations, spelling correction against a dictionary, and alignment of the
orthographic forms with their respective pronunciations in the letter-to-phoneme conversion, In
the generation task, the input consists of a single sequence, and the goal is to generate their
its corresponding sequence. Examples of generation tasks include sequential machine translation,
transliteration, and letter-to-phoneme conversion.
In this talk, I will focus on similarities between
various tasks involving sequential processing. Is
it possible to formulate a general framework of
sequential processing, in which the above mentioned research problems could be expressed as
instances of a single string transformation model?
Can we successfully adopt methods developed for
one problem to other problems? I will also discuss
the validity of the view that sequential processing
is strictly subsumed by statistical machine translation. According to the view, sequential processing is best handled by a direct application of MT
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techniques by simply changing the level of analysis from words to letters. In particular, I will
present the results of applying the sequential MT
approach of Zens and Ney [9] to transliteration
and letter-to-phoneme conversion.
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A Computational Analysis of Gabon Varieties
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extralinguistic measures of relatedness, in particular,
genetic relatedness.
The Gabon Bantu varieties are particularly interesting with respect to the edit distance measure due to
their extensive use of preﬁxation, which has the potential to confuse the alignment in the edit distance
measure. The Gabon Bantu varieties are also geographically interesting as the Bantu people have been
unusually mobile, disrupting the usual geographic cohesion of language variation. Gabon Bantu speakers
are also known to mix languages extensively, another
potential challenge for the techniques.
The phonetic data being studied comes from an as
of yet unpublished database, which will be introduced
brieﬂy.

Abstract
The linguistic situation in Gabon is highly complex as the various varieties form long chains,
and multilingualism is common. Most previous
classiﬁcations of Gabon varieties have used lexical models, a notable exception being Nurse &
Philippson (2003), which involves phonological
and morphological features.
This paper presents a phonetic analysis of Gabon varieties. It applies Levenshtein analysis
to obtain pronunciation distances, which are in
turn analyzed using bootstrapped clustering to
identify groups, including an estimation of the
robustness of the clusters. On the basis of clustering, we obtain a graded map of varieties.
The results indicate that techniques developed
and proven on European languages are still useful when applied to Bantu in spite of its diﬀerent
structure and its nomadic speakers.

2

The Bantu language varieties in Gabon are classiﬁed
as part of Western Bantu and Forest Bantu (which
according to Nurse & Philippson (2003), henceforth:
N&Ph (2003), is a subset of Western Bantu).1 They
belong to Guthrie’s zones A, B and H.
Note that Maho (2003) proposes an update of Guthrie’s classiﬁcation, which attributes new codes to
missing languages. These codes are easily distinguishable from the ones used in Guthrie’s original list since
we refer to varieties not listed in Maho (2003) using
Guthrie’s codes followed by the locations of speciﬁc
varieties between parentheses.
A northwestern vs. (central-)western split within
Western Bantu is well supported [1, 6, 10], with zone
A language variants + B10 (Myene), B20 (Kele),
and B30 (Tsogo) considered as part of northwestern
Bantu, and the remaining language varieties as part of
(central-)western Bantu. N&Ph (2003) do not provide
direct evidence in favor of or against such a split, as
they did not examine higher level groupings.
Local, lower-level clusters may be identiﬁed (sometimes transcending the current borders) such as [A75],
[A80], [B10 and B30], [B20 (?B21)], [B40-some H12
and H13], [B50 and B73], [B60] and [B70 (less B73,
B81, B83-4)], as well as intermediate groupings such
as [B10-30], [B50-60-70, parts of B80-H24] and [H10,

Keywords
Levenshtein distance, Bantu
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Previous work

Introduction

The present paper applies a measure of pronunciation
distance to Gabon Bantu varieties in an eﬀort to detect
their relatedness.
Gabon is located in western central Africa, bordered
by Cameroon on the north, by Equatorial Guinea to
the northwest, by Congo to the east and south, and
by on the west by the Atlantic ocean. See Fig. 1. It
has a population of approximately 1.2 million. The
oﬃcial language is French, and its population collectively speaks over ﬁfty local language varieties, all of
which are Bantu with the exception of Baka, a Pygmy
language, which is Ubangian.
The phonetic measure is a variant of edit distance
or Levenshtein distance, and this is the ﬁrst application of this sort of analysis to Bantu language variants, or indeed any African languages for the purpose
of detecting linguistic aﬃnities. A general purpose of
this paper is therefore to verify that the techniques
developed for European languages can successfully be
applied to Bantu. A longer term goal that will not
be realized in this paper is to compare linguistic and

1

Note N&Ph (2003)’s deﬁnition of Western Bantu is not necessarily the same as other deﬁnitions; cf. Grégoire (2003)
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H30, H42, B40-parts of B85] (cf. N&Ph (2003)). See
Fig. 2 for the geographic locations of the sites. However, the identiﬁcation of higher-level entities is particularly arduous. New criteria emerging from the study
of verb morphology may allow researchers to tackle
this issue more eﬀectively.

3

Data

3.1

Summary

The data used in this study has not been analyzed
before and is part of a dataset under development for
the Atlas Linguistique du Gabon (ALGAB), a database
planned for release in 2010. The data being studied
will be made available via the it Dynamique du Langage website,2
The data can be presented in a table representing
phonetic data points for 160 glosses (concepts), at 53
sampling sites. The table is an aggregation of various
samplings at diﬀerent places and times, and somewhat
sparse for various reasons.
As a rule, both singular and plural forms have been
collected, though for some varieties there is only one
form. Having singular and plural forms is important to
Bantu specialists for morphological information such
as ﬁnding the gender of substantives which is reﬂected
by the choice of plural preﬁxes.
Although tone and stress information have been ignored in this study, the authors do not assume these
features to be less relevant, only that both require a
fuller treatment after more careful study.
Stress is not marked in the database because it is
predictable in all varieties. It is usually placed systematically on the ﬁrst syllable on the noun stem, while
sometimes straightforward penultimate stress is used.
No stress contrasts have been found (within single varieties). While the decision not to mark stress is understandable from the point of phonological theory, we
would prefer to have data marked with stress to keep
track of its distinctive use among diﬀerent varieties.
As far as we know, tone is indeed distinctive in most
if not all varieties. Previous analysis has revealed a few
diﬀerent basic categories of tone systems in use, which
is one among several details that make proper study
and veriﬁcation of tonal transcription throughout all
the data very time consuming. Since tone has not
been systematically transcribed in the ﬁeld (for diﬀerent reasons, including absence of tonal contrast at the
surface, and because of the priority given to the segmental level, or due to the ability of the consultant),
tonal information had to be discarded from the data
in this analysis for ease of comparison.
The table of data has 10417 ﬁlled cells, approximately 64% of the possible whole. There are a few more
data points as some entries consist of more than one
linguistic equivalent.
There are two relatively frequent diacritics present
in the data, nasalization and the syllabic marker.
2

See http://www.ddl.ish-lyon.cnrs.fr/. ALGAB has been
used in a few other papers [15, 7, 11, 9], including PhD
theses and local working papers which can be found on the
DDL website under author names like Hombert, Blanchon,
Fontaney, Mouguiama-Daouda, Van der Veen, and others.
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3.2

Collection Objectives, Locations,
Time Span

As the overall linguistic situation of Gabon was rather
poorly understood in the early 1980s, a small team of
Africanists working in Lyon decided to launch an extensive language survey. This carefully planned and
organized survey led to the discovery of several unknown varieties (some of which are extinct by now),
and to a deeper understanding of the local languages
and the relationships between them.
The team surveyed province by province. Traveling
was done by car, by pirogue or on foot, from one village to another, following the main axes of the country
(roads, paths, and rivers). Libreville, where one can
ﬁnd speakers of virtually all of the languages of the
country, has become an important place for retrieving
possible missing links, establishing new contacts, and
completing the survey. Fig. 2 shows the locations of
the sites where data was collected, and the appendix
provides village names and Ethnologue labels to allow
identiﬁcation.
Data was collected in the ﬁeld during several shortterm missions in two major periods, 1985-1991 and
2000-2005, but from 1990 on also in Lyon and Tervuren (Belgium), mainly by postgraduate students.
Diﬀerent provinces have been sampled at diﬀerent
times.
Data collection was an essential part of a preliminary linguistic inquiry with classiﬁcation and description in mind, including the elaboration and publication
of a linguistic atlas of the Gabon area, the still ongoing
ALGAB project that started in the 1980s), the study
of basic phonology and morphology (nouns, verbs),
and a series of preliminary comparative and diachronic
studies (reﬂexes of the proto-language, regional reconstructions, borrowings). These studies have resulted
in a considerable number of publications and dissertations (MA, PhD). See above, note 2.

3.3

Sample construction and ﬁeld work

The ALGAB word list was designed for preliminary
linguistic research depending on the linguistic and cultural situation of Gabon. It draws on existing elicitation lists such as the ALAC list3 and takes previous
experience and knowledge of the (extended) area into
account.
The list of 160 words includes mainly nouns (89)
and verbs (41), and additionally numerals (from one
to ten), adjectives (13), adpositions (2), interrogative
pronouns (2) and a few unclassiﬁable items. The set
was chosen to obtain high-frequency core vocabulary
that is not culturally marked, at least not to a great
degree.
Fieldwork was performed by a team comprising
some 15 well-trained elicitors: Jean-Marie Hombert,
Gilbert Puech, Jean Alain Blanchon, Louise Fontaney,
Lolke Van der Veen, Pither Medjo Mvé, Patrick
Mouguiama-Daouda, Daniel-Franck Idiata and Roger
Mickala-Manfoumbi. The few initial and principal elicitors (Hombert, Puech, Blanchon, Fontaney) are all
3

Atlas Linguistique de l’Afrique Centrale. See also Dieu and
Renauld (1983).
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experienced ﬁeldworkers and worked closely with less
experienced, participants, often supervising them.
Consultants were chosen in various ways. Whenever
possible, the choice was made in consultation with the
elders of the communities or, failing that, based on a
preliminary check. Elicitation was usually carried out
in French with a bilingual speaker, while in a few cases
through an interpreter.
Many interviews were conducted in villages and
hamlets, but others took place more informally on the
roadside. In most cases, several speakers have been
interviewed for each of the language varieties.
Both data collection activities and the data itself
were documented carefully, including as many details
as possible: language varieties with their name(s),
dates, names of consultants, names of elicitors, number of items collected, nature and quality of elicited
material, locations, maps with precise or approximate
location(s) for each language variety, etc.
The collected data was subsequently checked systematically with the help of additional consultants and
using good quality recordings made in the ﬁeld (as a
rule, word lists were recorded in the ﬁeld using DAT
recorders or mini-disk recorders). The sound recordings were particularly important in checking transcriptions by less experienced elicitors, where they served
to safeguard the uniformity and the reliability of the
data. Additionally, judgments of reliability were attributed to each sample collected in the ﬁeld, which
resulted in some data being discarded. Overall, the
data was thoroughly checked.
Sample lists may incomplete for several reasons.
Many of the varieties of Gabon are nearly extinct,
and their speakers are not always able to recall the
equivalents of the entries of the word list. In addition, multilingualism being the rule, speakers tend to
mix up languages. In several cases, lists are incomplete because of a lack of time. This also explains why
certain samples merely contain the initial, i.e. noun,
part. Since the task of a language assistant is tedious,
another understandable reason is a lack of motivation
on behalf of the consultants, who all participated on a
voluntary basis.

3.4

Transcription

The data used for this analysis is a careful simpliﬁcation of a larger database under development in Lyon.
This version was transformed based on an up-to-date
analysis of the respective language variants; predictable features such as contextual nasalization or lengthening have not been retained.

3.5

Representation, Conversion

The data was supplied in a Unicode encoding, but not
in Unicode IPA, rather in an encoding which uses a
special set of characters which must be viewed in combination with the IPALA font. Conversion to a more
standard format was therefore necessary before analysis. Since our current models are implemented using
X-SAMPA, the IPALA-coded characters were mapped
to X-SAMPA. This conversion was veriﬁed, since IPALA is not fully documented.

Table 1 shows the resultant phonetic characters, as
IPA and X-SAMPA characters, together with their frequency distribution.
X-SAMPA

@
1
E
O
o
a
e
i
I
u
U
V
Q
G\
4
?
p\
B
D
G
H
J
N
S
R
T
Z

IPA

@
1
E
O
o
a
e
i
I
u
U
2
6
å
R
P
F
B
D
G
4
ñ
N
S
K
T
Z

occurrences

948
7
1505
1950
2650
8248
2139
5655
42
4489
71
1
1
2
3
19
2
226
18
970
2
642
1325
520
27
3
424

b
d
g
f
h
k
j
m
l
n
p
s
r
t
w
v
x
z
~
=

b
d
g
f
h
k
j
m
l
n
p
s
r
t
w
v
x
z
˜
"

2809
1814
1102
303
145
2197
1482
4505
2224
2484
764
1205
554
2191
1119
264
13
532
40
95

Table 1: Phonetic characters as X-SAMPA and IPA,
together with their frequencies in the Gabon data set.

3.6

Examples

To give a rough illustration of the phonetic detail and
variation between varieties, we provide a small excerpt
of the phonetic data, seven words at two sites, one in
each Guthrie zone.
A34

B42 (Mimongo)

B42 (Mimongo)

singular

plural

tito
ñam@
bañam@
iBoNgo
maatsi
maatsi
miya
musopu
misopu
Biho
mbasu
bambasu
ukOdi
mukudu
mikudu
upupE
diBuG@
maBuG@
mwadyo
muGyetu
baGyetu
The word for ’rope’ illustrates the problem of preﬁxes
and the inﬂuence the preﬁxes have on pronunciation.
We further note that it would be surprising to ﬁnd this
degree of variation in the dialect atlas of a contemporary European language.
animal
fat, oil
intestine
nose
rope
wind
woman

3.7

Geographic data

The data represents sites spread throughout much of
Gabon, sometimes in close proximity, and in two cases
across the border in the Congo. Exact coordinates of
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many collection sites were provided, while other locations were only described. Gazetteers were used to
verify and augment the list as much as possible. A
few locations were calculated from fairly detailed descriptions such as “75km north of Z” or “between X
and Y”, where X and Y were fairly close.
Other location names or descriptions refer approximately to a collection site, or have a name that refers
to one of several sites in gazetteer data, usually related
ones. Because of this a number of locations are not exact, namely B11a, B11d, B22b, B20x, B31, B32, B304,
B42, B252, B305, B602, B71a (Ossele), B71a (Ibali)
and B71a (Djoko), which are shown on the ﬁrst map
with hollow markers (Fig. 2)
But the vagueness in the reference of place names
is not the only problem in locating the provenance of
linguistic varieties. In addition, respondents were not
always sure where their group or tribe was normally
located, inter alia because the members had moved a
good deal, and because several varieties are scattered
rather widely. Taken together, these problems mean
that we should exercise caution in reasoning about the
inﬂuence of geography.

4

Techniques used

The L04 dialectometric package,4 developed at
Groningen university, was used for the bulk of the calculations.
We note that missing values are basically ignored in
analysis: we calculate the distance between two sites
based on the pronunciations present and calculate the
mean distance for all the words that are compared.
This means that some dialect distances are based on
more comparisons than others and are therefore more
reliable statistically, but there is a large amount of
data, so that no comparisons are unreliable.
In the present study some varieties record singular and plural forms for each gloss, while others have
others a single form. This would make location comparison nontrivial, but L04 handles this inequality by
seeking optimal matches and uses the mean of those.
In the cases where one variety has one form and the
other two, the comparison boils down to the average
of the two distances.

4.1

Levenshtein distance

We compared pronunciations using Levenshtein distance, which may be understood as the cost of the
optimal set of operations need to map one string to
another. Heeringa (2004) contains an extensive introduction to the application of Levenshtein distance to
the problem of measuring the distance between pronunciations.
The phonetic model has discrete costs, meaning that
identical tokens cost nothing, while vowel-vowel and
consonant-consonant substitutions cost one unit, as
do insertions and deletions. In general this version
of the algorithm only allows substitutions respecting
syllabicity, i.e. vowels for vowels and consonants
for consonants. There are three exceptions to strict
4

http://www.let.rug.nl/∼kleiweg/L04/
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vowel-consonant borders: the semivowels [j] and [w]
as well as the maximally high vowels [i] and [u] may
match both vowels and consonants, and [@] may match
sonorant consonants.
Consonant-vowel substitutions are much more expensive than the combination of a deletion and insertion to the same eﬀect, which enforces the syllabicity
constraint, and also causes the Levenshtein results to
have slightly longer alignments that are usually more
natural.
Diacritics are not considered by the present model,
meaning that the ninety-ﬁve occurrences of syllabic
markers (marking syllabic sonorants) and the forty occurrences of nasalization are ignored. These counts are
low enough with respect to the overall sample site so
that we are conﬁdent that results were not aﬀected
greatly.
Following the analysis of [5], a model was used that
attempts to respect phonetic context by applying the
phonetic model not to words represented as sequences
of character unigrams, but rather to words represented as sequences of character bigrams, thereby including eﬀects of (direct) phonetic context. The resulting
comparison costs were not normalized by length, also
following Heeringa et al.’s (2006) ﬁndings.
The result of the pairwise distance measures
between all sites is a diﬀerence matrix containing linguistic distances between all pairs of sites. Cronbach’s
α is calculated as measure of consistency in the data,
and was determined to be a nearly perfect 0.93 (based
on the full dataset), meaning that we have enough
data for a clear signal, while the correlation between
the linguistic distances and the geographic distances
was calculated to be 0.461. We interpret the latter
to mean that geography clearly inﬂuences Bantu linguistic similarity in Gabon, but not overwhelmingly.

5
5.1

Results
Line map

The line map (Fig. 3(a)) visualizes the distances
between all site pairs. This ﬁgure shows the mean
phonetic distances between each site without any further processing, and so reﬂects the results of Levenshtein analysis transparently, but is visually rather
dense and does not clearly reveal groups (for example
in cases of sites near each other).

5.2

Clustering

We employ bootstrap clustering in order to identify
stable groups in the data. We use a bootstrap procedure because hierarchical agglomerative clustering
is not in general stable—small changes in input data
can change the “minima” that are sought in clustering,
leading eventually to large changes in the groupings
found. This also means, however, that the procedure
may be sensitive to noise.
To overcome the problem of instability, we apply a
bootstrapping step that can be described roughly as
using clustering repeatedly, using many random selections of the data (selecting with replacement). The
entire collection of clusterings is then inspected to see
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Figure 1: Location of Gabon
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Figure 2: Sampling locations in Gabon. Empty circles indicate approximate locations. See the Appendix for
a list of village names and Ethnologue labels.
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which groups emerge reliably. We use UPGMA (Unweighted Pair Group Method with Arithmetic Mean)
clusterings although we have experimented with others
[13].
We present the consensus dendrogram in Fig. 4(a).
The numbers associated with the groups indicate how
reliably that group emerged, from a total of 100 runs.
For example, clusters where ‘60’ is adjoined were found
in 60 of 100 runs, but not in the other forty. The evidence for these clusters is much less reliable that that for
clusters found more than 90 times. The length of the
branches in the dendrograms indicate the mean distance at which the groups were found, i.e. the so-called
cophenetic distance. We shall interpret these distances in subsequent processing.

5.3

Multi-Dimensional Scaling

The bootstrapped diﬀerence matrix was also analyzed
via Multi-Dimensional Scaling (MDS), a dimensionality reduction algorithm. The use of MDS in other
dialectological applications has allowed us to visualize
the notion of a dialect continuum in a well-founded
way [12]. Normally we apply MDS directly to dialect
distance matrices, but here we apply it to the mean
cophenetic distances which result from bootstrap clustering. The result is shown in Fig. 3(b). This is a novel
sort of visualization, which we have not been able to
present at length. It tends to emphasize the eﬀect of
clustering.
When we apply MDS to the mean cophenetic distances from the consensus (bootstrap) clustering, we
ﬁnd a good correlation between the original distances
and the distance in the two-dimensional MDS (r =
0.697), and a slightly better result in three dimensions (r = 0.762). These ﬁgures indicate the amount
of dialect variation that may be explained in models of this reduced form.5 We note that the third
dimension reduces the unaccounted for variance by
0.08 = (0.762 − 0.702 ), which is a 16% reduction. The
three-dimensional data was used in a reduced dimensionality map, which uses the three dimensions as color
components using the RGB color model.

proximity to A34 (Benga), although they end up near
each other in the dendrogram).
Though B20 forms the most scattered group within
territory surveyed, its presumed members do group
very reliably (cf. Tombidi (B20x) and B201 (Ndasa)
in the south), which suggest some deﬁnite underlying
unity, with the exception of B24 and B21. The faint
link between A34 and B25 (Kota) should also attract
our attention: it corroborates both earlier (unpublished) linguistic studies and oral tradition (not visible
in the MDS plot, Fig. 4(b)). There is no evidence of a
link between B11a (Mpongwe) and A34, although the
latter is clearly dominated by the former nowadays.
As far as the bootstrapped clustering (Fig. 3(b))
is concerned, two northern groups appear: A75 (the
Fang dialect cluster), and part of B20 (B20x=Mwesa;
B22b, B252, B25). With respect to the latter, links
appear with various other areas with yellow and yellowish shades, especially in the south and in the surroundings of Lambaréné (B22). The diﬀerent yellow
shades suggest the unity of B20, with varying degrees
of internal distances. This unity has been questioned
by some scholars and has never been proven. Bastin
et al. (1999), have found B20 to be a ﬂoating group,
clustering with northern languages in some cases and
with southern languages in other.
The collection sites in the southwest (colored in
lilac) perfectly match the SHIRA group (B40).
As expected, B10 and B30 varieties cluster together
(sites colored in red). B32 (Okande) correctly clusters
with the other B30 varieties, in spite of its geographical
eccentricity.
In the line map (Fig. 3(a)) the B30 and B10 groups
appear to form a group, i.e. a sort of (“central belt”),
which corroborates previous observations to this eﬀect,
although the reason for this apparent convergence is
still a matter of debate. However, as inspection of
the consensus dendrogram and the MDS-reduced map
of mean cophenetic distances conﬁrm, this is overemphasized because some of the relevant data points are
so close together that they are diﬃcult to distinguish
visually.

7
6

Discussion of results

We conclude that the techniques we have applied to
Indo-European languages in earlier work may also be
applied to Bantu languages. The special linguistic features of the languages did not present an insurmountable problem. The mobility of the Gabon Bantu population has meant that we need to refer more to the consensus dendrogram analysis of data than to the maps
displaying the results. We turn now to the speciﬁcs of
the aﬃnities we noted.
Within the expected complex network shown in Fig.
3(a), many lower-level groups appear that match our
expectations perfectly: [A75], [B10], [most of B20],
[B30], [B40], etc. B21’s well-known isolated position
also clearly appears here (and there is no linguistic
5

The percent of explained variance is 100 × r
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Future work

Future steps in this analysis should include the extraction of the dominant linguistic sources of the aggregate diﬀerences, a more detailed comparison to existing
scholarly literature, and, hopefully, the opportunity to
compare the linguistic landscape with the distribution
of other traces of cultural similarity and population
history.
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(a) Phonetic distances for all location pairs; dark is close, light is far.

(b) This map displays the ﬁrst three dimensions of the results of MDS
applied to the mean cophenetic distances used in the bootstrapped clustering procedure.

Figure 3: Result maps
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Figure 4: Result diagrams
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Appendix: Guthrie codes - language code reference
For reference, a list of which Ethnologue language codes9 the Guthrie codes correspond to:
Guthrie code Name
Ethnologue/ISO code
A34
Benga
[bng]
Fang
[fan]
A75
Mpongwe
[mye]
B11a
Galwa
[mye]
B11c
Dyumba
[mye]
B11d
Ndasa
[nda]
B201
Sigu
[sxe]
B202
Samay
no code available (not listed as such)
B203
Ndambomo no code available (not listed as such)
B204
B21
Seki
[syi]
Kele
[keb]
B22a
B22b
Ngom
[nra]
Mbangwe
[zmn]
B23
Wumbvu
[wum]
B24
B25
Kota
[koq]
Shake
[sak]
B251
B252
Mahongwe
[mhb]
Mwesa
no code available (not listed as such)
B20x
Tombidi
no code available (not listed as such)
B20x
Viya
no code available (not listed as such)
B301
Himba
[sbw]
B302
Pindji
[pic]
B304
Vove
[buw]
B305
Tsogo
[tsv]
B31
Kande
[kbs]
B32
B41
Sira
[swj]
Sangu
[snq]
B42
B43
Punu
[puu]
Lumbu
[lup]
B44
Wanzi
[wdd]
B501
Vili
no code available (not listed as such)
B503
Duma
[dma]
B51
Nzebi
[nzb]
B52
B53
Tsaangi
[tsa]
Kaningi
[kzo]
B602
Mbaama
[mbm]
B62
Ndumu
[nmd]
B63
Tsitsege
[tck]
B700
B71a
Tege
[teg]

9

See also ISO 639-3, though Ethnologue updates its reference more often
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Finally, we examine data based on both the Swadesh
list of 100 common concepts and the list based on 200
common concepts. There has been criticism of the use
of the larger list, but we wished to check empirically
whether the indications of the two would coincide [5].

Abstract
We use Levenshtein distance to classify language
groups as opposed to dialects. If successful, this
technique could be usefully applied in the preliminary analysis of linguists’ ﬁeld notes. We expect
this classiﬁcation task to be easier than dialect
classiﬁcation. We also suggest using Levenshtein
distance for identifying loan words in diﬀerent
language groups of a same region.

2

The data were collected by Philippe Mennecier for
Musée de l’Homme in a larger project aimed at investigating the association of genetic and linguistic
indicators of relatedness in Central Asia. Figure 1
shows the location of the area under investigation.
There are three main language groups present: Turkic,
Tadjik and Yagnobi. Within the Turkic group Kirgiz, Uzbek and Kazakh subgroups are represented in
the data. Philippe Mennecier indicated which (sub)group the speech of each of respondents appeared
to belong to. His tentative classiﬁcation provides a
good means for testing the software developed at the
University of Groningen mentioned in the next section. Besides identifying the varieties (languages and
dialects) of each speaker, Mennecier also indicated the
lexical identity of the diﬀerent pronunciations of the
concepts from the Swadesh list, classifying every pronunciation with a single letter. These annotations
include a conjecture about which pronunciations are
loanwords, and can therefore be used to test the eﬀectiveness of automatic loanword detection.
The data consist of a set of 180 spoken words for
each of the 78 respondents, distributed across 23 testsites in the region. The words were recorded acoustically and transcribed in IPA which was subsequently
recoded as X-SAMPA. While Tadjik samples hail from
Tadjikistan, the Turkic samples come from sites spread
across Uzbekistan and Kirgizstan. The words are
mostly members of the Swadesh-group of common basic words, 84 of them belonging to the Swadesh-100
group and 163 of them belonging to the Swadesh-200
group. In Table 1 we present an excerpt from two
data lists. We present both the X-SAMPA and the
IPA transcriptions.

Keywords
Levenshtein, Dialectology, Loan Words

1

Data Description

Introduction

This paper aims to extend the applicability of a range
of computational techniques that have been implemented and successfully applied to problems in dialectology. The dialectological work has made prominent
use of Levenshtein distance (also known as edit
distance) to analyze the relations among the various
varieties of a range of European languages, including
Irish, Dutch, Norwegian, Sardinian, German, American English, and Bulgarian [2, 11].
This paper focuses on an area in Central Asia including the former Soviet states Uzbekistan, Kirgizstan and Tadjikistan, and distinguishes itself from the
other dialectological research by analyzing data from
more than one language group. Levenshtein distance
works well to distinguish dialects, but we investigate
here whether it work equally well to distinguish separate language groups. If Levenshtein distance can be
used successfully in such cases, it could be useful in
the preliminary analysis of linguists’ ﬁeld notes. Since
we expect this classiﬁcation task to be easier than dialect classiﬁcation, we expect this application of Levenshtein distance to be successful.
Besides researching a novel application of the Levenshtein measure, the present paper will examine the
problem of identifying loan words in the same linguists’
ﬁeld notes. Three language groups (Turkish, Tadjik
and Yagnobi) exist alongside each other and are somewhat diversely spread across the region, so we expect
to ﬁnd loanwords in all three language groups. We
expect Levenshtein analysis to identify some words in
pairs of varieties that are much more similar to one another than the overall similarity of the varieties would
lead us to expect.

3

Methods of Analysis

We compare pronunciations using the Levenshtein
algorithm, also known as edit distance. When calculating edit distance between a pair of words in two
1
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Fig. 1: Map of the area investigated. Note that the linguistic data of some locations in Kirgizstan are not yet
included in the current dataset.
English
one
two
three
four
ﬁve
big
long
wide
thick
heavy

X-SAMPA
bIr
jIk@
yt S
t8rt
b jIS
}lk@n
uzaq
k jeN
s jemIz O
awIr

IPA
bIr
jIk@
>
ytS
t8rt
bj IS
0lk@n
uzaq
kj eN
j
s emIz
awIr˚

X-SAMPA
i:
dU:
saraj
safOr
panZ
kalOn
darOz
kuSOd
Gafs
vazmin

IPA
i:
dU:
saraj
safOr
panZ
kalOn
darOz
kuSOd
Gafs
vazmin

Table 1: Some example data in X-SAMPA and IPA

diﬀerent varieties—whether they be dialects or as in
the present case, languages—we seek the minimal set
of operations that can be used to transform one pronunciation into another. The operations can be insertions, deletions, substitutions or swaps and each is associated with a cost. Although we have experimented
with elaborate cost schemes, we have in general found
simple schemes to function eﬀectively when the purpose is to characterize the overall similarity among varieties. In this research, therefore, a standard cost
scheme is adopted for Levenshtein measurement in
which all operations cost a single unit (1.0). Heeringa
(2004) presents the application of Levenshtein distance
in great detail [2]. We ensure (roughly) that only vowels substitute for vowels, and consonants for consonants, and the distance scores are normalized according to word-length (see Heeringa et al. [3] for details).
As in previous dialectometric research conducted
by the Groningen group, the software package L04,
developed by Peter Kleiweg, is adopted for analy-
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sis (http://www.let.rug.nl/∼kleiweg/L04). This
package contains several methods to analyze phonological and lexical data statistically, building on the
Levenshtein measure. The focus is on the comparison
of pronunciation data such as IPA transcriptions.
For the purpose of testing eﬀectiveness in distinguishing language groups, L04 is used to calculate a
distance between each pair of words, and then an aggregate distance score for each pair of sites (the mean
of word distances). We collect the aggregate site distances into a site × site matrix which is further analyzed using multi-dimensional scaling and clustering
(both further explained below). The results of these
methods can also be used to automatically generate
regional dialect maps. In the present paper, we focus
on the degree to which the aggregate distances between sites agrees with Mennecier’s pre-classiﬁcation.
We evaluate this by comparing the mean distance between varieties of the same language (family) with the
mean distance between varieties from diﬀerent language (families).
Note that for each concept in the Swadesh list,
and for each pair of sites we obtain a pronunciation distance—the distance between the pronunciation
at the one site from the pronunciation at the other.
We use these single word distances to detect likely
loan words, under the leading hypothesis that words
from unrelated language families that are very similar are likely to be related as loan words (meaning
that the word was borrowed from the one language
into another or from a third language into each of
languages under comparison). We can evaluate this
hypothesis by comparing pronunciation distances of
the words with Mennecier’s conjecture about whether
the words are related as loans (noted above). We
quantify the success of recognizing loan words using
precision and recall. Finally we investigate whether
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the words related by loan as a set diﬀer from other
words (whether the mean pronunciation diﬀerences
diﬀer signiﬁcantly), and we investigate analyzing the
two sets as a mix of distributions, using the EM algorithm [10], implemented in the ’mixdist’-package in R
(http://www.r-project.org/).

3.1
3.1.1

Analysis of Aggregate Distances
Multidimensional Scaling

Multidimensional scaling (MDS) is a technique to reduce a site × site distance matrix to a matrix in which
each site is represented not by the distances to each
of the other sites, but rather by a set of coordinates
in limited set of dimensions. In this research both
two-dimensional and three-dimensional scaling are applied. MDS provides good means of visualizing differences between dialects insightfully, using two- or
three-dimensional scatterplots. Three dimensions can
also be used to automatically generate a color-scheme
which can be used in a regional dialect map. Although
there are several types of MDS, we use exclusively the
classical, so-called metric variant. For more detailed
description of the algorithms for applying MDS, we
refer to Heeringa (pp. 156–163) [2].
We apply MDS in this paper to verify that the different language groups are indeed separated well using
the pronunciation diﬀerence measure based on Levenshtein distance. We compare the MDS results with
the language groups Mennecier identiﬁed, in particular zooming in on the Turkic subgroups. The eﬀect of
using only words from the Swadesh 100- and 200-group
are also compared to the full set of words.
3.1.2

Clustering

Hierarchical agglomerative clustering searches a site
times site distance matrix for pairs of sites that are
minimally distant. These sites are then “fused” to obtain a smaller distance matrix, in which the distances
from the fused sites to others are determined by averaging the distances in the input matrix (we omit complications introduced by alternatives to averaging).
The process is repeated until all the sites are fused
into a dendrogram—or, tree—in which fused items
are joined under a single node. Branch length in dendrograms corresponds to the distance between items at
the moment of fusion. So, whereas MDS locates varieties within an idealized, low-dimensional space, clustering identiﬁes groups among diﬀerent varieties. For
this paper UPGMA (Unweighted Pair Group Method
using Arithmetic averages) clustering was used, following Heeringa (pp. 146-156) [2].
We shall employ clustering to verify that distinct
language groups are indeed distinguished via pronunciation distance.

3.2
3.2.1

a score is not available—cases where a pronunciation
was not recorded—we are left with 500.485 pairs.
Based on the regional pre-classiﬁcation the entire
set of word pairs was divided into two subsets, the
ﬁrst subset containing word-pair scores from the same
language group, and the second containing scores for
word pairs in diﬀerent groups. Thus contained scores
of word pair diﬀerences for word pairs from the following pairs of languages (language families): TadjikTadjik, Yagnobi-Yagnobi, and Turkic-Turkic. The second subset contains the scores for word pairs from different language groups, which results in scores for word
pairs from the following pairs: Tadjik-Yagnobi, TadjikTurkic, and Turkic-Yagnobi. The ’same-family-set’
contains 221.357 scores and the ’diﬀerent-family-set’
contains 279.128 scores.
The same is also done for the Turkic subgroups, resulting in a full set of 127.020 scores, a ’same-familyset’ of 33.351 scores and a ’diﬀerent-family-set’ of
93.669 scores.
3.2.2

Testing Pre-classiﬁed Loanwords

For the task of automatic loanword detection we focus
here on the (admittedly easier) problem of detecting
loan words within the ’diﬀerent-family-set’. It is expected that zero- and low edit-distances in this set
indicate loanwords. We test this assumption by calculating precision and recall measures, using the classiﬁcation provided by Mennecier. If, for instance, a
pronunciation in site X is classiﬁed as being from family A and a pronunciation in site Y is also classiﬁed
as being from family A, then it has been pre-classiﬁed
as a loanword. Recall is the percentage of word pairs
pre-classiﬁed as being from the same family which are
indeed recognized as loanword (i.e. by having a low
score for edit-distance). Precision is the percentage of
the pairs identiﬁed as loanwords on the basis of low
edit distance scores which were also pre-classiﬁed as
loanwords.
3.2.3

Mix of Distributions

We are also interested in looking at the distribution of
the entire set of pairs as a mix of distributions of the
two subsets noted above. Before doing this, we wish
to verify that the two subsets are indeed statistically
distinct. A simple t-test will be used for this purpose.
If these subsets are indeed distinct, the next step is
to analyze the full set of pairs as a mixed distribution
of these two subsets. To address this issue we apply
the ’mixdist’-package for R (http://www.r-project.
org/), written by dr. Peter MacDonald (McMaster
University, Ontario) [4].
We are also interested in identifying loans within
related languages. For this reason we also examine
the set of Turkic languages and analyze them as a mix
of distributions.

Identifying Loanwords
Pairwise analysis

To identify loanwords the data need to be analyzed
at the word level. For this purpose, words were compared pairwise. For 78 test-sites and 180 words this
generated 531.531 pairs. If we ignore pairs for which

4
4.1

Results and Evaluation
Preliminary remarks

Distance matrices were generated for the entire data
collection as well as for the following two subsets: all

International Workshop Computational Phonology ’2007 - Borovets, Bulgaria

15

Fig. 2: Scatterplot of the two-dimensional reduction of
distances among all the sample sites (classical, metric
MDS).

Fig. 3: Scatterplot of (classical) two-dimensional
MDS for the sample restricted to the Turkic languages.
Notice how the Hitoj (represented by the diamonds on
the left, among the triangles and inverted triangles)
appears in the Kazakh/Karakalpak cloud, even though
Hitoj respondents were conjectured to speaking a variety of Uzbek.
the Turkic sites on the one hand and all the Tadjik
and Yagnobi sites on the other. Consistency measures
(Cronbach’s α) of the data range from 0.955 (Tadjik
and Yagnobi sites) to 0.993 (full set), conﬁrming the
strong signal in the data. When eliminating words in
the Swadesh 100 group the scores range from 0.921
(Tadjik and Yagnobi) to 0.989 (all sites). Because
the varieties of diﬀerent languages are somewhat interspersed, dialect maps are limited in utility. For that
reason we concentrate on visualizations using dendrograms and MDS scatterplots, to which we now turn.
4.1.1

Multidimensional Scaling

Two-dimensional MDS analysis for the full dataset
correlated with the input data correlated very highly
(r = 0.963), indicating that the data is represented
very well in two dimensions. Figure 2 presents the
MDS results for the entire set of data in the 2-
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Fig. 4: Scatterplots of 2-dimensional MDS for the
100-word Swadesh list. If one compares this plot to
Fig. 2, the overall similarity is striking, but the location of the Yagnobi group has shifted in this reduction
based on the 100-wd. Swadesh list.
dimensional reduction. Although we have experimented with diﬀerent variants of MDS (e.g., distinguished by whether the approximation algorithm seeks
to minimize linear error or squared error), we restrict
our attention here to classical MDS in which squared
error is minimized.
Figure 3 focuses on the Turkic varieties. Especially
interesting here is the position of three test persons of
(Hitoj), represented by diamonds, meaning that they
were pre-classiﬁed as belonging to the Uzbek dialect.
But they are closer to the Kazakh/Karakalpak area in
this standard MDS analysis. One explanation might
be that the site is situated in a region where more
Kazakh and Karakalpak sites are located (see Figure 1), suggesting that we may be seeing the inﬂuence
of contact. This is a subject for further analysis.
We also compare MDS analyses to gauge the impact of the tow diﬀerent Swadesh lists. As mentioned
above, we have worked with both a full set of words,
but we can compare the results based on this full 200wd. set to results based on subsets containing only
words from the Swadesh-100 list [5, 9]. The MDS results for the 100-element list may be seen in Figure 4.
This plot should be compared to the earlier Fig. 2. The
comparison displays almost no diﬀerences. Nonetheless, the Yagnobi sites do appear to stand further away
from the Tadjik sites when the analysis is based on the
Swadesh-100 subset. Since other scholars have argued
that the more restricted list is more likely to reﬂect
older linguistic relations [5, 9], we speculate that the
diﬀerence in the relative position of Yagnobi may be a
reﬂection of contact.
It remains to be explored which of the word-sets
provides the most reliable results. Generally speaking, larger sets of data tend to be more reliable, arguing for the larger word-sets, but as we noted above
the 100-wd. provides a very strong signal. We conjecture that the detection of loan words should provide
further insight in this issue. If the Yagnobi 200-wd.
set indeed contains loan words, this could explain its
shifted position.
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4.1.2

Clustering

Fig. 5 shows the result of applying UPGMA clustering
(explicated above) to the full set of data for all data
collection sites. As one may verify, the major distinction is between the Turkic languages in the top half
of the diagram and the Indo-Iranian languages in the
bottom half. The major split among the Turkic languages is between Uzbek varieties (in the lower part of
the top section) and the others (Karakalpak, Kazakh,
and Kirgiz), but the dendrogram conﬁrms the exceptional status of the (Uzbek) Hitoj varieties. Among
the Indo-Iranian varieties (in the lower half of the dendrogram), we see the split between Tadjik and and
Yagnobi which we also noted in the MDS analysis.
We expect little insight from projecting the classiﬁcations to geography due to the mobility of the peoples
in this area, so we refrain from present maps here. We
turn therefore to the problem of detecting loanwords.

4.2

Loanword Identiﬁcation

As mentioned above, we are also interested in the
problem of detecting loanwords automatically or semiautomatically. We proceed from the assumption that
the pronunciation variants of a word involving a loan
may be recognized by a very small (near zero) pronunciation distance. This will be easier if the loan eﬀect
is to be detected in unrelated languages.
We note that there is a substantial literature on the
detection of translation equivalents, or “cognates” for
the purpose of translation [12, 7, 1], many of which
are in fact loanwords. We do not take this up here for
two reasons. First, we would like to push the approach
of relying only on surface similarity, and second, the
techniques often rely on having large samples of the
languages in which “cognates” are sought and/or bilingual corpora which also provide semantic clues. We
note that a detailed comparison with at least some of
these techniques will be sensible, in particular Kondrak’s work [7, 6] but we postpone it to future work.
We have attempted to detect loanwords both between the three major groups (Turkic, Tadjik and Yagnobi) and between the Turkic subgroups—as might be
expected, the former more successfully than the latter.
4.2.1

Fig. 5: UPGMA dendrogram based on all words.

Testing Pre-classiﬁed Loanwords

To test whether the assumption of (near-)zero editdistance for loan-related words in diﬀerent language
groups, a histogram of the ’diﬀerent-family-set’ of distances has been created which can be seen in ﬁgure
6. This histogram suggests a normal distribution of
pronunciation diﬀerences, except that there are very
many zero-scores and near-zero scores. We assume
that these are words related by loan.
To further examine this assumption, a recall/precision analysis has been adapted to suit our
data. We compare the near-zero pronunciation distances as our hypothesis about loans with the hand
annotations supplied by Mennecier. Let’s ﬁrst compare this use of precision and recall to the use of those
measures in information retrieval, where documents
are automatically ranked according to their relevance
to a given query, and precision and recall quantify how
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Fig. 6: Histogram of frequencies of Levenshteindistance scores for word pairs from diﬀerent language
families. Note the anomalous “bump” near zero disturbing the otherwise normal distribution. We hypothesize that these are the words related by loan.
well this overlaps with hand annotations provided by
expert users. Our automatic technique is the near-zero
score of pronunciation distance, and we shall make use
of averaged 11-pt. precision-recall curve [8].
To sketch this curve, the word pairs are measured
for their pronunciation distance using the Levenshtein
measure, and then sorted in order of increasing distance, zero scores ﬁrst. Recall is then the percentage
of words which were hand-picked to be related by loan
and that have been “retrieved” at a certain proportion
of the sorted result set. Precision at a given recallpercentile is the percentage of pairs pre-classiﬁed as
loans that are found in the data sorted in increasing
order of pronunciation distance. We divide the entire
set to detected into eleven sections, and record the relation between recall and precision in each of the sections. It is worth emphasizing that the point at which
recall is 100% need not contain the entire data set, and
in fact normally does not. It is the point at which all
the true loan relations have been detected.
In Figure 7 the x-axis is calibrated according to the
11 percentile bins of recall eﬀectiveness. The falling
line (which begins at 1.0) indicates the precision of
detection calculated on the basis of the words sorted
according to increasing edit distance. The lower, rising
line is the average Levenshtein-distance for all the pairs
within a given recall-percentile bin. The choice of a
threshold for detecting loan words should be based on
the corresponding precision-score at the same recallpercentile. A reasonable assumption might be to use
a score before the sharp drop in precision, for instance
at the 70th percentile, where precision is 0.754, and
the average normalized edit-distance is 0.147. If we
used this as a threshold, we would of course accept
nearly 25% error. If this is regarded as too “noisy”,
we might instead back oﬀ to a threshold at the 50th
percentile, where precision is over 0.95, and error less
than 0.05.
We can repeat this analysis within the Turkic sub-
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Fig. 7: Averaged 11-point recall/precision curve for
all language groups, combined with average edit distance score per 10th percentile of recall.
group, expecting that detection will be more diﬃcult
since there will be more scores near zero due to the
cognacy of the words under comparison. In the interest of space, we do not do present those results in
detail here.
4.2.2

Mix of Distributions

We also investigate whether well-known techniques
for detecting the mixture of two distributions might
help in interpreting the data. This section is speculative. Since these require that one specify the sorts of
component distributions involved, and since the basic
distribution appeared to be Gaussian, we ﬁrst check
whether the word distributions are distributed normally. We restrict our attention here to the full set of
pairs from all of the languages, without distinguishing
whether the languages are known to be genealogically
related or not.
We examine the hypothesis that the distribution
is normal by sketching a normal quantile plot (see
Fig. 8), which indeed suggests that a normal distribution is being mixed with a uniform distribution around
zero. We likewise see a “ceiling” eﬀect for the most different word pairs, suggesting a further deviation from
the normal distribution. We add that the same analysis applied to the ’same-family-set’ suggests a more
complicated situation whose analysis we postpone to
a later paper.
We continue to the analysis of the distribution of
full set of edit-distances as a mixture of two Gaussian
distributions. This may not be unproblematically applicable, but it may nonetheless prove insightful. The
result can be observed in Figure 9. The histogram
shows a drop in frequency after the (near-zero) region
where we expect to ﬁnd the words related by loan. The
left component (lower curve on the left) is the normal
curve inferred by the analysis, which we should prefer
to interpret as the words related by loan. The lower
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Fig. 8: Normal quantile plot for full set of pairwise
edit-distances, including both the ’diﬀerent-family-set’
and the same-family-set’.

Fig. 9: Mixed distributions plot for all language
groups. Although the two components that are inferred
seem reasonable, they also overlap a good deal.

curve on right should then reﬂect the normal sort of
variation one ﬁnds in sets of words not related by loan.
The disappointing feature of the mixture is the large
intersection of the two component curves. The size
of the area under both component curves reﬂects the
number of words that might be due to either process—
either loan or non-loan variation.
We conclude only that this sort of analysis is worth
further pursuit, especially in conjunction with the examination of the ’diﬀerent-family-set’ and including
the use of mixture analyses that attempt to infer nonGaussian components.

tradeoﬀ that needs to be kept in mind in pairs of varieties that are much more similar to one another than
the overall similarity of the varieties would lead us
to expect. In a speculative section we examined the
possibility of determining two components of the overall distribution of pronunciation distances, one due to
loans, and the other due to “normal” variation. Two
components can indeed be identiﬁed, but they overlap
a good deal so that they do not provide much more
help in distinguish loanwords from others.
Finally, we examine data based on both the Swadesh
list of 100 common concepts and the list based on 200
common concepts. There has been criticism of the use
of the larger list, but we wished to check empirically
whether the indications of the two would coincide [5].

5

Conclusions and Discussion

This paper aimed to extend the applicability of a range
of computational techniques that have proven successful in dialectology. We focused on an area in Central
Asia including the former Soviet states Uzbekistan,
Kirgizstan and Tadjikistan, and includes both Turkic
and Indo-Iranian languages. As expected, the pronunciation distance techniques perform well in the preliminary classiﬁcation of varieties even when the dataset
includes unrelated varieties. We conclude therefore
that the technique could be useful in the preliminary
analysis of linguists’ ﬁeld notes.
Besides researching a novel application of the Levenshtein measure, the paper also examined the problem of detecting loan words in the same linguists’ ﬁeld
notes. Three language groups (Turkish, Tadjik and
Yagnobi) exist alongside each other and are somewhat
diversely spread across the region, so we expected to
ﬁnd loanwords in all three language groups. Levenshtein analysis was able to identify words related
by loan, but not perfectly: there is a recall/precision
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Abstract
A comparative study was conducted about the acquisition of diminutive forms in the Dutch language. A former study, using the C4.5
algorithm, is discussed and contrasted with the implemented Minimal Generalization model by Albright and Hayes. In addition, the model
is also compared to a conducted behavioral study using wug words that follow the Dutch phonetic rules, but do not exist in the language.
The Minimal Generalization model is very good in creating the correct diminutive forms from lemmas. In addition, the model corresponds
quite well with the behavioral data. A notable exception are the wug words intended to correspond to the rule with suffix kje, for them the
Minimal Generalization model does not give good estimates. An explanation for this result is given. The authors believe that the model’s
method of learning the necessary rules for this task displays characteristic similarities to the way humans learn these rules.
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1. Introduction
One of the big debates on language acquisition concerns
the question whether humans have innate knowledge for
learning language (for a recent summary see Yang, 2004).
Scientists in favor (see Chomsky, 1965) argue that it is not
possible to learn certain aspects of language without such
innateness, whereas others believe the received input has
enough information to allow extraction of all necessary
knowledge (for discussion on grammatical class extraction,
see Mintz et al., 1995).
This debate has been going on for decades, and is far
from being decided. A strong argument in favor of
innateness is the argument from the poverty of stimulus
(Chomsky, 1980; Crain et al., 2001). It is believed that the
language exposure children receive is not enough to explain
some aspects of adult language. Complicated sets of rules
and their exceptions are deemed impossible to learn from
the available input, either because it does not contain any
instances from which to acquire the knowledge, or it does
not contain enough of them. Studies on the actual input
children receive are difficult and often inconclusive, but
seem to indicate that the argument from the poverty of
stimulus is not as strong as widely assumed (Pullum et al.,
2002).
A more direct and powerful technique to see whether
natural exposure to language contains enough information
is the use of computational models. If a “naïve” learner is
capable of extracting the necessary classifications or rules,
then innateness is not critical. It is currently impossible to
construct a full computational implementation of a system
capable of learning a natural language, therefore small parts
of language are tested with narrow models. The model used
in this paper will represent such a naïve learner, which will
not have any a priori knowledge on the rules that need to be
learned. Some feature extraction knowledge will be built in,
to allow the model to interpret the input-data and learn
from it. It is therefore not a study aimed at disproving or
weakening innateness as a theory of language acquisition,

but the following paper will test an already available model
that could prove useful for doing just that.
The learning problem at hand is the acquisition of rules
necessary to form Dutch diminutives from noun-lemmas. A
study specifically targeted at the problem of learning Dutch
diminutive forms, and using machine learning to do so, has
been performed by Daelemans et al. (1997). This research
will be discussed briefly and offers some interesting
comparisons. An explanation of the theory behind the
chosen model will follow, and it will be argued why this
model is preferable to the alternative by Daelemans et al. A
parallel survey-study provides data about the behavior of
native speakers when using Dutch diminutives, enabling a
comparison between the implemented method and the
natural system it is trying to model. But, for those
unfamiliar with Dutch diminutives, a short introduction on
this common structure in Dutch language will start off the
paper.
1.1. Dutch diminutives
A Dutch diminutive is the inflected form of a noun
(other grammatical categories are possible too, but they do
not have diminutive forms by standard and will be
excluded in this study), usually changing the meaning of
the uninflected word to something smaller. For example,
tafel (‘table’) becomes tafeltje (‘small table’) in its
diminutive form (for more reading, see Trommelen, 1983).
The standard rule for making Dutch diminutives is
adding ‘tje’ to the base of a noun. In general there are five
known suffixes for the Dutch diminutive form, these are
tje, je, pje, kje, and etje.
The frequency distribution of these five suffixes in the
CELEX
database
(Max
Planck
Institute
for
Psycholinguistics, Nijmegen) is shown in table 1. These
results are drawn from 3889 unique diminutive nouns.
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Table 1. Frequency per diminutive form.
[tj]
[j]
[pj]
[kj]
[tj]
Exceptions

1879
1452
102
76
370
10

48.3
37.3
2.6
1.9
9.5
0.2

To give a quick introduction to the known phonological
rules for diminutive forming, we list the general rules found
by the machine learning application used by Daelemans et
al. (1997) in their study:
• [j] is used after an obstruent like [ppj] (‘small doll’).
• [pj] is used after a long vowel, diphthong or schwa,
followed by [m], like in [bezmpj] (‘small broom’).
[pj] is also used after a short vowel followed by a
liquid ([r] or [l]) plus [m].
• [tj] is used after a nasal ([m], [n] or []) or the liquid
[l] preceded by a short vowel (as in: [romn-tj]
(‘short novel’), [bl-tj] (‘small ball’)). This
diminutive ending is also added after monosyllabic
words with a final [r] that is preceded by a short vowel
like in ([br]).
• [kj] is used in multisyllabic words ending in [] (like
[kon]) if the stress is on the penultimate syllable, like

in [slder-kj] (‘small pieces soldered together’). The
rule is competes strongly with the rule for [tj], for
example in words like [lerl] (‘student’) en [twel]
(‘twin’), which are both ending on [tj].
• [tj] is the default rule if none of the above apply.
Some words can have more than one suffix. For a more
detailed discussion on this topic, see Daelemans et al.
(1997). This paper only discusses some of these rules. The
general rule for words having two syllables is: if they
contain a short vowel, and the first syllable is stressed, and
the second syllable has a nasal or a liquid [l], then the
following rules can be applied:
• If a word ends on [n] or [l]; [tj] and [tj] are both
possible.
• If a word ends on [m]; [pj] and [tj] are both possible.
• If a word ends on []; [kj] and [tj] are both possible.
For monosyllabic words, the following rules apply for
multiple diminutive suffixes:
• If a word ends on [p] [b] or [], [tj] and [tj] are both
possible.
• If a word ends in a long vowel followed by a sonorant
after [m], [tj] and [tj] are both possible.
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1.2. Dutch diminutive learning by C4.5
A study by Daelemans et al. (1997) on Dutch
diminutives applied the C4.5 algorithm. C4.5 is a
descendant of the program ID3 (Quinlan, 1987). It can
perform a classification task on attribute-valued objects
(the data) by supervised learning, which means that the
categories must have been established beforehand. The
classes must have been designed in a way that every single
case can be assigned to only one specific class.
The C4.5 program generates a decision tree with leaves
and decision nodes. Every leaf corresponds to a class and a
decision node specifies some test on a single attribute of an
object. Every outcome of the test leads to a one branch in
the sub tree.
As explained by Quinlan (1987), the learning algorithm
starts by receiving a collection of attributed objects with an
pre-assigned class as input. In Daelemans’ case the objects
were diminutive forms attributed with phonological
features, and each object was assigned to the correct
diminutive suffix as its class. With this the algorithm is
able to construct a decision tree with leaf nodes and
decision nodes with the provided information.
The building process and positioning of the nodes in the
tree is done by calculating the minimal description length
(Quinlan, 1989), which is done by choosing the best rules
on the basis of the attributes. The construction of the tree is
performed by applying a recursive method, which is
included in appendix A.
Once the tree is constructed, the readability of the tree
can be improved by pruning the obtained rules (appendix
A). The rules are then converted into a readable table where
the rules are sorted in a logical order, after which the
algorithm can be tested on new input forms.
1.3. Dutch diminutive learning by minimal generalization
Numerous applications of machine learning algorithms
can be found in the area of natural or artificial language
learning. The studies can include or lack initial bias and can
be based on human learning methods or not. Humaninspired methods benefit from plausibility, but it is far from
clear how humans learn in general or linguistically. The
previously described C4.5 cannot be considered a correct
approximation of the actual human learning of the Dutch
diminutive forms. It needs to have all its classes predefined,
and such specific knowledge is unlikely to be innate. In
addition, the enormous overhead requirements make the
algorithm an even more implausible explanation of the
technique used by humans. Storing all possible nodes and
trying out numerous new nodes on the basis of high entropy
for each and every new input is also unlikely at best, not to
mention the regular pruning necessary to keep the decisiontree efficient.
There has been a recent addition to the field of learning
algorithms, based on presumed human intuitive and/or
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stochastic learning. Minimal generalization is an
implementation based on three human inspired criteria,
with the goal of mimicking human learning of phonological
and morphological rules in a natural language (Albright &
Hayes, 2002). The first criterion is the generation of
complete output forms. The model should be capable of
giving a genuine answer as a human would be expected to
give, and not an abstract classification. Secondly, if
possible, the model should give more than one answer with
an estimate of its appropriateness, for humans can typically
provide multiple answers as well and say how good they
are. The third criterion is the possibility for a model to pick
up variations in language patterns on a detailed level of
distinction. When generalizing rules (this will be explained
shortly) the model should note small irregularities and learn
these as well, in the same way humans are capable of
learning small variations on common language constructs
as exceptions.
The developers of minimal generalization learning deem
these criteria necessary in order to begin mimicking the
way a human learns to generalize rules for a language. The
advantages in comparison to an algorithm such as C4.5 are
not only in the way it mimics humans better. The overhead
is reduced because the minimal generalization learner
(MGL) has a constant pruning capacity by way of
statistically tracking the applicability of each rule (more on
this later). Furthermore, by having competing generalized
rules that generate multiple guesses the model is kept
flexible and capable of continuous adjustment to the
training input. A short explanation of how the model works
will make matters more clear, but for a detailed inquiry into
its workings, please read Albright & Hayes 2002 or 2003.
The algorithm starts by receiving pairs of pre- and postprocessed forms of input, usually a lemma and its derived
form (for instance English past tense inflection (Albright &
Hayes, 2002 and 2003)), both of them encoded in the
corresponding phonetic form. For each of the forms the
model needs to know the salient phonetic features, which is
the minimal available information on which (presumably)
humans too can base their learning. These features enable
the model to note all the changes that take place within
pairs, on the basis of which the model can then start to form
generalizations. Applying MGL to diminutive forms, here
is an example for the Dutch nouns roos (‘rose’) and kaas
(‘cheese’).
(1)

These rules (1) show that the model simply learned to
add je ([j]) after the lemma in order to get the correct
diminutive form, which was the minimal change observable
(from nothing, to je).
These initial learning steps enable the model to learn for
each pair the minimal change between the lemma and its

derivative. However, it would be pointless to only
remember this for all input pairs. The model is therefore
equipped with further generalization capacities. When
receiving the input for kaas after roos it will not
immediately create the rule mentioned in (1), but first try to
apply already existing rules. With only the rule expecting
roos as a lemma it will fail, but it can generalize if there are
common features, leading to a new rule (2).
(2)

This rule is a generalization of the two earlier mentioned
word-based rules. This rule will add [j] after a word when
it starts with a generic X (any set of phonemes), followed
by a phoneme that has the minimally shared features of o
and a (not all shared features are listed) and finally the s
which is shared by both lemmas.
With many pairs of input, the model is capable of
searching for such phonetic regularities in the changes
made between pre- and post-processed training forms. It
will create new rules that generalize with a minimum of
common features. It is therefore called minimum
generalization, and it is this kind of rule-forming that forms
the basis of the model. With each new input pair, it
searches whether it fits an already made rule, and if not, it
copies the most appropriate rule to create a new one that
does encompass this new occurrence. But, it does not
remove the old rule, and this is an important part of the
learning algorithm. The new rule is not necessarily more
generally applicable, since the new input-form could be an
exception. All rules need to defend their applicability by
keeping track of their hits (the number of times the rule
could create a correct output form) and their scope (the
number of times the rule was applicable). These hits and
scope are used to calculate reliability (hits/scope) and
confidence (an adjusted reliability, taking absolute score
into account, so that for instance 98% correct guesses for a
scope of 500 gets a higher confidence then 100% correct
for a scope of 2, see Mikheev, 1997). With this reliability
or confidence, all applicable rules compete to generate
output.
The model is now capable of constantly generating
further generalizations on the basis of phonetic features in
the input. It penalizes rules which generate incorrect output
forms, increasing their scope without a hit (lowering
reliability), as well as rules which do not generate output at
all, failing to increase their scope (keeping confidence low).
One of the elegant behaviors expressed in this model is
its indiscriminate attitude towards regular and irregular
forms. The model will generate generalizations wherever it
can and more regular forms will naturally lead to rules with
a larger scope, but irregular forms will have their own
specific similarities that enable the creation of a rule with a
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high hit to scope ratio (the most exceptional cases having 1
hit to a scope of 1). Albright and Hayes claim that humans
learn in a similar fashion, not making a fundamental
distinction between regular and irregular forms, but only a
generalization with a different scope.
The strong claim is that the MGL is capable of learning
as humans do, intuitively and stochastically. This, in
contrast to C4.5, is why it has become this study’s model of
choice to apply to Dutch diminutive learning. The model
will receive Dutch word pairs of matching lemma and
diminutive form, and hopefully learn to form the correct
generalizations, whether of regular or irregular form.
2. Hypothesis
The C4.5 learner used by Daelemans et al. (1997) is
making use of a priori knowledge about the domain of the
language learning problem to apply the proper rule to the
encountered examples. In the case of Daelemans’s study
the five grammatical Dutch diminutive categories were
coded beforehand. In contrast the minimal generalization
learner used by Albright and Hayes (2002) can perform a
learning task without any domain specific categorical
knowledge. With the minimal generalization learner it is
possible to test the hypothesis that grammatical forms can
be learned without prior knowledge of the formal rules of
language.
To test the hypothesis, the outcomes of the minimal
generalization learner can be compared with the results
from the C4.5 learner and the behavioral data. If a
correlation with the behavioral data can be found, the
learner would seem to behave humanlike in applying
language rules. We expect that the MGL will provide an
equal rate of correct answers as the C4.5, indicating that the
previous introduction of the grammatical classes is not
needed for the production of the right answer.
3. Behavioral study
In order to be able to validate the predictions of the
model, the same testing conditions were used for the MGL
and proficient Dutch speakers. An unbiased way of testing
people’s way of forming the diminutive form of a
substantive is using ‘wug words’. Wug words are invented
words that do not exist in a specific natural language, but
do follow the phonetic rules of that language. For this test a
set of 25 wug words was created in a way that for each of
the five rules identified by Daelemans et al. (1997) there
were applicable to five wug words. In this way it was
possible to select the preferred form for the native Dutch
speakers and to compare it with the most confident (the one
that has highest confidence score) according to the Minimal
Generalization Learner.

24

3.1. Method
Wug words were created using a program that uses the
CELEX corpora and the phonotactic rules of the Dutch
language in order to create strings of readable letters that
are not actual words (for details on the program, see Duyck
et al., 2004). A total of 128 wug words were created with 3,
5 and 6 letters. From them 25 were selected for the study
(see table 2 for a list) on the basis of similarity to real
Dutch words. The questionnaire consisted of 125 questions
corresponding to all five possible forms of each wug word.
Participants were required to give their confidence rating
(“How well does this form sound to you?”) on a scale from
1 to 7. The questionnaire was completed by students at the
University of Groningen on a voluntary basis (for an
example of the questionnaire see Appendix B)
3.2. Participants
35 students from the University of Groningen
participated in the study: 20 females and 15 males.
Participants’ age ranged from 18 to 29 years (Mean = 20.4,
SD = 2.24).
3.3. Results and Discussion
The ratings were analyzed to determine the
discriminability between the diminutive forms. For each
wug word a five level ANOVA was computed comparing
the mean ratings for each of the five forms (See table 2).
The results showed that people do discriminate between
the various diminutive forms for all but 7 of the wug words,
for which there were two equally preferred diminutive
forms.
4. The Minimal Generalization Learner
In this section the implementation of MGL will be
briefly explained, and tested on CELEX-data and the wug
words used in the behavioral test. The results will be
discussed and a short comparison with the results of C4.5
will follow.
4.1. Method
The minimal generalization learner is this paper’s model
of choice for the diminutive learning problem. Its
application is made possible by using Albright and Hayes’
own Java code, generously supplied by the authors
themselves. This MGL-program is capable of using a file as
its input-source, and another file for determining which
feature each phoneme has. The contents of the featuretranslation file and a small part of the input-file are seen in
Appendix C (appendix will be included in the full paper).
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Table 2. A list of all 25 wug-words and the behavioral survey results. For each wug-word an one factor
ANOVA was calculated with suffix as a 5 level independent factor. The table shows the preferred suffix for
the behaviour data and the highest confidence and reliability suffix from the MGL.
Wug word

Phonetic form

ANOVA

Preferred
diminutive
forms

MGL highest
confidence

MGL highest
reliability

F(4,170)=25.28;
p<0.01

tje

tje (0.91)

tje (1)

F(4,170)=40.38;
p<0.01

pje

pje (0.96)

pje (1)

F(4,170)=46; p<0.01

etje pje

Bjarn



Kwolm

k

Teppam

tp
k

F(4,170)=10.73;
p<0.01

kje etje

tje (0.65)

tje (0.78)

Kerneung

kj

F(4,170)=40.36;
p<0.01

etje kje

etje (0.9)

etje (1)

Kjornang

t

F(4,170)=32.48;
p<0.01

pje etje

etje (0.85)

etje (1)

Tuiem

tje (0.65)

tje (0.78)

klum

F(4,170)=51.05;
p<0.01

etje pje

Keloem



F(4,170)=30.87;
p<0.01

etje kje

tje (0.65)

tje (0.78)

Augeng

st

F(4,170)=35.04;
p<0.01

pje

pje (0.96)

pje (1)

Sterm

j

F(4,170)=40.65;
p<0.01

etje

etje (0.9)

etje (1)

Jollang

bklo

F(4,170)=28.43;
p<0.01

tje

tje (0.96)

tje (0.98)

Beklo

n

F(4,170)=18.04;
p<0.01

je

je (0.92)

je (0.95)

Nugerg

plik

F(4,170)=27.23;
p<0.01

etje

tje (0.65)

tje (0.78)

Pliekung

Ť

F(4,170)=24.82;
p<0.01

pje

pje (0.91)

pje (1)

Yramp

tj

F(4,170)=18.57;
p<0.01

pje

pje (0.96)

pje (1)

Tjerpvlirm

pam

F(4,170)=15.74;
p<0.01

je

je (0.98)

je (1)

Pamuguls

r

F(4,170)=31.67;
p<0.01

pje

pje (0.96)

pje (1)

Rekstolm

va

F(4,170)=47.31;
p<0.01

je

tje (0.99)

tje (1)

Vaaft

kŤl

F(4,170)=24.83;
p<0.01

tje

tje (0.93)

tje (1)

Kanneil

paili

F(4,170)=24.14;
p<0.01

etje

etje (0.93)

etje (0.97)

Pailigoer

kr

F(4,170)=17.92;
p<0.01

je

etje (0.94)

etje (1)

Krihl

pa

F(4,170)=35.87;
p<0.01

pje

pje (0.96)

pje (1)

Padelm

m

F(4,170)=21.74;
p<0.01

kje

kje (1)

kje (1)

Gemonk

ko

F(4,170)=23.13;
p<0.01

etje kje

etje (0.9)

etje (1)

Konang

k

F(4,170)=22.09;
p<0.01

tje etje

tje (0.99)

tje (1)

Quinsel
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4.2. Testing the MGL with CELEX-data
4.2.1. Introduction to CELEX
CELEX was founded in Nijmegen in 1986 under
supervision of several Dutch-based research centers, most
notably the Max Planck Institute for Psycholinguistics in
Nijmegen. The project came to an end in 2001. The data is
still available on CDROM and through a web interface. The
database
contains
orthographic,
phonological,
morphological, syntactic and frequency properties of
Dutch, English and German lemmas. For the Dutch
language the database contained (in 1990), 381.292 Dutch
word-forms, corresponding to 124.136 lemmas.
4.2.2. Obtaining the diminutive forms from CELEX
For this experiment we used the web based CELEX
database. We abstracted 3869 Dutch Diminutive forms
from it.
Table 3. Example input training data for the MGL1
Stem

Stem + Dim.

Freq.

Stem

Stem + Dim.

OŚ'zŤn

mŚ'zŤntj

1

magazijn

magazijntje

'zerŤs

'zerŤsj

4

zeereis

zeereisje

tl'je

tl'jetj

2

atelier

ateliertje

wev'rŤ

wev'rŤtj

1

weverij

weverijtje

The data in table 3 is used as training input for the
minimal generalization learner. The first column is the stem
in the phonological notation and the second column is the
Dutch diminutive form. The third column is the frequency
of the word form in the corpus from which the CELEX
database is abstracted. The last two columns are the words
in normal Dutch writing and primarily used as annotation
of the data.
As already explained in a previous chapter, the MGL
learns by using input pairs, in this case CELEX lemmadiminutive pairs. The program then uses the feature-file to
derive phonetic regularities and derive the generalization
rules. In addition, the MGL is capable of receiving bare
input, the lemma form only, and giving all possible outputs
with their confidences. To test the intrinsic learning
capacity of the model, before comparing it with the
behavioral data, we performed a ten-fold cross-validation.
We randomly divided the entire CELEX-corpus into ten
parts. Each part was then tested with the remaining 9 parts
for learning, resetting the learned rules every time. This
resulted in testing 3869 Dutch diminutive forms from the
CELEX-corpus, deriving for each lemma all possible
output-forms and their confidence and reliability ratings.

To derive an overall score of the MGL’s performance, the
output forms with maximum confidence and reliability
were compared with the correct form as contained within
the CELEX-corpus.
To compare the MGL’s performance with human behavior,
the wug words presented to the human subjects were also
tested. This time, the entire CELEX-corpus was used as
training-data, after which the wug words were presented.
All wug word-inputs generated one or more output forms
with their respective reliability and confidence ratings. A
comparison with the behavioral data can be seen in the
results-section.
4.2.3. Results of MGL tested on CELEX
As mentioned the MGL was tested, in ten parts, with all
available and appropriate input-forms from CELEX.
Table 4. Example output for [mŚ'zŤn].
Input

Output

Dim.

Scope

Hits

Rel.

Conf.

mŚ'zŤn

mŚ'zŤnj

j

3038

1250

0.411

0.291

mŚ'zŤn

mŚ'zŤntj

tj

81

81

1.0

0.988

mŚ'zŤn

mŚ'zŤntj

tj

308

95

0.308

0.220

The results thus consisted of one or multiple outputs per
test-form, an example is shown in table 4. The first column
is the stem in the phonological notation. The second
column is the word with the learned suffix. The third
column is the derived suffix. The fourth column is the
scope. The fifth column contains the number of hits and the
last two column contain reliability and confidence.
In the example above there are three possible guesses by
the learner. For calculating the accuracy of the learner the
case with the best reliability and best confidence is taken.
For each item in the 3869 test items an output is obtained
and compared with the CELEX data.
The results in total and per diminutive form are shown
in table 5.
4.3. Comparative results of MGL with C4.5
The results obtained from the MGL were compared to
those of Daelemans et al. This is shown in table 5, which
shows the results obtained by choosing the MGL’s top
answers, either by confidence or by reliability, and the C4.5
results. Both the total results of all CELEX-input forms are
shown, and per diminutive ending.

1

In order the words mean: ‘warehouse’, ‘sea voyage’, ‘artist’s studio’
and ‘weaver’.
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Table 5. Results of the MGL and C4.5.
Suffix

in only a few cases, but with high confidence) and in such a
way produce the same coefficient in a multitude of cases.

MGL-Confidence

MGL-Reliability

C4.5

(% correct)

(% correct)

(% correct)

Total:

96.1

96.3

97.4

j

96.4

96.9

99.2

tj

99.2

99.1

99.3

kj

98.7

82.9

90.0

pj

99.0

99.0

90.0

tj

78.1

81.9

84.0

The minimal generalization learner scores on 3869 items
better when the best results of the minimal generalization
learner are picked on reliability with a total score of 96.6
percent then on confidence with a total score of 96.4
percent. Daelemans et al. mention a total score of 97
percent on 3950 words. The confidence scores are the best
on the suffix [kj]. With 76 occurrences in the CELEX
database the [kj] is the rarest suffix, which indicates that
the Minimal Generalization Learner scores good on
irregularities. The rare [pj] with 102 counts in the database
scores better than the 90 percent outcome from the C4.5
learner on that suffix, but the [tj] with 370 items in the
database scores slightly better with the C4.5 learner. In
overall the C4.5 learner has better success with the most
frequent items while the Minimal Generalization Learner
scores best on the suffixes with lower frequency in the
database.
4.4. Comparative results of MGL with behavioral data
A regression analysis was performed in order to assess
the correlation between the Mean Behavioral Ratings and
the Confidence Ratings produced by the MGL for each
wug word diminutive form. Some of the diminutive forms
were excluded from the analysis because the MGL
algorithm did not produce a confidence rating for them.
The forms that did not produce a rating trough the MGL
were excluded from the analysis and the analysis was made
for the remaining 91 forms. The obtained Pearson
Correlation is 0.647 (p<0.001) and the R^2 corresponding
to the regression line is 0.323 (figure 1). This indicates that
an increase in the participants’ mean survey ratings
correspond to an increase of the confidence ratings of the
MGL.
Finally, the regression analysis showed that only about
30% of the variability of the data obtained from the
questionnaire can be explained by the confidence ratings of
the MGL. Several explanations for this effect can be
pointed out. First of all, as can be seen in figure 1, the MGL
confidence ratings have a discrete distribution in the lowest
levels and the behavioral data does not. This fact can be
due to the calculation of the reliability rating by the MGL
and the formation of “islands of reliability” (Albright &
Hayes, 2003) that are very narrow (rules that can be applied

Figure 1. Linear regression between the mean behavior ratings for 91
wug-words from the questionnaire and the corresponding confidence
ratings produced by the MGL. R^2=0.323 (t=7.69; p=0.00).

5. Discussion
The generalization model performed with high accuracy
when choosing the diminutive suffixes for noun lemmas in
CELEX. Its performance was as high as Daelemans et al.’s
model, which shows that a priori knowledge of categories
is not necessary for learning Dutch diminutives.
A more interesting test was to see whether the
generalized rules found simulate human behaviour.
Exposing people to unfamiliar words, wug words, will
avoid instance-based answers and force the subjects to use
generalized rules on the basis of phonotactics. MGL, if
using the same rules, should then produce answers that are
similar to the behavioural results. This was shown to be
true for most of the diminutive categories, barring one. For
21 out of 25 wug words, the suffix with the highest MGL
confidence corresponded to the answer with the highest
score given by the subjects, or one of the not significantly
different highest answers. Notably, the model did not
generate any answers for wug words in the diminutive
category [kj], although it did generalize rules from
CELEX with this suffix. Despite this obvious omission, the
correlation found between human scores and MGL’s
confidence ratings was strong and significant. This could
suggest that the underlying generalized rules are the same
for people and the MGL.
The MGL lacked any answers with the suffix [kj].
There is a noticeable problem when the wug word’s lemma
ended in [] without a preceding [], but with a different
vowel. The CELEX pairs used for training only contained
nouns with the diminutive suffix [kj] if the lemma ended
on [], whereas the survey contained several wug words
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ending in [] with different preceding vowels. Interestingly
people did give [kj] answers with these wug words, where
MGL did not. Two explanations are possible.
People were asked to rate each possible diminutive form
for naturalness, or how ‘Dutch’ the word sounded. To
obtain complete insight into people’s preferences, subjects
were not explicitly asked to generate suffixes themselves
on the basis of a lemma, but to score all diminutive forms.
With all possibilities written out in full, they were directly
exposed to the, possibly incorrect, diminutive forms with
the suffix [kj] and lemmas ending in a [] preceded by one
of these vowels: [], []. [] or []. Dutch does have
diminutive words that end in [kj], and that have the just
mentioned preceding vowels (such as bankje (‘small
sofa’)), but these words contain the [k] in their lemma,
making the suffix [j] and not [kj]. This could explain why
people give diminutive forms such as augengkje a high
score, because they sound natural if the lemma were to
contain the [k], such as augengk. The MGL could not copy
such behavior, for it can only generate answers on the basis
of the actual lemma. If the MGL would be asked how
natural the diminutive form is as a Dutch native word, it
could possibly answer exactly like humans, because these
wug words with [kj] as a suffix do seem to comply to
Dutch phonotactic rules. This could be tested by inputting
the diminutive forms of the wug words in a MGL-model
that can work with phonotactical constraints, such as the
MGL-model implemented by Bart Cramer (unpublished
manuscript). Another way to test this scenario is by giving
human subjects the wug words such as augengkje and ask
them to name the lemma. If people were to give augenk as
a lemma, it would strongly suggest that people are indeed
generating [kj]-suffixes on the basis of phonotactics and
not with the correct lemma.
The second explanation deals with the available
information with which to learn the rules for Dutch
diminutive forms. People could be choosing the suffix [kj]
on the basis of a rule that the MGL had not learned. The
question then is whether the CELEX data is sufficient for
the extraction of such a rule or that human subjects are able
to generate the diminutive form in question without the
need for positive examples. CELEX contains a great many
Dutch words, but might exclude important categories such
as proper names, verbs, foreign words or adjectives, of
which many can be inflected into a diminutive form. If
people are using such extra sources for learning the rule
that causes the discussed behavior, then including them as
training data for the MGL should allow the learner to come
up with the same rule. If, however, extra sources for
learning do not lead to similar behavior, it is possible to
argue that the ‘strategy’ used by humans is different. The
most extreme speculation would be that people are able to
produce forms for which positive examples are not
included in the learning material, because they can
generalize more than the MGL.
With the exception of this special case, in which the
answers between MGL and people differ significantly, the
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model seems to behave very similar to the natural system.
Without any a priori categories assigned to the diminutive
suffixes, it is clear that minimal generalization, as defined
by Albright and Hayes (2002, 2003), can solve the welldefined language problem of Dutch diminutive forms.
Comparing the model’s multiple answers per wug word
and those of the subjects, shows a strong correlation. This
can be explained very well if humans do not have a dual
mechanism for regular and irregular cases (one of the
assumptions on which MGL is based, see Albright &
Hayes, 2003). Instead, humans might generate answers
with multiple rules and pick the answer with the highest
likeliness of being correct. The possible existence of more
regular and irregular rules are explained by the model in
having ‘isles of reliability’. These are rules that have such a
high scope and score (confidence) that they dominate all
behavior within their scope, but leave room for specific
exceptions. This would result in behavior that shows
(seemingly) fixed rules dealing with regular cases, but it
would allow for secondary answers with a lower
confidence score, that are similar to people’s secondary
answers.
The previously described future experiments will
determine what caused the observed omission of [kj]suffixes by the model. This excluded, the MGL as a model
for human language learning is successful in learning rules
for generating Dutch diminutive forms on the basis of
naturally occurring training data.
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• Remove preconditions, if this would result in improving
the estimated accuracy.
• Sort the rules per single class into subsets of rules.
• Sort the subsets on number of training cases covered by
the subset.
• Sort the rules in the subsets based on their estimated
accuracy (by calculating the Minimum Description
Length over rules per class).
• Create a default rule, for the case none of the rules can
be applied on the input.

Appendix A.
Rules of C4.5 for constructing nodes, and pruning.
- T is the set of training examples.
- A class is one of the possible outcome-categories.
- Features are the attributes of the input (such as
phonetic features for language input).
Make-Decision-Tree ( T ) :
• If T contains cases belonging to class Cj, then the
decision Tree for T is a leaf identifying class Cj.
• If T contains no cases. T is then a leaf. The overall
majority class in the parent nodes of T is chosen as the
identifying class for T.
• If T contains cases that belong to a mixture of classes.
Then tests are constructed on single features. A test
results in several subsets from the examples in T. The
test with the highest Information Gain (based on
entropy) will be used to construct the decision node for
T. All constructed subsets will be input for MakeDecision-Tree (T).
Pruning ( T ) :
• Convert the paths from root to leaf node into rules.
Example: If (Atr1 = X) and (Atr2 =Y), then outcome
Category-1.
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Appendix B.
Below is shown the web-survey used for the behavioral
study. The Dutch instruction reads, in short: “We are
conducting a study in language acquisition of children, with
the help of a computermodel. The following questions will
be about wug-words, non-existing words, and we would
like you to rate each possible form on a scale of 1 (not
natural) till 7 (very natural). These answers will be
compared to those of the model.”
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Appendix C.

ASCII
DISC
syllabic
stressed
long
consonantal
sonorant
continuant
delayedrelease
approximant
tap
trill
nasal
voice
spreadgl
constrgl
LABIAL
round
labiodental
CORONAL
anterior

Feature file used for determining which feature each
type of DISC phoneme has.

41 )
42 *
64 @
95 _
124|
125}
60 <
65 A
97 a
98 b
100d
101e
69 E
102f
71 G
103g
104h
105i
73 I
106j
107k
75 K
108l
76 L
109m
77 M

1
1
1
-1
1
1
1
1
1
-1
-1
1
1
-1
1
-1
-1
1
1
-1
-1
1
-1
1
-1
1

-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1

1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1

-1
-1
-1
1
-1
-1
-1
-1
-1
1
1
-1
-1
1
-1
1
-1
-1
-1
-1
1
-1
1
-1
1
-1

1
1
1
-1
1
1
1
1
1
-1
-1
1
1
-1
1
-1
-1
1
1
1
-1
1
1
1
1
1

1
1
1
-1
1
1
1
1
1
-1
-1
1
1
1
1
-1
1
1
1
1
-1
1
1
1
-1
1

0
0
0
1
0
0
0
0
0
-1
-1
0
0
1
0
-1
1
0
0
0
-1
0
0
0
0
0

1
1
1
-1
1
1
1
1
1
-1
-1
1
1
-1
1
-1
-1
1
1
1
-1
1
1
1
-1
1

-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1

-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1

-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
1
-1

1
1
1
1
1
1
1
1
1
1
1
1
1
-1
1
1
-1
1
1
1
-1
1
1
1
1
1

-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
1
-1
-1
-1
-1
-1
-1
-1
-1
-1

-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1

-1
1
-1
-1
1
1
1
-1
-1
1
-1
-1
-1
1
-1
-1
-1
-1
-1
-1
-1
-1
-1
1
1
1

-1
1
-1
-1
1
1
1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
1
-1
1

-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1

-1
-1
-1
1
-1
-1
-1
-1
-1
-1
1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
1
-1
-1
-1

0
0
0
-1
0
0
0
0
0
0
1
0
0
0
0
0
0
0
0
0
0
0
1
0
0
0
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Unsupervised categorization of phonemes
Ágnes Gyarmati
Research Institute for Linguistics
Hungarian Academy of Sciences
aagnes@nytud.hu
Abstract

This paper describes several computational
methods targeting the question of distinguishing vowels from consonants. The methods shown
here are all unsupervised machine learning algorithms based on the distribution of segments:
the algorithm designed by the Russian linguist
Sukhotin, and k-means clustering. These methods can be used language-independently, we applied them for different languages. The performance was outstanding, although the accuracy
of the algorithms depended on the corpus and
the transcription of the corpus as well.

Keywords
consonant/vowel identification, clustering, machine learning,
Sukhotin’s algorithm

1

Introduction

Consonant and vowel are basic notions in phonology,
although theories may differ in their definition and representation. It is known that consonants and vowels
can be identified without any proper definition just
by computational methods considering only their distribution. In this paper we will describe some unsupervised machine learning algorithms targeting this
task, a rather simple algorithm devised by Sukhotin
[8] and data clustering methods. These methods seem
rather different at first sight, however both shares the
property of maximizing the likelihood of consecutive
phonemes that are from different phoneme classes.
Sukhotin’s algorithm does so in a straightforward way,
while clustering’s maximization effect is rather indirect.

2

Corpora

There are several corpora in different languages used
in this paper. The Hungarian ones are the Webcorpus
[2] and a novel by Mór Jókai [6] digitalized by the Hungarian Electronic Library (MEK). Hungarian orthography is relatively close but far from identical to a phonetic transcription. These corpora needed some preprocessing as they are provided in orthographic transcription, hence unsuitable for our purposes. Several
techniques have been applied to approximate phonemic transcription.
First, we have removed non-letter symbols (numbers, punctuation marks), and lowercased the whole

Dániel Vásárhelyi
Faculty of Arts, ELTE
Linguistic Program
vad @nytud.hu

corpus to eliminate the distinctive effect of case. In
Hungarian, some phonemes (some consonants) are
transcribed with digraphs or, in one case, with a trigraph. The corresponding geminates are spelt by doubling the first member of the digraph (or trigraph):
• short: cs, (dz), dzs, gy, ly, ny, sz, ty, zs
• long: ccs,(ddz),ddzs,ggy,lly,nny,ssz,tty,zzs
These geminates have been split into two, eg. ssz →
szsz. Some letters and sequences have been substituted for other letters or sequences, depending on
their, or their members’ phonemic values:
• ly = j (in standard Hungarian)
• q+u=k+v
• w=v
• x = k + sz
• y=i
• ch = h
It must be noted that the phonemic status of dz is
highly disputable (hence the parentheses above). Although the phonetic realization of ch can be rather
diverse, it is phonemically the same as h [7]
Preprocessing the corpus in the way described above
has also produced some minor mistakes in the phonemic transcription, eg. sequences that can be digraphs
are always considered as digraphs, regardless the fact
that the same sequences may occur in compounds, and
the orthography of some loan words and named spelt
traditionally contain letters or sequences with unusual
phonemic values.
The English, French and Japanese corpora are all
wordlists taken from John Goldsmith’s website [3], using mostly the transcription found there, except for
the English wordlist, which is used in two versions in
this paper, with and without stress marking. We will
come back to that point later.
The Czech and Maori corpora is our own collection, selecting freely accessible texts randomly from
the World Wide Web. These corpora were processed
orthographically, after having lowercased them and
having eliminated non-letter symbols from texts.
Table 1 show small extracts form each corpora used
in this paper, before any prepocessing.

1
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the algorithm, during each cycle, one of the phonemes,
the most likely candidate for being a vowel is relabelled
as a vowel, depending on the information contained in
R. All the data present in R for this phoneme will not
be taken into consideration in later cycles any more.
Based on the assumption ii) above, a phoneme occurring more frequently preceding and following consonants than vowels is a candidate for being a vowel,
the difference between its frequency next to a consonant and its frequency next to a vowel should be thus
positive. This difference is assigned iteratively to each
phoneme pi in the score v(pi ):


rij −
rij
v(pi ) =

Table 1: Extracts from the corpora used
Hungarian
2003-10-11 14:00 Golgota Közösségi Ház.
Bejárat a Hold utca felől.
English (w stress)
BECAME 247 B IH0 K EY1 M
BECAUSE 884 B IH0 K AO1 Z
BECKETT 11 B EH1 K IH0 T
BECKONED 8 B EH1 K AH0 N D
BECOME 360 B IH0 K AH1 M
English (w/o stress)
BECAME 247 B IH K EY M
BECAUSE 884 B IH K AO Z
BECKETT 11 B EH K IH T
BECKONED 8 B EH K AX N D
BECOME 360 B IH K AH M
French
abrasif 21 A b r A z i f
abreuver 1 A b r Ö v é
abri 39 A b r i
abri-sous-roche 1 A b r i s u r O S
Japanese
bonresuhamu 1 b o n r e s u h a m u
bonryo 1 b o n r y o
bonryuu 1 b o n r y u :
bonsai 1 b o n s a i
Czech
Za další hodinu se vrátil.
Pod paží třímal objemný balík.
Maori
I taku haerenga mai ki te Tari Toko i te
Ora i te marama o Hōngongoi 1993

3

1≤j≤n,j=kv

where kv refers to indexes of phonemes already regarded as vowels. The higher the value of the score
v(pi ) is, the more likely the given phoneme is in fact
a vowel. The algorithm is greedy, it always chooses
the phoneme with the highest v(pi ) value to be relabelled. The algorithm stops when there is no phoneme
with positive v(pi ) value left, and returns the list of
phonemes, with each one labelled as either vowel or
consonant.

3.2

3.2.1

Sukhotin’s algorithm

...

K-means clustering

The k-means algorithm [5] defines clusters by the center of mass of their members. There is a (random) set
of initial cluster centers (µj ) in the beginning. Then in
several iterations each object is assigned to the cluster
whose center is the closest
 and the center is recomputed (µj = (1/|Cj |) x∈Cj x) accordingly. In the
simplest case the distance is the Euclidean one, but
we’ll use Spearman rank correlation instead.

Sukhotin’s algorithm [8], also described in [4], is a simple algorithm designed for classifying segments automatically into two sets, consonants and vowels, respectively. This is a language-independent unsupervised
learning algorithm based on two fundamental assumptions: i) the most frequent segment in a transcripted
set of data is always a vowel and ii) vowels and consonants have the tendency to alternate more often than
not.
Considering a language with an inventory of n
phonemes P = {p1 , . . . , pn }, and a sample corpus from
this language, a square matrix R, of dimension (n × n)
is built, where rij = rji = fij + fji , if i = j, where
fkl is the frequency of the bigram pk pl in the corpus.
Although the values on the main diagonal should be
equal to twice the frequencies of bigrams consisting of
identical phonemes, these values are per definitionem
0 in R.


0
f12 + f21 . . . f1n + fn1
0
. . . f2n + fn2 
 f21 + f12

R=
..
..
..


.
.
.
fn1 + f1n

Clustering

Data clustering is a method to form arrays of objects
that are somehow similar (for a more detailed definition see [5]). In computational linguistics it is used
in unsupervised learning of several features because
it doesn’t presuppose the knowledge of the categories
the objects being classified to. In this paper we’ll use
k-means clustering to discover vowels/consonants in a
given phoneme system.

Algorithms

3.1

1≤j≤n,j=kv

3.2.2

Spearman rank correlation

We chose Spearman rank correlation as the distance
metric. This is a variant of the well-known Pearson
correlation coefficient (r) which is calculated for two
x = {x1 , x2 , ..., xn } and y = {y1 , y2 , .., yn } vectors as
follows:


n 
1  xi − x̄
yi − ȳ
r=
n i=1
σx
σy
where x̄ is the average of values in x, and σx is the
standard deviation of these values.
Spearman rank correlation (rS ) is the correlation between the rank s of the elements of the two vectors, i.e.
if xi1 ≤ xi2 ≤ ... ≤ xin and yj1 ≤ yj2 ≤ ... ≤ yjn
then rS (x, y) = r(x , y  ) where xik = k = y  jk for each

0

At the beginning of the algorithm all phonemes are
labelled as consonants. Then in the iterative phase of

2
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k = 1, ..., n.
The advantage of using rank correlation instead of e.g.
Euclidean distance is that it resist linear transformations and more robust against outliers (i.e. somehow
independent from the corpus).

4

Table 4: Sukhotin’s algorithm on English w/o stress
Cluster
Vowels
Consonants

Vowels and consonants

4.1

Phonemes
AA, AE, AH, AO, AW, AX, AY, EH
ER, EY, IH, IY, OW, OY, R, UH, UW
B, CH, D, DH, F, G, HH, JH
K, L, M, N, NG, P, S, SH, T
TH, V, W, Y, Z, ZH

Sukhotin’s algorithm

After having applied Sukhotin’s algorithm to three different languages (English, French and Finnish), Goldsmith and Xanthos [4] found that the accuracy of the
algorithm was highly dependent on the set of data. We
applied the algorithm for Hungarian, English, Czech
and Maori.
The result for Hungarian was perfect. All the vowels
were considered as vowels by the algorithm, leaving
only real consonants among the consonants.

realization of r can be rather different in languages,
see English, French and Hungarian. Our hypothesis
was that it might as well turn out that the phoneme r
itself causes the oddity, being less or more consonantal
in different languages.
We also applied the algorithm for Czech. It is well
known that r can be syllabic in Czech.
Table 5: Sukhotin’s algorithm on Czech
Cluster
Phonemes
Vowels
ý,ó,a,é,y,o,ě,á,e,í,ů,ú,i,u
Consonants ň,k,v,w,č,ž,l,x,m,b,c,n,z
d,c,p,f,ř,g,r,š,ď,s,h,t,j

Table 2: Sukhotin’s algorithm on Hungarian webcorpus
Cluster
Vowels
Consonants

Phonemes
a,á,é,é,i,í,o,ó,ö,ő,u,ú,ü,ű
b,c,cs,d,dz,dzs,f,g,gy,h,j,k,l,m,n,
ny,p,r,s,sz,t,ty,v,z,zs

However, r is more frequently occurs in consonantal
position, so the algorithm which cares only the distribution will classify it as a consonant.
To test the algorithm on a language which has a
different inventory of phonemes we applied it on Maori
which is a Polynesian language with only 9 consonants
and 10 vowels. The algorithm performed perfectly on
this corpus as well.

The good results motivated us to review Goldsmith
and Xanthos’ claim that the particular set of data
highly influences the accuracy of the algorithm. We
applied the algorithm to the English corpus, as well.
The results were similar to theirs.
Table 3: Sukhotin’s algorithm on English with stress
Cluster
Vowels
Consonants

Table 6: Sukhotin’s algorithm on Maori
Cluster
Phonemes
Vowels
a,ē,ō,o,e,ı̄,ā,i,ū,u
Consonants k,w,m,n,ng,p,wh,r,h,t

Phonemes
AH0,R,S,IH0,L,ER0,N,M,EY1,W
HH,Y,ER1,AE1,AY0,EY0,OW0,DH
AA0,AA1,AE0,AH1,AO0,AO1,AW0
AW1,AY1,B,CH,D,EH0,EH1,F,G
IH1,IY0,IY1,JH,K,NG,OW1,OY0,OY1

Sukhotin’s algorithm can be used for detecting other
kinds of alternating patterns, as well. The categories
should be renamed appropriately. In English, for example, stressed and unstressed vowels tend to alternate. A stressed vowel cannot be followed by another
stressed vowel,
We created a corpus of English vowels from the
wordlist we used earlier. As the main task is to classify
vowels according to their stress level, first we used the
ArpaBet symbols with stress labels. The result was
what we had expected, schwa was first selected, and
later accompanied by all the other unstressed vowels.
The question arises naturally what categories would
emerge when omitting stress labels. There is still an
alternating pattern present but it is not as clearcut as
in the case of considering strictly stressed/unstressed
vowels. We expected to find typically stressed vowels
in one of the sets, and typically stressed in the other.
The result was very similar to our hypothesis. As in
the cases before, schwa (AH0 or AX, due to another
convention) was selected first, and later got accompa-

As Goldsmith and Xanthos also noted, the phonetic
transcriptions in which the corpus is provided misleads
the algorithm so that it must distinguish symbols referring to the same phonemic content but having different stress label (either 0 or 1). Removing the stress
labels results in a smaller set of (real) phonemes, and
a remarkably more accurate output made by the algorithm. Its only mistake was misclassifying R as a
vowel.
The algorithm did the same steps in these applications. It was not the corpus that changed the result
but the set of symbols, the alphabet. As the aim of
Sukhotin’s algorithm to learn the categories of vowels
and consonants given the phonemes of a language, the
stress indicators of ArpaBet should be ignored for this
task.
The peculiar classification of r might be the mistake
of the algorithm. It is well known, however, that the
3
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Table 7: Sukhotin’s algorithm on English vowels
Cluster
Phonemes
Vowel cat.1 AA0,AE0,AH0,AO0,AW0
(unstressed)
AY0,EH0,ER0,EY0,IH0
IY0,OW0,OY0,UH0,UW0
Vowel cat.2 AA1,AE1,AH1,AO1,AW1
(stressed)
AY1,EH1,ER1,EY1,IH1,
IY1,OW1,OY1,UH1,UW1

nied by ER and IH, both of which occur much more
frequent unstressed than stressed in the corpus.
Table 8: Sukhotin’s algorithm on English vowels (2)
Cluster
Phonemes
Vowel cat.1
AX,ER,IH
Vowel cat.2 AA,AE,AH,AO,AW,AY,EH
EY,IY,OW,OY,UH,UW

4.2

Fig. 1: 2-means clustering results for each corpora

5

It has been shown that even a simple classifier algorithm such as Sukhotin’s can be used with good result for identifying the most important natural classes,
vowels and consonants. The accuracy of the algorithm
depends not only the corpus but also on the transcription. When looking for an automated solution, the
choice of the transcription system must be consistent
with the task.
On the other hand clustering proved to be a robust
yet rather simple method to perform our task. It was
more resistant to the various representations, and has
a great potential in unsupervised discovery of other
phonemic features.

Clustering

For each corpora we took each row of the bigram frequency matrix ((fij )1≤i,j≤n ) fi = {fi1 , fi2 , ..., fin } as
an object in an n-dimensional vector space. To identify vowels and consonants by clustering we used the
Cluster 3.0 program [1]. The clustering method was
k-means for k = 2 and for similarity metric we used
Spearman rank correlation as described above.
4.2.1

Evaluation

Results
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Abstract
Two new approaches to computational dialectometry are presented, one based on vectoranalysis and the other on information theory.
Experiments with a corpus of Bulgarian dialect
pronunciation data show that both methods are
viable to identify the major dialect areas of Bulgaria that have been identified by the use of
isoglosses in traditional dialectology.

1

Introduction

In traditional dialectology [2], dialects are distinguished by isglosses or bundles of them. Isoglosses
are lines, delineating linguistic features on a map. In
contrast to dialectology, computational dialectometry
tries to identify dialect regions by the use of mathematical, statistical and information-theoretic concepts
and tools.
Currently the method of choice for measuring the
distance between two words, either in terms of their
graphemic representation (in the case of lexical data)
or in terms of their phonetic representation (in the case
of pronunciation data), relies on the notions of alignment [7] and of edit-distance [4], particularly in the
form of Levenshtein distance. The distance between
two lists of words is measured by an aggregate method
that sums the distances of each individual word-pair
in the word lists.
Two disadvantages are implicit in this approach:
• Aggregate methods consider in every pass just two
data-records, not the entire data set. A comparison of the whole data set in a single step is not
possible
• It is only possible to compare pairs of individual
words. For example, it is possible to compare two
different pronunciations of the word apple, but it
is not possible to track the occurrences of individual segments, e.g. the vowel a in different words,
e.g. in apple and banana
In this paper two alternative approaches to dialectometry are presented and compared. One approach,
which has been described in more detail in [5] and is
summarized in section 5 below, relies on vector analysis. This approach resembles aggregate methods in
that words as sequences of phonetic segments are considered the basic unit of comparison. However, by allowing comparisons of a single word for all sites simultaneously and by allowing simultaneous comparsions

of the entire word list across sites, this vector-based
approach overcomes the limitations of the aggregate
methods discussed above. In this sense, the vectorbased is more discriminative. The other approach introduced in this paper is based on information theory
and more specifically on the notion of partial information, which is introduced in section 4. Partial information is a pure quantitative measuring unit. It only
takes into account the probability of elements in a data
set, which is calculated in terms of their relative frequencies. Consequently, elements with the same number of occurrences in a data set are considered identical. Thus, individual segments (in the case of unigrams) or sequences of segments (n-grams), but not
words, are considered the basic unit of analysis. The
partial information approach is, thus, a purely corpusbased approach in comparison to the aggregate and
vector-based methods discussed above. [4] notes that
corpus-based methods tend to perform worse by comparison to aggregate methods on the Norwegian data
sets examined in his thesis. He attributes this difference in performance to the failure of corpus-based
methods to recognize words as a meaningful level of
linguistic structure.
In its purely corpus-based orientation, the partial
information approach is a weaker method than the
two word-based approaches noted above. On the other
hand, it takes into account every element of the data
set and calculates its informational contribution (measured in Shannon) to the data set as a whole.
The main motivation for comparing the vectorbased method as the arguably strongest method
with the partial-information method as the weakest
method, is to see whether the empirical results obtained by the stronger method can be replicated by
the weaker method.

2

Definitions

In the terminology of this paper, a site refers to a
geographically defined location, for example a town or
a village, in the examined language area. It doesn’t
play a role how big the actual site is or how many
people are living there.
The dialect data is annotated in X-Sampa [13] codes
which are an electronical form of the International
Phonetic Alphabet (IPA)1 [1]. With IPA- respective
X-Sampa symbols, differences in the pronunciation of
1

For
detailed
information
on
the
http://www.arts.gla.ac.uk/IPA/index.html
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dialects can be annotated. Lexical data is not mentioned at the moment.
An X-Sampa code is the smallest element in the
data.
Examinations are possible in two directions:
• Single-word-all-sites, a so called SWAS-trace, is
an examination of one word in all sites. For example, the word ”red” in all sites.

Multiplying the probability of an element with the
logarithm base two converts the result into the binary
system. Other logarithms are possible, but would not
change the relations between the information amounts
of the elements.
Because the probability is always <= 1 the result
has to be multiplied with -1 to get a positive value.

• Single-site-all-words, a SSAW-trace, examines all
different words of a site, for example the complete
list of words in site x.

Fig. 1: Dialect Data in X-Sampa encoding. Example
from the Bulgarian data set
In this paper, the focus lies on the SSAW direction2 :
all words of a site constitute a data record. All data
records together form the data set.
For every data record, the partial information is calculated. Finally, these values are clustered and displayed in maps3 .

3

Fig. 2: Relation between probability and information
with probabilities values from 0.1 to 1.0
In fact, there are two differences between probability
and information:
• Increasing the probability means decreasing the
information.
• Because of its logarithmic nature, the information takes values with low probabilities relatively
stronger into account than values with high probabilities.

The Concept of Information

The term information is used in a wide range of scientific fields. In information theory [3], it is defined
on the basis of the probability of an element in a given
data set.
The probability of an element is defined as the relation between the number of occurences of that element
and the whole number of elements:
p(x) =

number of occurences of x
number of elements in the data set

(1)

If the elements of a data set are not distributed in a
uniform way, the probability of the element will vary.
Rarer elements are carrying more information than
more frequent ones.
Based on this observation, it is possible to calculate
the amount of information of an element z [8]:
I(p(z)) = −log2 p(z)

The unit of information is Shannon, which represents the minimum of bits which are necessary to decode the information in the data set4 .
From the formula in (2) it follows that the information of an element decreases when the probability
of an element increases. A rarer element carries more
information than a more frequently occurring one. If
an element has the probability of 1, it’s information is
0 because if a data set contains only one different kind
of elements, there is no surprise and with that also no
information5 .
By summing up the information of every element in
a data set X the absolute amount of information I(X)
in that data set is obtained:
I(X) = −

(2)

where p(z) is the probability of element z.
2

3

Aggregate methods like the Levenshtein distance aren’t able
to work in the SSAW direction: they are confined to the
SWAS direction
For a short introduction into Geographical Information Systems (GIS), see http://www.qgis.org
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n


log2 p(zi )

(3)

i=1

where n is the number of elements in the data set.
4
5

In contrast to Bit, the unit Shannon is continous and not
discrete
log2 1 = 0
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Fig. 3: Information in a data set: the elements
have different amounts of information, the lighter ones
more than the darker ones

From Information to Partial
Information

We define the partial information IP as the relation
between the amount of information in a part of a data
set and the information of the whole data set:
Ip (X, Y ) =

I(X)
where X ⊂ Y
I(Y )

(4)

In this way, the partial information Ip (S) of site
S can be calculated as relation to the information
amount of all sites:
I(S)
Ip (S) = n
i=1 I(Si )

(5)

where the denominator represents the amount of
information of the complete data set.
Calculating the partial information for every site
produces a site-specific, individual value for every site.
This value represents the relation between the amount
of information in an individual site and the amount of
information of all sites. The site-specific values, which
naturally sum up to 1, can then be used as the basis
for dialect clustering.
The partial information is a kind of a corpus frequency method : differences between dialects are measured by the different number of occurrences of the
single elements in dialects [6].
In computational dialectometry, corpus based frequency methods are well studied [4, p. 16 ff.].
Based on the analysis of corpora, frequency based
methods are pure quantitative methods. They are taking into account every element of the data set, but not
it’s position. In the example in Figure 4, the first two
data sets are producing the same results.
Another problem with corpus based frequency
methods are different lengths of data sets. In computational dialectometry this can be ignored, however,
because the amount of data for every sites is nearly
equal.

1

2

3

4

5

Data set 1

x

x

A

x

x

Data set 2

A

x

x

x

x

Data set 3

A

A

x

x

x

Fig. 4: The first two data sets are producing the same
results with corpus based frequency methods, the third
one is different. Both data sets one and two having
the information of 2.64 Shannon, while the third one
has 2.06 Shannon

5
4

Position

Vector Analysis

Another approach to computational dialectometry relies on vector analysis over two-dimensional arrays of
word lists collected for different geographical sites. An
element is tracked by a chain of vectors through the
data. The lengths of these vector chains are individual
for every site and can be used for clustering. For identifying, which elements are interesting in a dialectal
meaning, the SWAS direction can be used.
A vector chain constitutes a unique fingerprint of
the occurrence of the element in focus either in a single
word across all sites in the horizontal dimension or in
all words of the word list for a single site in the vertical
dimension. Moreover, in each dimension such fingerprints can be compared across sites or across words.
On the X-axis of the coordinate system the units
of measurement are the positions of X-Sampa codes in
individual words. On the Y -axis, the words are the
unit of measurement. By assumption, a shift on the
X-axis of one X-Sampa to the left or to the right has
the value 1. On the Y -axis going down one line to the
next word, without shift on the X-axis, has the value
of 1.
Figure 5 shows an artificial example. Starting in
the upper lefthand corner (0,0), the first appearance of
”A” can be represented by the vector v = (3, 0). The
first coordinate represents the movement on the Xand the second one the movement on the Y -axis: this
means, that they are showing the relative movement of
a vector from the actual element to the next one, not
the absolute position in the coordinate-system. From
here, a second vector is drawn down to the second
appearance of ”A” (-1, +1), and so on:
Graphically such vector chains can be rendered as
shown in Figure 6. However, in order to be able to
compare vector chains with one another, a quantitative
measure is needed. Such a measure can be obtained on
the basis of the length of a vector chain6 . This length
can be calculated by adding together the lengths of
the individual vectors contained in the vector chain:
|vc | =

n 

x2vi + yv2i

(6)

i=1

where n is the number of single vectors in the vector
chain.
6

Another possibility would be to sum up the absolute movement of the element to the right and to the left. This fluctuation has one disadvantage: it cannot handle words which
has more than one element correctly.
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are spread across the whole territory of Bulgaria. At
the moment, 180 sites are available in electronic form.
XML is used as a container for the data.
[14] provides detailed information about the selection of words that have been chosen for the data set
and about the sources that have been consulted for
their pronunciation.
This data set forms the basis for the experiments
conducted with both approaches introduced in this paper.

7
Fig. 5: Artificial example for tracing the element ”A”
through a data record

With this method, vector chains can be built for every site. Figure 6 shows 6 of these fingerprints, using
the X-Sampa code ”e”. Three of these sites are located in the eastern part and three in the western part
of Bulgaria. The graphically rendered fingerprints of
the 6 sites shows that individual fingerprints are an
indicator for the sites’ geographical position.

Fig. 6: Fingerprints of six sites, based on the XSampa code ”e”. The first three on the left are in the
east and the three on the right in the west of Bulgaria

In contrast to the partial information, the vector
analysis also takes the position of the elements into
account. On the other hand, just one element is taken
into account, the others are ignored. For a detailed
description of this approach, see [5].

6

The Bulgarian Data Set

In cooperation with the Bulgarian Academy of Science
and the University of Sofia, a phonetic data set of the
Bulgarian language with 200 sites and 143 words7 common to all sites has been collected [10]. These 200 sites
7

Some of the sites contain more words, but these 143 words
are included in every site.
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Results

For both the vector analysis and partial information
approaches, the data are clustered in the following
way:
• Bottom-up: at the beginning, every site is its own
cluster. The treshhold value increases step by step
until only one cluster is left.
• Hard clustering: every site can be a member of
just one cluster.
As shown in Figure 7, the vector analysis shows a
distinction between the east and the west of Bulgaria8 .
This result accords fully with the finding of traditional
dialectology, which states a dialectal distinction between the east and the west of Bulgaria.

Fig. 7: Vector Analysis of the element ”e” in the Bulgarian data set
For the weaker purely corpus-based method of partial information, the partial information for every site
is calculated for the SWAS direction. In order to take
a limited amount of context information into account,
bigrams of phonetic segments were used instead of unigrams.
The map in Figure 8 shows the distribution of partial information across data sites. The results show
a clear distinction between the east and the west of
Bulgaria, as was the case for the more disriminating
approach using vector analysis.
8

At the time the experiments for the vector analysis were performed, more dialect data from Bulgaria was available than
it was at the time when the partial information was calculated. Apart from the methodological differences inherent in
the two approaches, which laken by themselves may lead to
different clustering results, the difference in the underlying
data sets may be in part be responsible for the slightly different east-west splits shown in Figures 7 and 8
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Fig. 8: Partial Information of bigrams starting with
the vowel ”e”

8

Conclusion
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Abstract
This paper describes experiments on identifying
the language of a single name in isolation or in
a document written in a diﬀerent language. A
new corpus has been compiled and made available, matching names against languages. This
corpus is used in a series of experiments measuring the performance of general language models
and names-only language models on the language
identiﬁcation task. Conclusions are drawn from
the comparison between using general language
models and names-only language models and between identifying the language of isolated names
and the language of very short document fragments. Future research directions are outlined.
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1

Introduction

Language identiﬁcation is performed on diﬀerent levels, from the acoustic and prosodic to the phonotactic or graphotactic, and has found various application
in speech synthesis, information extraction and data
mining.
Leaving aside language identiﬁcation at the acoustic
and prosodic level, we shall concentrate on identifying
the language of a string of phonemes or graphemes.
In fact, all of the methods and experiments presented
here operate on graphemes, but there is no underlying
assumption that forces this choice, only data availability.
We further concentrate on identifying the language
of a single name, even when it is in isolation or in a
document written in a diﬀerent language. This is particularly interesting to named-entity recognition, especially if the methodology supports spotting names
transliterated into diﬀerent orthography systems, e.g.
spotting English-language named-entities in Chinese
newspapers.
The intuition and basic hypothesis that the work
presented here tests, is that names are more ‘characteristic’ of their language than general words, and that
a single name might have enough clues to conﬁdently
identify its language, where a general word of the same
length wouldn’t.

The paper is structured as follows: ﬁrst an overview
of the literature in language identiﬁcation is provided,
both in the framework of text categorization and for
identifying the language of a single named entity in
isolation (Sect. 2). Then, in Sect. 3 the corpus used
is presented, as well as the methodology for compiling
it. Finally, the experimental setup and results are described (Sect. 4) and conclusions and future research
directions are oﬀered (Sect. 5).

2
2.1

Language Identiﬁcation
Text Categorization

Guessing the language of a document falls under the
larger area of text categorization, which aims at classifying a document as belonging to one (or more) out of
certain, predeﬁned categories or subject codes. Document language is one of the possible dimensions of
categorization, interesting for various document organization, data mining, and information extraction
tasks.
Cavnar and Trenkle [1994] report experiments on
language categorization using a simple n-gram frequency algorithm. The language models consist of
frequency counts of n-grams (up to 5-grams) for various languages. To classify a document, the frequency
counts of n-grams in the document are calculated, and
their distribution compared against the distribution of
n-grams in the language models. The model with the
smallest distance from the distribution of the document, is assumed to be the language of the document.
This algorithm was tested on Usenet postings from
the soc.culture newsgroup hierarchy. An eightlanguage corpus was generated semi-automatically: a
ﬁrst pass operated under the assumption that the postings are in the language of the country or region under
discussion in each newsgroup, and at a second pass discrepancies between the newsgroup’s default language
and the system’s prediction were manually resolved.
With the 400 most frequent n-grams retained in the
models, and postings of at least 300 bytes of length, the
system classiﬁed the test set almost perfectly, achieving and accuracy of 99.8%. The authors also report
an accuracy of 99.3% for postings that are under 300
bytes, without providing any further details of how
accuracy drops with shorter test documents.
Cavnar and Trenkle’s algorithm has seen various
implementations and use cases, most notably the

International Workshop Computational Phonology ’2007 - Borovets, Bulgaria

43

Language
German
English
Serbocroatian
Italian
French
Polish
Spanish
Danish
Dutch
Swedish
Czechoslovak
Norwegian
Portuguese
Total

TextCat1 implementation used in the SpamAssassin2 spam ﬁlter. The TextCat distribution includes
language models for 69 languages and about 9 kbytes
of text in each language.

2.2

Language Identiﬁcation in Isolation

Language identiﬁcation is very accurate even for texts
as small as two or three hundred characters, but even
so that is a long way from identifying the language of
origin of single name, when seen in isolation.
Eﬀorts at language identiﬁcation for proper names
originate in speech synthesis [Spiegel, 1985, Vitale,
1991, Font Llitjós and Black, 2001], with language
identiﬁcation used to adjust grapheme-to-phoneme
rules. The typical approach is to improve an Englishlanguage speech synthesizer by training n-gram classiﬁers and using diﬀerent pronunciation models for foreign names, depending on each name’s origin.
Font Llitjós and Black, in particular, note that language identiﬁcation of isolated names is a diﬃcult task,
as they tried to manually tag 516 names and found
that they could conﬁdently tag only 43% of the data.
For their speech synthesis experiment they used a simpliﬁcation of the Cavnar and Trenkle algorithm which
only counted 3-grams. They trained language models
on general text (ranging from 255 thousand to 11 million words), and provided the classiﬁcation results as
features for the grapheme-to-phoneme models. Unfortunately they do not report results for the language
identiﬁcation part of their experiments, but they do
make the following observation:
Ideally, we should have trained our LLMs
[letter language models] on just names, instead of text corpora, since that is the distribution of our training data. However, some
experiments where we had LLM trained on
both text and just proper names for German, French and Spanish have shown that
the probability of the two LLM were very
close, and it never happened that the LLM
trained on text performed worse than the
LLM trained on proper names.
Another ﬁeld of application of the same general
methodology is automatic transliteration of namedentities for the purposes of machine translation
[Huang, 2005], except that here language identiﬁcation
adjusts transliteration models instead of graphemeto-phoneme ones. In Huang’s experiment languages
were grouped together in clusters, where clustering
was trained on the eﬀect that it had on the transliteration models. The resulting clusters roughly corresponded to familiar language groupings (Chinese,
Romance, English-and-Dutch, Nordic). Again, language identiﬁcation models are reported to improve
accuracy, but no results are provided for the language
identiﬁcation sub-task per se.
Finally, language identiﬁcation is pertinent to
information-extraction tasks such as named-entity
recognition. In this context it is important to be able
1
2

See http://www.let.rug.nl/~vannoord/TextCat/
See http://spamassassin.apache.org/
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Names
3153
1660
1474
1151
1141
1057
1031
817
809
746
653
622
600
14914

Avg. Len.
15.1
13.6
14.3
16.2
15.8
16.0
14.0
15.7
15.1
15.7
13.6
16.2
11.1
14.8

Table 1: Corpus size statistics for full names.
to identify the original language of a named entity in
order to be able to recognize transliterated named entities. Virga and Khudanpur [2003] report identifying
references to English-language named entities in Chinese text. Their approach is to train a tri-gram model
on Chinese transliterations of English names and use it
to pick out English-language named-entities. Knowing
that a string is an English word, the original orthography can be more accurately guessed.

3

The Transfermarkt Corpus

In order to test the hypothesis stated in the introduction, a corpus of person’s names matched with
the language of each name was created. The corpus
is based on the Transfermarkt web-site,3 which features various information about 22966 football players, including—most crucially for our purposes—their
nationality. The site has complete player information
about several German leagues and the top league from
21 other countries. After discarding mixed-language
nationalities (e.g. Belgian and Swiss) and sparse nationalities, and after combining some nationalities under a single language (U.K. & Ireland; Serbia, Croatia
& Bosnia; and Czech Republic and Slovakia4 ) there
are 13 languages left with a reasonable5 number of
names each, listed in Table 1.
A second dataset was created were only last names
were considered. In the Transfermarkt web-site full
names are provided without any indication of how they
3

4

5

See http://www.transfermarkt.de/ The corpus was compiled from a web crawl through the site performed on 7-62007.
A preliminary experiment has shown Czeck and Slovak names
to be practically indistinguishable, despite the substantial differences between the Czeck and Slovak languages.
The cut-oﬀ point was set at 556 examples, which leaves 500
training examples at 10-fold cross-validation. Going for a
minimum of 1000 training examples would leave us with too
few languages, including only one pair of closely related languages (Italian and French), rendering the experiments considerably less interesting. Also note the Greek would have
been included if it were for corpus size alone, but was dropped
since, retaining the original orthography, a single character is
always enough to accurately identify it, making any comparison pointless.
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Language
German
Serbocroatian
English
French
Italian
Polish
Spanish
Dutch
Czechoslovak
Swedish
Danish
Norwegian
Portuguese
Total

Names
2608
1160
1132
1067
1042
944
824
746
579
542
501
488
418
12051

Avg. Len.
7.8
7.8
7.5
7.7
8.2
8.6
7.4
7.5
7.2
8.6
8.2
7.8
6.3
7.8

Table 2: Corpus size statistics for last names.
should be split into their ﬁrst name/last name components, so, for names with more than two parts, the
last part was assumed to be the last name. This assumption makes the task slightly more diﬃcult, since
it removes language-speciﬁc surname preﬁxes like [van]
and [della], but is accurate in most cases since middle
names are far more widespread than surname preﬁxes
or double surnames. This process has resulted in several duplicates, as some people shared the same surname, and the subsequent shrinking of the dataset.
The corpus size statistics for last names are given in
Table 2. Doing the same for ﬁrst names did not yield a
usable-sized dataset, since repetitions are considerably
more frequent with ﬁrst names. At the two extremes,
German was left with 609 examples and Czechoslovak
with 99.
In the web-site, names originally spelled in Cyrillic
or Greek are transliterated, but the various diacritics
used in Latin-based languages are retained. All such
diacritics were dropped from the corpus, since some
are suﬃcient to considerably narrow the problem down
or even identify a single language (e.g. Czech [ř]).
The Transfermarkt corpus, both with diacritics
and the plain Latin version, can be downloaded
from http://www.iit.demokritos.gr/~konstant/
dload/tmc.tgz The archive includes the tools developed to compile and manipulate the corpus and conduct the experiments described below.

4
4.1

Experiments and Results
Categorization of Short Strings

As already mentioned, previous work has reported
considerable performance increase in transliteration
and grapheme-to-phoneme conversion tasks when language identiﬁcation is applied before the main algorithm, even for identifying the language of a single
name. Raw language guessing results, however, have
not been reported except by Cavnar and Trenkle, but
they only diﬀerentiate between strings that are shorter
or longer than 300 bytes.
In order to establish a basis for comparison, it was
necessary to conduct some experiments on language

String
Length
5
10
15
20
25

Plain
Latin
32%
49%
60%
65%
69%

Full
Diacritics
41%
62%
73%
78%
79%

Table 3: Fβ=1 score of language identiﬁcation of short
strings from generic models.
identiﬁcation from strings of length comparable to the
average length of 15 characters observed in the Transfermarkt corpus. The TextCat implementation of
the Cavnar and Trenkle algorithm was used. The test
sets were built by splitting the short texts included
in the TextCat distribution. Various text fragment
lengths were tried, ranging between 5 and 25 characters, not necessarily aligned with word boundaries.
Two sets of tests were run, one with full diacritics
and one on plain text. For the former tests, the models
that come with the TextCat distribution were used.
For the latter, the test sets were stripped of diacritics
and plain-text models were built from 100 kbytes fragments of the JRC-Acquis Multilingual Parallel Corpus
[Steinberger et al., 2006]. The JRC-Acquis corpus does
not include Norwegian and Serbocroatian from the
languages of Table 1, so the models from TextCat
were used for these languages. Serbian, Croatian,
and Bosnian have diﬀerent models in TextCat, so
all three were included and the results adjusted accordingly to consider any of these three answers as
correct. These models (and the test texts) are plain
Latin transliterations of the original orthographies, so
they could be immediately included.
The Norwegian model, on the other hand, is encoded
with full diacritics and had to be simpliﬁed. This has
had a slight negative eﬀect on Norwegian results, since
the frequencies in the new model are not guaranteed to
be accurate. To illustrate why this is the case, consider
the 2-gram [på] which is present among the 400 most
frequent n-grams retained in the model, but [pa] is not.
In the model generated by merging [å] into [a], [pa] is
under-represented. In a more extreme case, an n-gram
might be altogether missing. Imagine, for example,
a situation where neither [pa] nor [på] were frequent
enough to be in the original model, but their combined
frequency would have been enough.
The predictive performance, averaged over 13 languages, of the plain Latin and the full-diacritics models
is given in Table 3. It should be noted that the Serbocroatian model and test text in TextCat is only
available without diacritics, so the same Serbocroatian text and models were employed in both experiment
series. Performance is given as the balanced F -score
over precision P and recall R:
Fβ=1 =

2·P ·R
P +R

The most immediate conclusions from these results
is that at this size range language identiﬁcation has
not converged yet at the numbers reported at the 300character area, and that diacritics have a very high dis-
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Language
Italian
Norwegian
Polish
French
Swedish
Danish
German
Dutch
Serbocroatian
Spanish
English
Czechoslovak
Portuguese
Average

Avg
Len
16.2
16.2
16.0
15.8
15.7
15.7
15.1
15.1
14.3
14.0
13.6
13.6
11.1
14.8

Recall

Prec.

Fβ=1

Language

37%
13%
65%
11%
3%
14%
41%
22%
38%
18%
7%
5%
29%
23%

62%
16%
67%
36%
5%
17%
39%
46%
57%
23%
22%
20%
30%
34%

46%
14%
66%
17%
4%
15%
40%
30%
46%
20%
11%
8%
29%
27%

Italian
Norwegian
Polish
French
Swedish
Danish
German
Dutch
Serbocroatian
Spanish
English
Czechoslovak
Portuguese
Average

Table 4: Performance of general language identiﬁcation models over full names.
Language
Italian
Norwegian
Polish
French
Swedish
Danish
German
Dutch
Serbocroatian
Spanish
English
Czechoslovak
Portuguese
Average

Avg
Len
16.2
16.2
16.0
15.8
15.7
15.7
15.1
15.1
14.3
14.0
13.6
13.6
11.1
14.8

Recall

Prec.

Fβ=1

66%
41%
80%
47%
51%
49%
36%
44%
80%
45%
58%
70%
52%
27%

69%
36%
88%
50%
47%
58%
71%
34%
79%
55%
70%
55%
60%
55%

67%
38%
84%
48%
49%
53%
48%
38%
79%
50%
63%
62%
56%
60 %

Table 5: Performance of 10-fold cross-validated full
name models
criminative power. Both conclusions were intuitively
anticipated, and these results are mostly reported in
order to co-relate them with the main results on language identiﬁcation of names.

4.2

Categorization of Names

Having established the performance of general-purpose
TextCat models on general text, the next step is
to measure their performance over the Transfermarkt
corpus and compare it against the performance of
models speciﬁcally trained on names.
As a ﬁrst step, the JRC-Acquis models were tested
on the Transfermarkt names, where they performed
substantially worse than they did on the TextCat
test texts (cf. Table 4). This is, to a large extent,
due to the fact that the nationality of the bearer of a
name does not consistently reﬂect the name’s origin,
resulting in considerable noise in the Transfermarkt
dataset.
At a second step, the full name and last name
datasets were used to train and test the language
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Avg
Len
8.1
7.8
8.6
7.7
8.6
8.2
7.8
7.5
7.8
7.4
7.5
7.2
6.3
7.8

Recall

Prec.

Fβ=1

61%
30%
61%
39%
51%
42%
44%
38%
74%
38%
51%
56%
40%
48%

59%
31%
75%
36%
61%
60%
73%
35%
79%
41%
66%
36%
41%
53%

60%
30%
67%
37%
56%
49%
55%
36%
76%
39%
58%
44%
40%
50%

Table 6: Performance of 10-fold cross-validated last
name models
models, using 10-fold cross-validation. N -fold crossvalidation is a methodology for evaluating a hypothesis
when there is not enough data to obtain both a training and a test set, but the same data has to be used for
both training and validation, while at the same time
guaranteeing the independence of the training and the
validation process. The original set is partitioned into
N subsets, of which one is retained as testing data
and the remaining N − 1 are used as training data.
Training and testing is repeated N times (the folds),
with each of the N subsets used exactly once as testing data. The N results from the folds are averaged
to produce a single estimation.
The results of the full name and last name language
models (Tables 5 and 6, resp.) show a completely different picture than the JRC-Acquis models, where performance over plain-Latin general text is matched and
at times surpassed. Comparing full-name language
identiﬁcation against language identiﬁcation of general
text we see that similar results are obtained, despite
the fact that the names dataset is a considerably more
noisy, as shown by the performance of the JRC models
over the Transfermarkt dataset. Last-name language
identiﬁcation performs even better, almost touching
the results of general text language identiﬁcation with
diacritics.
By comparing full name and last name results, we
observe that, although full names are on average almost twice as long as last names, last names alone are
enough to achieve an F-score of 50%, versus 60% for
full names. Intuitively, this is corroborated by the fact
(observed in Sec. 3 above) that there are a lot more
distinct last names than there are ﬁrst names, so that
the former are more ‘dense’ in information that the
latter.
Finally, comparing the results of the JRC models
and the Transfermarkt models of full names, tested
over the Transfermarkt names, we see that training
models speciﬁc to names has a most profound eﬀect
on performance, with the average F-score more than
doubling (27% versus 60%). This is in sharp contrast
to the remark by Font Llitjós and Black (cf. Sect. 2.2)
that they did not observe any performance increase
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Figure 1: Graph plotting F-score of language identiﬁcation against string length. The two lines plot language
identiﬁcation performance over general text of ﬁxed length. The outlined circle, triangle, and square marks show
F-scores per language, against average name length of the language. The ﬁlled circle, triangle, and square marks
average these last results over all 13 languages.
when training language models with datasets of names
instead of general text.
Figure 1 combines all of these results into a graph
were the, so to speak, relative ‘discriminative density’, of names and general words can be seen. For
full names, it is practically identical to general words
since full names have an average length of almost 15
characters and can be predicted at pretty much the
same rate as 15-character-long general words. First
names, on te other hand, carry a lot more potential
per character, as their average length is just under 8
characters, but can be predicted as accurately as general words of about 11 characters.

5

Conclusions and Future Research

The main conclusion drawn from the experiments exposed here is that names oﬀer themselves for more
accurate language identiﬁcation than general words.
This conclusion has been repeatedly hinted at in previous work on grapheme-to-phoneme conversion and
transliteration, where a language identiﬁcation preprocessing step resulted in dramatic performance increase on the main task.
Furthermore, it has been demonstrated that language identiﬁcation models for names work better
when trained on names, despite prior reports to the
contrary in the literature. It is interesting to note
that the performance reported here is on a par with

the performance of human annotators, who reported
that they could only conﬁdently predict a person’s nationality in 43% of the data (cf. Sect. 2.2).
Finally, it has been conﬁrmed that last names carry
more information per character than ﬁrst names. This
result which was expected, since it is a lot more common for ﬁrst names to appear in multiple languages
than it is for last names.
A few open questions remain, however. One is the
nature of the information that a name (or any word
in general) carries that allows humans and Machine
Learning systems to predict its linguistic background.
The information used can be either morphological
or phonotactic/graphotactic. For example, characteristic suﬃxes or preﬁxes like Konstantopoulos or
McLeod are morphological features of their respective
languages, whereas, say, a consonant cluster like Polish
[krz], only found in a single (small set of) language(s),
is a phonotactic phenomenon, convolved with the orthographic conventions of the language(s) at hand.
An interesting line of research to pursue is devising and conducting experiments that would analyse
the contribution of each of these factors to the observed increase in language identiﬁcation performance
when dealing with names. There are various preliminary thoughts along these lines, including using more
explicit models, combined with using representations
that are more cross-linguistically uniform and uninformed with respect to the spelling of the name in its
original language.
What is meant by more explicit models, is model
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representations where diﬀerent types of features are
used instead of a ﬂat n-gram model. So, for example,
one could imagine that interesting conclusions could
be drawn by analysing a model that has access to
prior phonotactic models, grapheme-to-phoneme mapping models, and the results of derivational morphology analysis. This, however, would be a major undertaking requiring a long array of linguistic resources,
which can be very sparse for some of the languages
discussed here.
The second idea mentioned above is that of a crosslinguistically uniform and uninformed data representation. In the experiments presented here a small step
in this direction was taken by dropping all diacritics,
so that there will be fewer chances for ‘easy guesses’
based on characters only found in a single language.
This creates a performance mis-balance in favour of
orthographies that prefer grapheme clusters instead of
overloaded characters, as, for example, the distinction
between [s] and [sh] is retained in English and the distinction between [s] and [sz] is retained in Polish, but
the distinction between [s] and [š] is lost in Czechoslovak and Serbocroatian.
One idea would be to represent names in an abstract
phonological representation, but that creates the additional problem of devising such a representation which
is neither too detailed nor too coarse and accurately
making all the grapheme-to-phoneme conversions necessary. An attractive alternative would be based on
the assumption that transliteration to a completely
diﬀerent orthography to a large extend removes clues
that are based on orthographic idiosyncrasies of the
original language. So, for example, if a resource similar to the Transfermarkt corpus would be created from
a Greek or Russian site, all instances of [sh], [sz] and [š]
would have been spelled as [σ] and [ш], respectively.6
Along a totally diﬀerent line of research, other dimensions of categorization could be explored. For example, depending on the language at hand, separating
male from female names can range from trivial to impossible. Names can also provide indications about
age (as ﬁrst names come and go into fashion), social
and economical status (compare ‘Paddy’ and ‘Patrick
III’), religious and, in general, cultural background
(René Antonius Maria Eijkelkamp and Abdelhali Chaiat are both Dutch football players, but certain educated guesses can be made about their cultural backgrounds from their names alone), etc.
The extend to which such categorization attempts
will remain morphophonologically interesting and will
not deteriorate into thesaurus look-ups or require fullblown pragmatic knowledge cannot be predicted, but
might be worth investigating.

6

gates the automation of the quality labelling process
in medical web sites, by verifying their content using
machine-readable quality criteria.
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Abstract

Dialectometry, phonetic variation, lexical variation,
representation of dialectal data

detail. After providing a brief overview of the dialects
spoken in Tuscany (section2), we describe the background
dialectal resource which has been used for this study, with
particular emphasis on the representation model adopted
for dialectal data (section 3). In section 4, we describe how
we measured the pronunciation distances between the
language varieties attested in Tuscany. The resulting
distance measures were analysed by means of explorative
statistical techniques looking for patterns of phonetic
variation in Tuscany: achieved results are illustrated in
section 5, where more linguistic explanations are also
looked for, in particular for what concerns the determinants
of pronunciation variation and the interplay between
pronunciation and lexical variation.

1. Introduction

2. The dialects of Tuscany

The paper illustrates the results of first experiments carried
out on the corpus of dialectal data of an online dialectal
resource documenting the language varieties spoken in an
Italian region, Tuscany, with the RUG/L04 software for
Dialectometrics and Cartography. By exploiting a multi-level
representation model of dialectal data, the study focuses on
patterns of phonetic variation attested in Tuscany and tries to
shed light on the determinants of pronunciation variation and
on the degree to which pronunciation and lexical variation
correlate in Tuscan dialects.

Keywords

Although the birth of dialectometry dates back to Séguy
(1973) and Goebl (1984), efforts in the last twelve years
have led to significant progress in the application of
mathematical and computational techniques to the analysis
of linguistic variation of different languages, with respect
to different sorts of data (going from pronunciational to
morphological, lexical and – most recently – also
syntactical), different data sets and languages. The state of
the art is well documented in the Special issue of
Computers and the Humanities on Computational Methods
in Dialectometry (Nerbonne and Kretzschmar 2003), and –
for what concerns more recent developments – in the
Special Issue on Progress in Dialectometry of Literary and
Linguistic Computing (Nerbonne and Kretzschmar 2006).
This paper intends to contribute to this line of research by
presenting the results of first dialectometric experiments
carried out on a corpus of Italian dialectal data for what
concerns phonetic variation. For these experiments, we
used the corpus of dialectal data of ALT-Web, an online
resource giving access to the Atlante Lessicale Toscano
‘Lexical Atlas of Tuscany’, and the RUG/L04 software for
Dialectometrics and Cartography developed by P. Kleiweg.
Studies on linguistic variation carried out with
dialectometric techniques require three basic ingredients: i)
a computable representation of dialectal data; ii) the
definition of a suitable distance function measuring how
close any two such representations are; iii) a way to turn
distance relations into similarity-based partitions and/or
relations. In the article, these ingredients are illustrated in

Tuscany is a region which has a special status in the
complex puzzle of Italian dialects. According to the main
scholars of Tuscan dialectology (Giacomelli 1975,
Giannelli 2000), Tuscan dialects are neither northern nor
southern dialects: this follows from their status as the
source of Italian as well as from their representing a
compromise between northern and central-southern
dialects. However, their linguistic characterisation is not so
easy, since there appear to be very few features – if any at
all – which are common to all and only Tuscan dialects. If
elements of unity are hard to find, those of differentiation
are present at the different levels of linguistic description.
Giannelli (2000) proposes the following subdivision of
Tuscan dialects (represented in Figure 1), based on
phonetic, phonemic and morpho-syntactic features:
1.

dialects from the Florentine area (Fiorentino);

2.

dialects from Siena area (Senese);

3. dialects from Pisa and Livorno areas (pisanolivornese);
4.

dialects from Lucca area (Lucchese);

5.

dialects from Elba island (Elbano);

6.

dialects from Arezzo area (Aretino);

7.

dialects from Mount Amiata (Amiatino);

8. dialects from Garfagnana and Versilia (subdvided into
Upper-Garfagnino and Low-Garfagnino/Upper-Versiliese);
9.

dialects from Massa (Massese).
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Tuscany is a region where also non-Tuscan dialects are
spoken: this is the case of dialects spoken in Lunigiana and
in small areas of the Apennines (Romagna Toscana), which
are strongly influenced by northern dialects. Besides
dialects, Giannelli (2000) also identifies different transition
zones, wich are marked in grey in Figure 1.

Lunigianese
GarfagninoUpper Versiliese
Massese
Lucchese

x

“onomasiological questions” starting from concepts
and asking for the lexical items designating them (e.g.
“What terms do you use to name ‘bread crumbs’?”);

x

“semasiological questions” starting from terms and
asking what they mean or what concepts they refer to
(e.g. “What is the meaning of the term ceppo?” whose
possible answers in Tuscany include ‘tree stump’,
‘log’, as well as ‘Christmas present’). Note that in
ALT the outcome of semasiological questions also
includes the recording of the pronunciation of the
target word.

Romagna
Toscana

Pistoiese

Fiorentino

Casentine
dialects
Aretino

PisanoLivornese

Chiana
Valley
dialects

Senese

GrossetanoMassetano
Elbano

Amiatino
South-west dialects
of Grosseto province

Figure 1. The dialects spoken in Tuscany according to
Giannelli (2000)

3. The background resource: ALT-Web
3.1 The Atlante Lessicale Toscano

The Atlante Lessicale Toscano (henceforth ALT) is a
specially designed linguistic atlas in which dialectal data
have both a diatopic and diastratic characterization. The
adjectives qualifying this linguistic atlas in its name are
“lexical” and “Tuscan”. ALT is lexical in the sense that its
main focus is on lexical variation but this does not exclude
that it contains valuable information for what concerns e.g.
phonetic or morphological variation. ALT is Tuscan in the
sense that it is a regional atlas focusing on dialectal
variation within Tuscany, a region which we have seen to
have a peculiar status among the Italian dialects.
ALT interviews were carried out in 224 localities of
Tuscany, with 2,193 informants selected with respect to a
number of parameters ranging from age, socio-economic
status to education and culture by a group of trained
fiedworkers who employed a questionnaire of 745 target
items, designed to elicit variation mainly in vocabulary,
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semantics and pronunciation. In particular, informants were
asked two basic types of questions:

ALT data were collected between 1974 and 1986,
resulting in millions of responses from the 2,193 speakers
who were each asked 745 questions, corresponding to more
than 84,000 different attested dialectal items. During the
collection phase, the results of interviews carried out by the
group of trained fielworkers were revised by the director of
the project, Gabriella Giacomelli, in order to guarantee
comparability of collected data and reduce as much as
possible potentially misleading effects deriving from
fieldworker’s collection techniques or transcription
peculiarities.
In 1985, the digitization of the huge corpus of dialectal
data collected through fieldwork started. The entire ALT
corpus was compacted into about 380,000 entries
partitioned in about 350,000 entries containing canonical
responses to the questionnaire items attested in different
locations (including
typical contexts of use and
informants’ comments), and about 30,000 entries recording
dialectal items collected as additional material which
emerged in the course of interviews.
ALT was published in year 2000 (Giacomelli et al.
2000) as a CD-Rom where dialectal data can be retrieved
through complex queries taking into account a wide range
of parameters interactively defined by the user. With the
advent of Internet, the CD-Rom version of the Lexical
Atlas of Tuscany was replaced by ALT-Web (Cucurullo et
al. 2006), an on-line dialectal resource which gives access
to the entire corpus of linguistic data gathered for the
Atlante Lessicale Toscano to a widened target audience
ranging from professionals to citizens interested by Tuscan
dialectology related topics. 1

3.2 ALT-Web data representation model

In ALT all dialectal responses, be they individual lexical
items or short ethnotexts, were phonetically transcribed.
The phonetic alphabet used in the ALT project was a
geographically specialized version of the Carta dei Dialetti
Italiani (CDI) transcription system (Grassi et al. 1997). In
1

http://serverdbt.ilc.cnr.it/altweb/
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what follows, for the reader’s convenience phonetically
transcribed dialectal items are reported in IPA notation.
The encoding of phonetically transcribed data is one of
the major problems that has to be faced in the construction
of computational dialectal resources based on oral
interviews. Solutions may differ, depending on the types of
analyses phonetically transcribed data should be subjected
to. On the one hand, there is the need to ensure a proper
treatment of phonetically transcribed data during different
automatic analysis stages including editing, sorting,
retrieval, on-screen display and printing. On the other hand,
there are the specific problems of retrieving phonetically
transcribed data: in spite of the fact that, in principle,
computers facilitate access to data, narrowness of phonetic
transcription may constitute a major difficulty for what
concerns their recovery. To fulfill the specific requirements of the different processing tasks, a complex and
articulated encoding schema was designed in ALT-Web.
Table 1. The multi-level representation model of ALT-Web
data: an example
Phonetic
representation

Orthographically transcribed form
Basic orthographic
transcription

[VNMDWW6HGD]

schiaccéda

[VNMDWW6(WD]

schiaccèta

[VNMDWW6D'D]

schiacciàda

[VNMDWW6DGD]

schiacciàda

[VNMDWW6DKD]

schiacciàha

[VNMDWW6D7D]

schiacciàta

[VNMDWW6DWD]

schiacciàta

[VNMDW6DWD]

schiaciàta

[VW6DVVHGD]

s-ciasséda

[VWMDWW6DGD]

stiacciàda

[VWMDWW6DKD]

stiacciàha

[VWMDWW6D7D]

stiacciàta

[VWMDWW6DWD]

stiacciàta

[6NMDWW6DWD]

schiacciàta

[6WMDWW6DWD]

stiacciàta

[6WMDWW6D7D]

stiacciàta

…

…

Normalized
representation

schiacciata

In the ALT-Web data bank, all dialectal responses are
assigned different levels of representation: a first level
rendering the original phonetic transcription; other levels
containing normalized representations of the original form
encoded in standard Italian orthography. In this multi-level
representation model, dialectal data are encoded in layers
of progressively decreasing detail going from phonetic
transcription to different levels of normalized
representations abstracting away from details of speakers’

pronunciation. This is exemplified in Table 1 where for
each phonetically transcribed form the corresponding
orthographic representations are reported: this excerpt is
constituted by different pronunciation variants of the same
word schiacciata denoting a traditional type of bread, flat
and crispy, seasoned on top with salt and oil.
At the first level (column 1), there is the phonetic
representation of dialectal items as transcribed by
fieldworkers. In ALT-Web phonetically transcribed data
are represented through an ad hoc hybrid encoding schema
including both compositional and atomic representations
which, depending on the task, are automatically converted
into each other (for more details see Cucurullo et al. 2006,
§ 3.2). For the specific concerns of this study, we used
atomic representations showing a 1:1 correspondence
between ALT phonetic symbols and computer codes.
Each phonetically transcribed dialectal item is then
assigned two different types of orthographically transcribed
forms, respectively referred to as “basic orthographic
transcription” and “normalized representation” (reported in
the second and third columns of Table 1). At the first
orthographic representation level, attested dialectal data are
encoded according to standard Italian orthography: this
level of representation is designed to help the non-expert
user to understand the phonetically transcribed form. From
this it follows that this level of representation seeks to
account for the variety of phonetic realizations attested by
informants. Yet, Italian orthographical conventions
imposed some unavoidable neutralizations, due to the
unavailability of the corresponding graphemes. For
instance, in Table 1 it can be noticed that [VNMDWW6DGD] and
[VNMDWW6D'D] are both assigned the same word schiacciada
as the corresponding orthographically transcribed form. 2
Normalized representation of dialectal items represents
the first representation level abstracting away from
pronunciation details: in particular, it is meant to abstract
away from within-Tuscany vital phonetic variation. This
entails that at this level a wider range of variants, if
compared with the previous level, is assigned the same
normalised form: this is clearly represented in Table 1
where it can be noticed that all different phonetically
transcribed dialectal items are assigned the same
normalised form schiacciata. Note that at this level
neutralisation is only concerned with phonetic variants
resulting from productive phonetic processes: this is the
case, for instance, of variants involving voicing or
2

To check how close basic orthographic transcription was with
respect to the originally attested forms, a normalization factor
was calculated as the ratio between the number of different
phonetically transcribed forms and the number of different
orthographically transcribed forms: the result is 1.13, showing
that neutralized representations are resorted to in a quite
reduced number of cases.
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spirantization of plosives like /t/, e.g. [VNMDWW6D7D] and
[VNMDWW6DGD]. On the contrary, there are word forms like
[NDR] and [JDR] (meaning ‘rennet’) which are
assigned two different normalised representations, caglio
and gaglio respectively: the reason for this lies in the fact
that this alternation represents a no longer productive
phonetic process in Tuscany. It should also be noted that
this representation level does not deal with morphological
variation (neither inflectional nor derivational): this entails
that words such as [VNMDWW6DWD@(singular) and [VNMDWW6DWH@
(plural) as well as [VNMDWW6DWLQD@ (diminutive) are all
assigned different normalized forms. Currently, this
represents the most abstract representation level
neutralizing productive phonetic variation phenomena;
more abstract normalization levels (e.g. lemmatization) are
envisaged for future developments.
Even if this articulated representation model was
originally devised with a view to editing, sorting and
especially retrieval problems, it seems to us to be
particularly suitable and flexible also for dialectometric
analyses of dialectal data at different linguistic description
levels. For the specific concerns of this study on linguistic
variation in Tuscany, we focussed on the levels of the
phonetic transcription and normalised representation. In
particular, this articulated representation scheme was
exploited in different ways. First, the alignment of the
representation levels was used to automatically extract all
phonetic realizations attested in Tuscany for the same
abstract normalized word form. Second, patterns of
phonetic and lexical variation could be studied with respect
to different representation levels of the same dialectal data.

4. Measuring linguistic distance

Starting from the data of a linguistic atlas there is a number
of different ways for measuring the linguistic distance
between any two locations belonging to the atlas
geographic network. Following Seguy (1971), who is
recognised to be the founder of dialectometry, one could
count the overlapping features (typically, but not limited to,
lexical items provided as answers to a questionnaire)
between the data collected in any two sites. Individual differences between two locations can be aggregated over a
large amount of material thus resulting in a global and
reliable measure of linguistic distance. Goebl (1984)
further developed and improved these ideas (to which he
arrived independently of Seguy) demonstrating their
potential to the wider community of dialectologists. In both
cases the measure of linguistic distance between any two
locations was based on categorical distinctions. By
comparing two different data sets, only two different
distance types are recognised: the distance is set to 0 when
compared items coincide, and to 1 when the they do not.
The categorical treatment of dialectal data advocated
in these dialectometric approaches to the study of linguistic

52

variation was soon felt as a major limitation, especially for
what concerns pronunciation. In fact, the proposed
similarity measure is not sensitive to partial overlap
between dialectal data. An interesting solution to this
problem was proposed by Kessler (1995) who resorted to
the use of a string-distance measure, the Levenshtein
distance (henceforth referred to as LD), as a means of
calculating the distance between the pronunciations of
corresponding words in different dialects (his study was
based on Irish Gaelic dialects). The basic idea underlying
LD is to imagine that one is rewriting one string into
another. The rewriting is carried out through basic
operations: the deletion of a string character; the insertion
of a string character; the substitution of one character for
another. To each of these operations is associated a cost.
The LD between two strings is the least costly sum of costs
needed to trasform one string into another (for more details
on the LD algorithm for dialectological studies see
Nerbonne et al. 1999a).
With LD, comparing two dialectal varieties results in a
sum of all performed word-pair comparisons. The use of
LD in calculating the linguistic distance between language
varieties was further extended and improved by Nerbonne
et al. (1999a) and Heeringa (2004) who worked on
different languages and with different representation types.
In these dialectal studies based on LD, the standard
measure was also refined to cope with dialectology-specific
issues, dealing with: a) the normalisation of the distance
measure with respect to the length of compared words
(Nerbonne et al. 1999a); b) the treatment of multiple
responses provided as dialectally appropriate either by the
same informant or by different informants belonging to the
same community (Nerbonne and Kleiweg 2003).
In what follows, we will focus on issues specific to the
measure of phonetic distances with the ALT data.

4.1 Measuring phonetic distances

Using LD, the distance between two linguistic varieties A
and B is computed by comparing the pronunciation of
words in A with the pronunciation of the corresponding
words in B. The pronunciation of a given word can be
represented in different ways giving rise to different
approaches to the measure of phonetic distance,
respectively denominated by Kessler (1995) “phone string
comparison” and “feature string comparison”. In the first
one, LD operates on sequences of phonetic symbols,
whereas in the second one comparison is carried out with
respect to feature-based representations. The main
drawback of so-called phone string comparison is that the
underlying notion of phonetic distance is binary: nonidentical phones contribute to phonetic distance, identical
ones do not. According to this approach minor phonetic
differences, such as that holding between /t/ and its
fricative realization /7/, count the same as major
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such as schiacciatina or schiacciatello each of which is
considered separately from its base form schiacciata.

differences, such as the one between a vowel and a
consonant. Higher accuracy in the measure of phonetic
distances can in principle be achieved by applying LD to
representations in which each phonetic symbol is described
in terms of a bundle of features: in this way major phonetic
distinctions can be assigned greater distance than minor
ones, i.e. /W/ and /7/ are closer than /D/ and /W/. Obviously, in
this case the selection of features to be used for the
representation of basic sounds is a crucial issue.

As a basis for this study, the whole set of 33,094
normalised forms attested as answers to either
onomasiological or semasiological questions was taken into
account. Of the whole set of attested normalised forms,
23,637 show no phonetic variation at all, and for another
618 attested variation occurs within a single locality. Since
both cases are of no value in assessing phonetic variation
across Tuscany, they have been eliminated from the data
set which served as the basis of these dialectometric
analyses. There remained 8,839 normalised forms having at
least two different phonetic realisations and being attested
in at least two different locations. The graph in Figure 2
shows the geographical coverage and the phonetic
variability range for the selected 8,839 normalised forms.
Geographical coverage ranges between 2 (with normalised
forms being attested in only one location being excluded)
and 224: it should be noted, however, that only 980
normalised forms (i.e. 11%) are attested in at least 10
different locations. Phonetic variability ranges between 2
and 34: the number of normalised forms for which the
range of phonetic variability is greater than 5 is however
quite low, corresponding to 13.78% of the cases (namely,
1218).

Both approaches were experimented with for this study
of phonetic variation in Tuscany. The data set used in our
experiments was built as follows: the different phonetic
realisations of the same lexical unit were identified by
selecting all phonetically transcribed dialectal items
associated with the same normalised form. Since the ALTWeb normalised representation level does not abstract
away from morphological variation nor from no longer
productive phonetic processes, we can be quite sure that
phonetic distances calculated on these data testify vital
phonetic processes only, without interference from any
other linguistic description level (e.g. morphology). In fact,
we have seen that different inflectional variants of the same
lemma give rise to different normalised forms: schiacciata
(singular) and schiacciate (plural) are different normalised
forms whose pronunciation variants are considered
separately; the same holds for derivationally related words
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Figure 2. ALT normalised forms: geographical coverage and phonetic variability range

Two different experiments were carried out on the
selected data set, operating respectively on atomic and
feature-based representations of phonetically trascribed
data. Feature-based representation of phonetic variants
were automatically generated with a software module
included in the RUG/L04 package on the basis of a system

of 18 features, identified starting from the phonetic
transcription system adopted by ALT. The adopted featurebased representation distinguishes vowel-specific features
(i.e. height, advancement, length and roundedness) as well
as consonantal features covering place of articulation (e.g.
bilabial, dental, alveolar, velar, etc.), manner of articulation
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(e.g. stop, lateral, fricative, lateral, etc.) and
presence/absence of voice; other features are concerned
with prosodic properties such as stress and the
vowel/consonant distinction. Such a feature system was
used to encode 86 different phonetic tokens which were
attested in the whole selected data set.
The resulting phonetic distance matrices were built on
the basis of 195,124 different phonetic variants attested in
Tuscany for the selected normalised dialectal items. In
order to assess the reliability of the data set, we calculated
the coefficient Cronbach Į (for details see Heeringa 2004,
pp. 170-173) which was 0.99 in both experiments. This
means that this data set provides a reliable basis for an
analysis of pronunciation differences based on LD. We also
compared the distances resulting from the two experiments
with a correlation coefficient: for this specific aim, we used
the Pearson’s correlation coefficient which turned out to be
r=0.99. On the basis of this, the distances identified on the
basis of phone-based and feature-based representations
appear to be very close.

5. Turning distance relations into similarity-based partitions and relations

Using the distance matrices generated during the previous
step, we can now try to characterise the relation among the
attested language varieties from the pronunciation point of
view. Following Heeringa and Nerbonne (2001), the
distance matrices were explored with two different but
complementary techniques: hierarchical clustering, aimed
at classifying dialects into relatively close groups, and
multidimensional scaling (MDS), to go beyond identified
dialect areas and to explore the transition modality from
one dialectal variety to another.

5.1 Patterns of phonetic variation

The results of clustering applied to the distance matrices
obtained in the phone-based and feature-based experiments
(see § 4.1) coincide. In what follows we report the results
obtained with phone-based representations.
The seven most significant groups which emerged
from clustering are reported in Figure 3, where it can be
noticed that identified phonetic areas are arranged in an
onion-like shape built around a central area covering the
province of Florence and propagating in different
directions, towards south (in the province of Siena) and
west (covering the provinces of Pistoia, Lucca up to some
areas of Pisa and Livorno). Around this central area, there
is a transition layer separating the core from an external
layer within which non-Tuscan dialects (Lunigiana and
Romagna Toscana) as well as the east side of the province
of Arezzo (Chiana Valley and Upper Tiber Valley) can be
clearly detected.
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In order to test the salience of identified borders, a
“cluster composite map” (Kleiweg et al. 2004) was
generated (Figure 4), providing a more articulated picture
than simple clustering divisions. In this type of map, the
salience degree of borders is represented in terms of
increasing darkness, i.e. the most salient borders are
represented as dark lines, whereas the reverse holds for less
sharp dialectal distinctions. It came out that the most
significant border is the one which separates the central
area (also including the transition area) from the outer most
layer; there follows the borders, ordered by relevance,
identifying respectively the non-Tuscan dialects, the eastside of the province of Arezzo and the border separating
the core from the transition area.
To go beyond identified linguistic borders, we
explored the phonetic distance matrix through MDS
techniques. We generated a map 3 which was obtained by
“translating” the MDS coordinates identifying each
dialectal variety into different mixtures of colors
(Nerbonne et al. 1999b, Heeringa and Nerbonne 2001)
reflecting the gradual changes from one dialect to another.
In this type of map, the extent to which colors contrast
reflects the extent to which dialects differ: the map
highlights three areas only corresponding respectively to
linguistic varieties spoken in Lunigiana and in Romagna
Toscana and to a wider area covering all Tuscan dialects. If
on the one hand non-Tuscan dialects strongly constrast
with respect to other areas, on the other hand Tuscan
dialects appear to present themselves as a rather uniform
area. It is interesting to point out that, according to
Giannelli (2000), whereas the areas characterised by strong
contrasts of colors (i.e. Lunigiana and Romagna Toscana)
differ at the level of their phonemic inventories, underlying
the rather uniform area of Tuscan dialects there is the same
phonemic inventory and identified variation patterns appear
to originate from phonetic differences only.

5.2 Behind patterns of phonetic variation

In the previous section we illustrated the first results on
phonetic variation within Tuscany which were achieved on
the basis of an aggregate analysis carried out on a
consistent set of available data. The used data set resulted
from a selection process which was guided from extraliguistic criteria (minimal geographic coverage and
minimal range of variability equal to 2). This is to say that
the selection of data was not guided by any predefined
linguistic assumption, i.e. they were not selected as
representative of arbitrarily selected linguistic features
which we knew in advance to play a role in the definition
of patterns of phonetic variation in Tuscany. This is in line

3

The MDS map can be found at the following address
http://webilc.ilc.cnr.it/~montemagni/mds_fon_all.pdf
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Figure 3. The seven most significant phonetic areas
identified through clustering. Around a central area
covering the province of Florence and propagating towards
south, west and east there is a transition layer separating the
core from an external layer within which non-Tuscan
dialects (Lunigiana and Romagna Toscana) as well as the
east side of the province of Arezzo are identified

with the general approach of dialectometric studies, where
the aggregation of linguistic differences in a given dialectal
variety is taken to provide the most reliable basis for
characterising its relations to the other varieties. As pointed
out by Nerbonne (2005, p. 4), “in measuring differences,
the dialectometrist deliberately abstracts away from the
details of what has contributed the difference, in an
abstraction step that is inherent to the strength of the
approach, but which at the same time loses the connection
to the linguistic characterization”. As a matter of facts,
identified dialect areas as well as dialect continua provide
general characterisations of linguistic variation without
accounting for the linguistic features which contributed to
it. In this section we report the results of first experiments
carried out along the lines suggested in Nerbonne (2005,
manuscript)
to
relate
general
dialectometric
characterisations with partial but linguistically-oriented
ones. Our purpose here is to attempt to identify some of the

Figure 4. This map shows the salience degree of identified
borders in terms of increasing darkness of lines. The most
significant border appears to be the one separating the
central area (also including the transition area) from the
outer most layer. There follow the borders, ordered by
relevance, identifying non-Tuscan dialects, the east-side of
the province of Arezzo and the border separating the core
from the transition area.

linguistic features contributing to the overall chacterisation
of the Tuscan dialectal landscape depicted in § 5.1. To this
end, we focussed on patterns of vocalic and consonantal
variation to see whether and to what extent they
contributed to the overall picture.
In order to establish the role of vowels and consonants
in determining dialectal differences in Tuscany, patterns of
vocalic and consonantal variation were first identified and
then compared with the results of the analysis of the entire
set of phonetically transcribed data. The patterns of vocalic
and consonantal variation were obtained by carrying out
the types of dialectometric analyses described in the
previous sections on restricted data sets, consisting
respectively of vowels and consonants extracted from the
original data set. In this case we used a measure of phonetic
distance based on phone-based representations.
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Figure 5. The seven most significant phonetic areas
identified through clustering based on vocalic variation
patterns. Non-Tuscan dialects are partitioned in four
different areas, whereas Tuscan dialects are partitioned into
three clusters which do not appear to form geograpically
well-defined dialectal areas

Figure 6. The seven most significant phonetic areas
identified through clustering based on consonantal variation
patterns. Areas are arranged in an onion-like shape built
around a central area (province of Florence), with a
transition layer expanding mainly towards south and west
and separating the core from an external layer including
non-Tuscan dialects and part of the province of Arezzo

Let us first consider the distance matrices obtained
through these linguistically-oriented analyses. It is
interesting to note that the distances between dialectal
varieties obtained using vowels only correlate closely with
the distances assigned through LD using the original
corpus of phonetic transcriptions (r=0.9483 with
p=0.0001). The same comparison carried out between the
distances obtained using consonants only and the entire
corpus shows a slightly lower but still significant
correlation, with r=0.8837 (and p=0.0001). From this we
can conclude that both vowel and consonant pronunciation
play a major role in accounting for phonetic variation
within Tuscany: the former account for 89.92% of the
variance in pronunciation, whereas the latter for 78.09%.
The correlation does not appear so strong when we
compare distance measures based on vowels and
consonants respectively: in this case, the correlation value
is much lower, with r=0.6912 (p=0.0001).

of vowels, and the right one those identified on the basis of
consonants. The two maps show major differences. For
instance, in the vowel-based map the non-Tuscan dialects
spoken in Lunigiana and Romagna Toscana represent
different dialectal areas, whereas this is not the case with
consonantal variation: in the right map, Lunigiana and
Romagna Toscana are clustered together. As to the rest of
the region, vocalic patterns of variation do not appear to
form geograpically well-defined dialectal areas; consider
for instance the cluster gathering locations most part of
which are scattered around the west side of the region.

Distance matrices were first explored through
clustering. The results are reported in Figure 5 where the
map on the left shows dialectal areas identified on the basis
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Concerning consonantal variation, besides the nonTuscan cluster of dialects there are other dialectal areas
which can be clearly identified (see Figure 6). This is the
case of the east-side of the province of Arezzo, an area
which was already present more or less with the same
extension in the general map (Figure 3). Interestingly
enough, the shape of dialectal areas identified here is quite
similar to that observed in the general map, where phonetic
areas are arranged in an onion-like shape built around a
central area, which here corresponds to a more restricted

International Workshop Computational Phonology ’2007 - Borovets, Bulgaria

area mainly concentrated in the province of Florence.
Around this central area, there is a transition layer
expanding mainly towards south and west and separating
the core from an external layer including non-Tuscan
dialects and the east side of the province of Arezzo.
With these experiments, we tried to identify the
determinants of phonetic variation in Tuscany: if on the
one hand the two areas of non-Tuscan dialects (Lunigiana
and Romagna Toscana) appear to originate from patterns of
vocalic variation, on the other hand it seems that
consonantal variation underlies the general onion-like
shape of identified phonetic areas as well as the
identification of the area corresponding to the east-side of
the province of Arezzo. It would be interesting to proceed
in these types of analyses by progressively restricting the
number of parameters taken into account up to specific

features of Tuscan dialects, e.g. the spirantization of
plosives (so-called “gorgia toscana”) for what concerns
consonantal variation.

5.3 Comparing patterns of phonetic and
lexical variation

In the previous section we made first attempts to discover
the linguistic properties playing a major role in determining
identified patterns of phonetic variation. It would also be
interesting to go beyond identified patterns and check
whether and to what extent observed pronunciation
variation correlates with linguistic variation observed with
respect to other levels of linguistic description. In this
section, we will focus on the correlation between
pronunciation and lexical variation.

Figure 7. The map reports the twelve dialect areas
identified through clustering, where non-Tuscan
dialects can be clearly distinguished together with
the different varieties of Tuscan dialects

5.3.1 Lexical variation in Tuscany

Whereas a study of phonetic variation based on
phonetically transcribed data could only be carried out with
LD, this choice is not to be taken for granted in the case of
lexical distances. In fact, the pioneering research by Seguy
and Goebl mainly focussed on lexical variation, i.e. on
whether and to what extent words denoting the same

concept vary geographically. Basically, in these studies the
comparison between any two sites is carried out starting
from the proportion of shared answers to a given
questionnaire item and of those which differ. Yet, it is
often the case that answers elicited from informants are
different forms of the same lexical item: typically, they are
different inflectional or derivational variants of the same
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lemma. Moreover, they can also include diacronically (e.g.
ethimologically) related words. By adopting a binary
notion of lexical distance, related lexical items are treated
as independent and totally unrelated answers.To overcome
this problem, Nerbonne and Kleiweg (2003) in their study
of lexical variation in LAMSAS applied LD to measure
also the lexical distance of the answers on the basis of the
encouraging results previously obtained in the study of
dialectal pronunciation. With LD, related lexical items are
no longer treated as different and irrelated answers and
their partial similarity is accounted for. A potential problem
of this approach is to treat as lexically related accidentally
close variants. However, the occurrence of cases like this
one within the set of answers to the same questionnaire
item is extremely rare, and this is even more unlikely to
occur in linguistically close dialectal varieties such as the
Tuscan dialects.
We felt that the use of LD for measuring lexical
distances was appropriate also in the ALT case. This choice
appears even more crucial if we consider the type of

representation of dialectal data we are dealing with.
Although we are using previously normalised dialectal
forms, we have seen that this representation layer does not
abstract away from morphological variation nor from no
longer productive phonetic processes. To keep with the
schiacciata example (§ 3.2), the questionnaire item meant
to gather all attested lexicalizations of the concept of
‘traditional type of bread, flat and crispy, seasoned on top
with salt and oil’ includes answers both in the singular and
in the plural forms (e.g. schiacciatina vs schiacciatine),
gender variants (e.g. schiaccino-masculine vs schiaccinafeminine), as well as derivationally related variants such as
schiaccia, schiaccina, schiaccetta e schiacciata or multiword expressions like schiacciata unta or schiacciata al
sale. At the normalised representation level, all these forms
still represent different answers to the same questionnaire
item. By resorting to LD, their partial overlap can be
accounted for in the measure of lexical distance.
.
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Figure 8. Number of different normalised answers per
onomasiological question in ALT data

In principle, a viable
alternative could have been resorting to lemmatization: as
Nerbonne and Kleiweg (2003) point out, the application of
LD for measuring lexical distance provides “only a rough
estimate of what more correctly lemmatizing ought to to”.
In practice, we believe that in the case of ALT data
lemmatization is not an easy solution at all, especially for
what concerns derivationally related words: the question is
if and when word forms such as schiaccina or schiaccetta
should be lemmatized as instances of the base lemma
schiaccia or if they represent lemmata in their own right.
Lemmatization criteria for dialectal data of this type are not
easy to find and involve careful examination of the
geographic distribution of words as well as of paradigmatic
relations holding within the lexicon of a given locality.
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Therefore, recourse to LD in
the ALT case should not be seen as a second best but rather
as a way to overcome inherent lemmatization problems
which are not easily solvable.
For the study of lexical variation in Tuscany we used
the whole set of normalised answers to a subset of
onomasiological questions (i.e. those looking for the
attested lexicalizations of the same concept). This choice
follows from the fact that the number of different
normalised answers per question in ALT shows a quite
wide range of variation (see Figure 8), going from a
minimum of 6 different normalised answers to a maximum
of 421. At closer inspection, however, it appears that
highly productive questionnaire items include many
hapaxes which do not appear to be lexicalised answers. For
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instance, the questionnaire item looking for denominations
for ‘stupid’ gathered 372 different normalised answers, 122
of which are hapaxes representing productive figurative
usages (e.g. metaphors) like cetriolo ‘cucumber’ and
carciofo ‘artichoke’ or originating from productive
derivational processes (this is the case of answers like
scemaccio,
scemalone,
scemarotto,
scemarano,
scemarlotto, etc.) or multi-word expressions like mezzo
scemo ‘half stupid’, mezzo spostato ‘half maladjusted’,
puro locco ‘pure stupid’ and the like. In order to to prevent
noisy effects deriving from these particularly productive
questionnaire items, the data set for this experiment was
built by selecting onomasiological questions showing a
“middle” range of variation, i.e. only questions whose
range of variability was between 6 and 50 were selected as
a basis for this study.
The selected subset turned out to include 165 different
questionnaire items, for a total of 61,714 different
normalised answers, with a rather high Cronbach Į (0.94)
showing that this was a sufficient basis for a consistent and
reliable Levenshtein analysis. It should be noted that, given
the peculiar features of the normalised representation level
(see above), the resulting measure of lexical distance has to
be seen as also reflecting patterns of morphological
variation, especially for what concerns derivation.
The obtained lexical distance matrix was explored with
the same types of analyses were carried out for the study of
phonetic variation, i.e. clustering and MDS. Through
clustering we obtained an excellent view into the nature of
morpho-lexical variation in Tuscany. Figure 7 reports the
twelve identified dialect areas, where non-Tuscan dialects
can be clearly distinguished (Lunigiana and Romagna
Toscana) together with the different varieties of Tuscan
dialects articulated into: the Fiorentino, the Pistoiese, the
Lucchese, the Pisano-Livornese, the dialect from Elba
island, the Aretino (with its subdivisions), the Senese (also
covering part of the Grosseto province) and the dialect
from Maremma and Mount Amiata. It is interesting to note
that this result is in line with the classifications of Tuscan
dialects proposed by Giacomelli (1975) for what concerns
the lexicon and Giannelli (2000). Identified linguistic
varieties include both dialects in their own right as well as
transitional varieties like the Pistoiese, the dialects from
Chiana Valley or the dialects from Maremma and Mount
Amiata.
The cluster composite map built on top of the lexical
distance matrix confirms a widely acknowledged fact in
Tuscan dialectology, i.e. that the main subdivision is
between Northern Tuscan dialects and Southern ones (the
latter corresponding to the Senese, Maremmano-Amiatino
and Arezzo’s dialects). But salience of borders is not the
only issue worth being explored; using MDS and by
projecting its results on a map in terms of mixtures of

colors, 4 it can be noticed that the transition from one area
to another is gradual. As in the previous case, non-Tuscan
dialects (also including the east part of the Arezzo
province) emerge clearly, being characterised by strong
constrasts of colors. For what concerns Tuscan dialects, the
transition is gradual reflecting a dialect continuum, which
however does not appear so uniform as observed in the
case of phonetic variation.

5.3.2 Phonetic vs morpho-lexical variation

By comparing the identified phonetic and morpho-lexical
patterns of variation there appears to be a discrepancy
which is worth being explored: in fact, identified dialectal
areas differ significantly in the phonetic and lexical case,
and also the underlying “continuum” map appears to show
different degrees of contrast between language varieties.
The correlation between the phonetic and lexical levels
thus represents an interesting topic to be explored to
contribute to the study of both Tuscan dialects and – more
generally - of the interplay between patterns of language
variation at different levels of linguistic description. In this
specific case, we did not find a particularly strong
correlation between the phonetic and lexical distance
matrices, with r=0.7039 (p=0.0001). If on the one hand this
is in line with Chambers and Trudgill (1998, p.97)
assumption that lexical differences do not necessarily
coincide with pronunciation differences “because the
former are more subject to self-conscious control or change
by speakers than the latter”, on the other hand it seems that
this situation is not reflected in the analyses of Tuscan
dialects by Giacomelli and Giannelli. We believe that
dialectometry can help to understand better the interplay
between patterns of phonetic and morpho-lexical variation
by untangling what in today’s studies appears as a complex
puzzle.

6. Conclusions

This paper reports the first results of a dialectometric study
focussing on pronunciation variation in Tuscany: it is the
first time that the whole corpus of ALT data is explored by
means of computational techniques. Pronunciation
distances among attested language varieties were calculated
through LD against phone-based and feature-based
representations and the resulting distance matrices were
explored by means of statistical tecniques (clustering and
MDS) to identify underlying dialectal areas and continua.
We also tried to go behind and beyond identified patterns
of pronunciation variation. First, we made preliminary
attempts to discover the linguistic properties playing a
major role in determining identified variation patterns: in
particular, dialectometric analyses were carried out against
restricted data sets, consisting only of vowels and
4

The MDS map can be found at the following address
http://webilc.ilc.cnr.it/~montemagni/mdslex.pdf
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consonants, and achieved results were compared with the
general pronunciations patterns emerged from the analysis
of the entire set of selected data with promising results:
these experiments are worth being pursued by
progressively restricting the number of phonetic features
taken into account. Another promising line of research is
concerned with the correlation between variation patterns
emerged with respect to different levels of linguistic
description; from the results of our study it appears that
pronunciation and morpho-lexical variation do not
correlate perfectly. This is an issue which is worth being
further explored both from the Tuscan dialectology point of
view and from a more general methodological perspective.
Last but not least, it should be pointed out that the corpus
of ALT dialectal data can be used to study not only patterns
of diatopic variation, but also patterns of diastratic
variation: in fact, interviews were carried out with more
than 2,000 informants selected with respect to different
parameters such as age, socio-economic status, education
and culture. In this study, we considered all answers
provided by all informants, abstracting away from their
socio-cultural status. However, such a data set should also
be exploited to study patterns of subdialectal variation and
their interaction – if any - with diatopic variation.
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Abstract
This paper describes application of methods originally
developed in biology on the phonetic dialect data.
These methods are originally used to determine the
evolutionary relatedness among various groups of organisms. In this research phonetic transcriptions of
words collected at various places in Bulgaria are analyzed with the help of these methods in order to investigate the possibility to apply them in dialectometry.
The results have shown that methods taken from biology can be successfully applied in the dialect variation
analysis. Especially promising were the results obtained by the application of the character-based methods.

1

Introduction

In the past decade there has been a growing interest in the
application of methods developed in the phylogenetics in
the analysis of linguistic data. Most of the work done
in this area has been based on the exploration of lexical
data [6, 5, 12, 11, 1]. There is also number of papers in
which lexical data have been combined with the phonological ones [13, 14, 19]. In these papers methods borrowed
from biology were explored in order to approach problems
in the ﬁeld of historical linguistics, namely the origin of
the language families and their development, detection of
common inheritance as opposed to borrowing. In recent
work presented in [10] phylogenetic methods were applied
on the purely phonetic data in order to determine the relative similarity of accents. Phonetic data was transformed
and quantiﬁed using distinctive feature system, and later
analyzed with the help of three distance-based methods,
neighbor-joining, SplitsTree and neighbor-net taken from
the SplitsTree4 package [8].
In this paper both distance-based and character-based
methods are applied on the dialect pronunciation data in
order to investigate the usage of phylogenetic methods in
the exploration of language dialect variation. The results
show that both distance-based and character-based methods can be successfully used in dialectometry.
The rest of the paper is structured as follows. In Section 2 information on the data set used in this research is
given in more detail. In Section 3 distance-based methods
used for the analysis of the data are presented. Characterbased method, namely maximum parsimony, is described
in Section 4. In Section 5 the preprocessing of the data is
presented in more detail. Results are given in Section 6.

Conclusion and suggestions for future work are presented
in Section 7.

2

Data set

The data used in this research, as well as the research itself, are part of the project Buldialect—Measuring linguistic unity and diversity in Europe.1 The data set used in
this research consisted of pronunciations of 113 words collected from 84 sites equally distributed all over Bulgaria. It
comprises nouns, pronouns, adjectives, verbs, adverbs and
prepositions which can be found in different word forms
(singular and plural, 1st, 2nd, and 3rd person verb forms,
etc.).
Before processing the data, all phonetic transcriptions
of words were converted to the X-SAMPA2 representation
of IPA (the alphabet of the International Phonetic Association). For the convenience of readers, in this paper all
examples will be presented in IPA representation. The data
was transcribed by the group of the Ideographic dialect dictionary of Bulgarian at the Faculty of Slavic languages, The
Soﬁa University ”St. Kliment Ohridski”.
The words that are to be used in the project were chosen
based on the following criteria: highly frequent words that
have interesting phonological features and vary across the
sites. Words that have lexical variation were excluded from
the data set.
In the next two sections more information will be given
on the methods used to analyze the data.

3

Distance-based methods

Phylogenetics is study of evolutionary relatedness among
various groups of organisms. Methods used in this ﬁeld
can be divided into distance-based and character-based.
Distance-based methods use distance matrix in order to
store information on the distances between taxa, later used
for tree or network construction. In the ﬁrst step the distance between each pair of species is calculated and put
into the matrix. Based on the calculated distances, a tree
that predicts the observed set of distances as closely as possible is found [3]. In this research two distance-based methods were applied to the dialect pronunciation data, namely
neighbor-joining and neighbor-net. Both of these methods
1
2

The project is sponsored by Volkswagen Stiftung. More information
can be found at http://www.sfs.uni-tuebingen.de/dialectometry
URL:http://www.phon.ucl.ac.uk/home/sampa/x-samp.htm
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Fig. 1: Neighbor-joining tree

Fig. 2: Three groups of dialects obtained by neighbor-joining algorithm

62

International Workshop Computational Phonology ’2007 - Borovets, Bulgaria

are very fast and can be easily applied to a large amount
of data. Neither of them assumes molecular clock–the assumption that lineages evolve at equal rates. These two
methods will be described in more detail in the next two
subsections.
In this study distance matrix for both methods is obtained by using uncorrected p-value. This is the most simple way of calculating the distance between two strings.
It represents uncorrected number of changes between two
strings and is calculated by dividing the number of different positions by the total number of positions in a string.
In Figure 3 two aligned strings differ only in one position,
namely position two where the sound [e] corresponds to
the sound [E]. The total number of positions in a string is
four, which gives p-value, i.e. the distance between these
two strings 0.25.
Both neighbor-joining and neighbor-net analysis were
done with the SplitsTree4 package [8].

3.1

Neighbor-joining

Neighbor-joining is a method for reconstructing phylogenetic trees that at the same time computes the length of
the branches. It was ﬁrst introduced by [17]. Like other
distance-based methods, it uses the information on the distances between taxa stored in the distance matrix in constructing the phylogenetic tree. In each step two nearest
nodes are chosen and deﬁned as neighbors in the tree. They
are connected through a newly formed node which is added
to the tree. The distance between new node and all other
nodes is calculated and added into the distance matrix. Two
nearest nodes are calculated again and the whole process is
repeated until there are no more nodes left to be paired. The
neighbor-joining has been very popular and widely used
method for reconstructing trees from the distance data. The
drawback of this method is that it will always draw the tree,
even if there is a variety not consistent with any tree. For
more details on the neighbor-joining algorithm see [17].
An example of a neighbor-joining tree can be seen in Figure 1.

3.2

Neighbor-net

Neighbor-net is a network construction and datarepresentation tool that is, just like neighbor-joining algorithm, agglomerative: taxa are combined into progressively larger and larger groups [2]. Unlike neighbor-joining
method, it constructs networks rather than trees. In each iteration it selects a pair of taxa to be grouped together, but
it does not agglomerate those pairs immediately. It is done
in the later stage when pairs of pairs which share one node
in common are found. In this way three linked nodes are
replaced with two linked nodes creating a circular split. If
the input distance is circular it will return a collection of
circular splits. If the input distance is additive it will return
the corresponding tree. Network representation of data provides means for representing conﬂicting signals and evolutionary processes like recombination and lateral gene transfer. This is done by using parallel edges to represent splits,
where a number of parallel edges may be associated with
each split [2, 8]. An example of neighbor-net can be seen
in Figure 6.

4

Character-based methods

In this paper maximum parsimony was the only characterbased method that was investigated. It is a method that
infers a phylogenetic tree by minimizing the total number of evolutionary steps required to explain a given set of
data. It infers one or more phylogenetic trees and after that
evaluates them based on the minimal evolution criterion.
The preferred phylogenetic tree is the tree that requires the
least number of evolutionary changes, i.e. with the minimal length.
Maximum parsimony method does the analysis of each
of the informative sites3 separately, without reducing all the
individual variations between sequences to a single value
like it is done with the distance-based methods. Each of the
characters is treated completely independent of the others.
In this study no weights were given to any of the changes,
i.e. all changes were treated as equally probable. The analysis was done using pars program from the PHYLIP package [4] and Mesquite program [9].
Pars program carries out the Wagner parsimony method.
This method involves the following assumptions important for our analysis: a) ancestral states are unknown b)
different characters evolve independently c) different lineages evolve independently d) changes to all other states
are equally probable. In pars program up to 8 multiple
states were allowed, which was sufﬁcient for the data set
we were working with. This, however, can be a limitation
for some further analysis and different data sets.

5

Data processing

Before applying any of the above mentioned methods phonetic transcriptions were preprocessed in order to be analyzed by programs designed for the biological data, more
precisely molecular sequences. Word pronunciations collected at different sites were aligned based on the following
principles:
• a vowel can match only with the vowel

• a consonant can match only with the consonant

An example of the alignment of two pronunciations is
given in Figure 3.
b
b

e
E

l
l

i
i

Fig. 3: Aligned pair of transcriptions
The alignments were carried out using the Levensthein algorithm,4 that searches for the smallest number of insertions, deletions, and substitutions needed to transform one
string to the other. All words are represented as series of
phones which are not further deﬁned. Two segments either
match, or they don’t.
Out of the pairwise alignments obtained by the Levensthein algorithm multiple sequence alignments were extracted for each word transcription. An example can be
seen in Figure 4.
3

4

Sites which have at least two different kinds of nucleotides at the site,
each of which is represented in at least two of the sequences under
study.
Detailed explanation of Levensthein algorithm can be found in [7].
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Fig. 5: NJ-tree with bootstrap values
b
b
b
b
bj

e
E
e
E
A

l
l
l
l
l

i
i
i
i
i

Fig. 4: Multiple alignment of transcriptions
Neighbor-joining and neighbor-net are phenetic methods, which are designed to represent distances between
taxa, without any reference to their genetic relationship.
The distances between sequences are calculated based on
the number of positions in which two sequences differ. As
input to these programs, multiple alignments for each word
pronunciation were merged, giving 84 aligned sequences
(one sequence per each site). Unlike these two methods,
maximum parsimony is a cladistic method that is interested in the pathways of evolution. Each character in the
sequence serves as an independent hypothesis of evolution,
and therefore taxa that share derived characters are grouped
together. As input to this program the same word transcriptions were chosen as for the distance-based methods, but
some positions were deleted in such a way that every multiple state character left in an input sequence represents different linguistic phenomenon (e.g. there is only one character/position that represents reﬂection of old vowel ’yat’).
The positions that were left in an input sequence were
chosen manually based on the information provided by the
linguists in charge of the phonetic transcriptions of the data
(see Section 2). The input sequences for the maximum
parsimony program contained 44 different types of sound
changes, including reﬂections of old nasal vowels in dif-
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ferent positions, elision of j, vowel reduction, and many
others. This selection of data was done in order to track the
divisions of dialect area based on different sound changes
separately.
The results obtained by applying these three methods to
the aligned transcriptions of words are described in the next
section.

6
6.1

Results
Neighbor-joining

The results of the application of neighbor-joining algorithm
can be seen in Figure 1. In the neighbor-joining tree in Figure 1 there are 3 distinct groups of dialects: Eastern, Western and Southern group. This can be clearly seen on the
map in Figure 2 where groups obtained by neighbor-joining
algorithm are presented. Sites belonging to the Western dialects are marked with the black circles, while the Eastern
ones are represented with the crosses. The third group is
formed by the sites belonging to the Southern and Southeastern group. They are marked with the triangles. Two
villages (Enina and Shipka) were not classiﬁed in any of
the three dialect groups.
In order to check the support of the given edges, we applied bootstrapping–statistical method for estimating the
sampling distribution of an estimator. Bootstrapping creates a new data set by sampling N characters randomly
with replacement. Statistically bootstrapped data sets contain variation that one would get from collecting new data
sets and represent a measure of support of a given edge.
For more information on bootstrapping see [3]. In Figure 5
a neighbor-joining tree with bootstrap values is presented.
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Fig. 6: Neighbor-net

Fig. 7: Two groups of dialects obtained by neighbor-net algorithm
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We can see that the support for the branches that connect
three dialect areas is very low (4.4 and 6.1), while the support for the branches that connect different sites within one
of the three groups is very high, going up to 100% in most
of the cases.
The same data set was also analyzed using neighbor-net
algorithm. The results are presented in the next subsection.

6.2

Neighbor-net

Neighbor-net that can be seen in Figure 6 shows that there
are no clear dialect distinctions within the language area of
Bulgaria. Dialects form a continuum, with one group of
the sites being separated by longer branches from the rest
of the sites. These sites are located in the West of the country, which can be seen on the map in Figure 7. They are
marked with the black circles and form Western group of
dialects. The results of neighbor-net algorithm show that
in the dialect continuum in Bulgaria, the only clear distinctions in the aggregate analysis of word pronunciations can
be made between the East and West. 5 The bootstrap values
show high support for the vast majority of branches in the
neighbor-net (Figure 8).
Results obtained by both distance-based methods gave
general picture of the dialect divisions in Bulgaria. These
dialect divisions conform to the ﬁndings reported in [16]
and [15], where dialect pronunciation data was compared
using Levensthein algorithm, and later analyzed using clustering and multidimensional scaling. All these analysis resulted in the dialect divisions by aggregating over the entire data set and reducing the differences between each two
sites to one number.

aggregate level. Especially suitable is net representation of
dialect data since it is possible to visualize many conﬂicting
signals and shared characteristics between the sites. However, no deeper linguistic analysis of the dialect divisions
was obtained by the application of the two distance-based
methods.

6.3

The results of the maximum parsimony analysis can be
seen in Figure 11. The dendrogram shows distinction between three areas: area near the border with Serbia, Western and Eastern area. The branch lengths suggest that the
area near the border with Serbia is the area with the least
amount of changes, while the Eastern area is the area with
the biggest number of changes. This area is also more heterogeneous than the areas in the West.
These dialect divisions can be visualized on the maps in
Figure 9 and Figure 10. On the map in Figure 10 it is possible to see the division of the Eastern dialects. This area can
be divided into 4 subareas. The branch lengths suggest that
the dialect area in the Northeast is the area with the biggest
number of changes in the phonetic system. If we compare
these results to the dialect divisions presented in [18] we
can see that there is a high resemblance between the maps.
Stojkov [18] distinguishes six main dialect areas (Moesian,
Balkan, Rupskian, Southwestern, Southeastern and Transitional zone) which can also be clearly seen on the map in
Figure 10. As found in [18], areas in the Southwest seem
to preserve older stages, because no migrations happened
there. On the other hand, there were many migrations in the
area of the Moesian and Balkan dialects (Eastern dialects).
Both of these statements conform to the ﬁndings presented
in Figure 11.

7

Fig. 8: Neighbor-net with bootstrap values
Both neighbor-joining and neighbor-net method were
successful in analyzing the dialect pronunciation data at the
5

On the maps in Figure 4 and Figure 7 there is one site in the West (village Varbovo) and two sites in the East (Vardun and Varbica) that are
put in the different clusters compared to the sites in their surrounding
area. Close inspection of the data has revealed that it is due to the noise
in the data that couldn’t be corrected at this moment.
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Maximum parsimony

Conclusions

Phylogenetic methods tested in this research were all successful in the analysis of the dialect pronunciation data.
Two distance-based methods gave general division of the
Bulgarian dialect area that conforms to the earlier ﬁndings obtained by applying techniques from dialectometry to word transcriptions collected from various places in
Bulgaria. Maximum parsimony, the only character-based
method tested here, gave much detailed analysis of Bulgarian dialects that highly corresponds to the traditional
maps presented in [18]. This method also enabled us
to distinguish dialect areas based on the amount of phonetic changes relative to other areas, where areas with the
smaller number of changes can be treated as more conservative compared to the areas with the bigger amount of
changes. It should be pointed out that these results were
obtained by using very simple phone representation of segments which leaves a lot of space for further improvements
and more reﬁned linguistic analysis.
While distance-based methods can be used to present
general similarity between various dialect areas, characterbased methods can be seen as a powerful tool to investigate
language dialect variation. In future work character-based
methods should be investigated in more detail, combined
with the feature representation of the segments and the context in which certain sound changes occur.
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Fig. 9: Three groups of dialects obtained by maximum parsimony

Fig. 10: Six groups of dialects obtained by maximum parsimony

68

International Workshop Computational Phonology ’2007 - Borovets, Bulgaria

Fig. 11: Dendrogram obtained by the maximum parsimony method
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Abstract
Two adaptations of the regular Levenshtein distance algorithm are proposed based on psycholinguistic work on spoken word recognition.
The ﬁrst adaptation is inspired by the Cohort
model which assumes that the word-initial part
is more important for word recognition than
the word-ﬁnal part. The second adaptation
is based on the notion that stressed syllables
contain more information and are more important for word recognition than unstressed syllables. The adapted algorithms are evaluated on
a large contemporary collection of Dutch dialect
material, the Goeman-Taeldeman-Van ReenenProject (GTRP, collected 1980–1995) and a relatively small Norwegian dataset for which dialect
speakers judgments of proximity is available.

Keywords
Dialect, Levenshtein algorithm, Spoken Word Recognition, Cohort theory, Dutch, Goeman-Taeldeman-Van Reenen-Project.

1

Introduction

The Levenshtein distance algorithm is a popular sequence-based method used to measure the perceptual
distances between dialects (See Heeringa [12] for detailed descriptions of the Levenshtein algorithm as applied to dialectology as well comparison to alternative
approaches). In the Levenshtein algorithm every edit
operation is assigned a certain cost (in our case all operations have the same cost, 1). The location of the
edit operations is not relevant in determining the cost;
a substitution at the ﬁrst position of both strings has
the same cost as a substitution at the ﬁnal position
of both strings. While this is a sensible notion, there
are some theories of spoken word recognition which
suggest another approach.
Although there is research on perceived similarity
which emphasizes that vowels and codas are more important than onsets [11, 22, 27], which would suggest
that we weigh later segments more heavily than initial
ones, we focus on the (opposing) conjecture that initial
elements are more important. Our results in general,
but also some speciﬁc experiments make it unlikely
that later elements play a proportionately greater role,
as we shall see (Section 5, Discussion).
Although it is natural to examine psycholinguistic
theories of word recognition as a source of ideas about

John Nerbonne
Alfa-Informatica
University of Groningen
j.nerbonne@rug.nl
which parts of words might be most important to dialect perception, we should also be aware that word
recognition and dialect perception are diﬀerent. The
task of spoken word recognition is to determine which
word was said while the purpose of dialect variation
is to signal the speaker’s provenance. Thus aspects
of the speech signal that support word recognition
may not support inferences about the speaker’s (geographic) identity. This is related to the semiotic division between the relation of signs to denotations (or
meanings) on the one hand and the relation of signs
to senders or interpreters on the other [3]. From the
point of view of communication (or word recognition),
dialect variation only adds noise to a signal. So we
shall not pretend to criticize theories of word recognition, even in case it turns out that they contribute
little to dialect perception. But it is equally plausible that the mechanisms that make some parts of the
speech signal more important for recognition and perception would also be important dialectologically.
The Cohort model was the ﬁrst very inﬂuential theory on spoken word recognition. The Cohort theory [19, 20] proposes that word recognition occurs by
activating words in memory based on the sequential
(left-to-right) processing of the input sound. The ﬁrst
phoneme of a word activates all words which start
with that sound, the word-initial cohort. Additional
phonemes narrow the cohort by ruling out members
which do not match the heard sound sequence. For
instance after hearing the ﬁrst phoneme of the word
‘elephant’, the words ‘elephant’, ‘elevator’ and ‘enemy’
are activated. After hearing the second phoneme the
cohort is reduced to the words ‘elephant’ and ‘elevator’. Subsequent phonemes will reduce the number of
items in the cohort until only the word ‘elephant’ remains and is recognized. Hence, the start of the word
is more important than later parts of the word [21]. In
the context of developing a computational model for
detecting confusable drug names, Kondrak and Dorr
[15] report that 74.2% of confusable drug names in
their data set have identical initial letters, as opposed
to only 6.5% of randomly selected pairs. Even though
the Cohort model has a number of drawbacks (e.g.,
correct recognition of a word is not possible when the
start of a word is misheard) and other theories of word
recognition have been proposed which do not rely on
left-to-right activation [14, 17], the start of a word is
nevertheless important in word recognition [4, 28].
There is also evidence for the importance of stressed
syllables in word recognition. First, stressed syllables
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are more easily identiﬁed out of their original context
than unstressed syllables [6]. And second, stressed syllables have been found to be more informative than
unstressed syllables [1].
The Levenshtein algorithm can be easily extended
to incorporate these theories. Cohort theory can be
modelled by weighting diﬀerences in the beginning
of both strings more heavily than diﬀerences at the
end. The importance of stressed syllables can be modelled by weighting diﬀerences in stressed syllables more
strongly than diﬀerences in unstressed syllables.

2

Material

In this study we use two diﬀerent dialect data sources.
The ﬁrst data set consists of data from the most recent
Dutch dialect data source, the Goeman-TaeldemanVan Reenen-Project (GTRP) [9, 25]. The GTRP consists of digital transcriptions for 613 dialect varieties
in the Netherlands (424 varieties) and Belgium (189
varieties), gathered during the period 1980–1995. The
geographic distribution of these varieties is shown in
Figure 1. For every variety, a maximum of 1876 items
was narrowly transcribed according to the International Phonetic Alphabet. The items consist of separate words and word groups, including pronominals,
adjectives and nouns. A more detailed overview of the
data collection is given in [24].
Because the GTRP was compiled with a view to documenting both phonological and morphological variation [7] and our purpose here is the analysis of variation in pronunciation, many items of the GTRP are
ignored. We use the same 562 item subset as used in
[30] and introduced and discussed in depth in [29]. In
short, the 1876 item word list was ﬁltered by selecting
only single word items, plural nouns (the singular form
was preceded by an article and therefore not included),
base forms of adjectives instead of comparative forms
and the ﬁrst-person plural verb instead of other forms.
We omit words whose variation is primarily morphological as we wish to focus on pronunciation. In all
varieties the same lexeme was used for a single item.
Because the GTRP transcriptions of Belgian varieties are fundamentally diﬀerent from transcriptions
of Netherlandic varieties [29], we will analyze the two
data sets separately. Furthermore, note that we will
not look at diacritics, but only at the segmental phonetic symbols (82 for the Netherlands and 50 for Belgium). The average length of items (without diacritics) in the GTRP is 4.7 tokens.
The second data set is a Norwegian dataset for
which dialect speakers’ judgments of proximity are
available [13]. The Norwegian dataset consists of 15
places for which 58 diﬀerent words of the fable ‘The
North Wind and the Sun’ were phonetically transcribed. The average length of items in this dataset
is 3.5 tokens. The perceptual distances were obtained
by similarity judgments of groups of high school pupils
from all 15 places; the pupils judged all dialects on a
scale from 1 (most similar to native dialect) to 10 (least
similar to native dialect). Note that these perceptual
distances are not necessarily symmetrical; an inhabitant from region A may rate dialect B more diﬀerent
than an inhabitant from region B rates dialect A.
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Fig. 1: Distribution of GTRP localities

3

Adapted Levenshtein distance
algorithms

It is straightforward to adapt the regular Levenshtein
algorithm to allow for custom weighting based on the
positions i and j in both strings. The adapted algorithm shown in pseudocode below uses a cost function
CF(i,j) to calculate the weight of an edit operation
at positions i and j in both strings. Note that the regular Levenshtein distance can be calculated by setting
CF(i,j) to 1 for every i and j.
LEVEN_TABLE(0,0) = 0
FOR i := 1 TO LENGTH(string1)
LEVEN_TABLE(i,0) := LEVENTABLE(i-1, 0) + CF(i,0)
END
FOR j := 0 TO LENGTH(string2)
LEVEN_TABLE(0,j) := LEVENTABLE(0, j-1) + CF(0,j)
END
FOR i := 1 TO LENGTH(string1) DO
FOR j := 1 TO LENGTH(string2) DO
LEVEN_TABLE(i,j) :=
MIN(
LEVEN_TABLE(i-1, j) + INS_COST * CF(i,j),
LEVEN_TABLE(i, j-1) + DEL_COST * CF(i,j),
IF finalchar1 = finalchar2 THEN
LEVEN_TABLE(i-1, j-1) // no cost
ELSE
LEVEN_TABLE(i-1, j-1) + SUBST_COST * CF(i,j)
END
)
END
END
RESULT :=
LEVEN_TABLE( LENGTH(string1),LENGTH(string2) )
LENGTH(string2) )

We use a slightly adapted version of the Levenshtein
algorithm displayed above. The modiﬁed Levenshtein
algorithm enforces a linguistic syllabicity constraint:
only vowels may match with vowels, and consonants
with consonants. The speciﬁc details of this modiﬁcation are described in more detail in [29].
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3.1

Cohort inspired algorithms

In the Cohort model the importance of a sound segment is maximal at the onset of a word and decreases
from there until the end. This can be modeled by setting the cost of an edit operation highest at the start of
both strings, while gradually decreasing the cost when
traversing to the end of both strings.1
We experimented with several weighting schemes to
model the Cohort theory: a linear decay, an exponential decay, a square root decay and a (natural) logarithmic decay of the cost. The respective cost functions
are speciﬁed in pseudocode below. Note that the optimal parameters for the exponential and linear decay
functions were deﬁned by experimentation.

3.2

To model the idea that stressed syllables are more important than unstressed syllables, the adapted Levenshtein algorithm ideally should assign a higher cost
to edit operations which occur in stressed syllables
rather than in unstressed syllables. Because it was
not possible to identify the stressed syllable in every
dataset and stress was placed predominantly on the
ﬁrst syllable in all datasets2 , the stress-based method
was approximated by assigning a larger cost to edit
operations occurring within the ﬁrst three positions of
both words.3 The resulting cost function is shown in
the pseudocode below.
// Stress-based cost function
HIGH_COST := 2
LOW_COST := 1

// Exponential decay cost function
CF(i,j) := POW( 1.1, ( LENGTH(string1) - i +
LENGTH(string2) - j ) )

IF (i <= 3) AND (j <= 3) THEN
CF(i,j) := HIGH_COST
ELSE
CF(i,j) := LOW_COST
END

// Linear decay cost function
CF(i,j) := 0.2 * ( LENGTH(string1) - i +
LENGTH(string2) - j ) + 1
// Square root decay cost function
CF(i,j) := SQRT( LENGTH(string1) - i +
LENGTH(string2) - j + 1 )
// Logarithmic decay cost function
CF(i,j) := LOG( LENGTH(string1) - i +
LENGTH(string2) - j + EXP(1) )

Figure 2 visualizes the cost functions for two strings
which have an added length of 10 tokens. For every
method the cost of an edit operation is highest at the
start (left side of the graph) and lowest at the end
of the strings (right side of the graph). The ﬁnal edit
operation in every cost function always has cost 1. The
cost of earlier operations depends on the position in
both strings. For example, the cost of a diﬀerent-token
substitution of the second character in string A with
the ﬁrst character in string B can be found by looking
at value 3 on the x-axis.
In the following we will refer to the Cohort-inspired
Levenshtein algorithms as leven-cohort algorithms.

Fig. 2: Cost functions for leven-cohort algorithms (see
the text in Section 3.1 for a detailed explanation)

We will refer to the adapted Levenshtein distance algorithm as the leven-stress algorithm.

3.3

Kondrak and Dorr [15] obtained good results in modeling
name confusability using their PREFIX measure, which effectively favors the initial phonemes of the words. We learned
of this too late too include it in comparisions.

Length normalization

It is obvious that pairs of longer strings will on average have a larger Levenshtein distance than pairs
of shorter strings. This bias is even greater for the
leven-cohort algorithms because the average costs for
edit operations are higher for longer strings than for
shorter strings (i.e. an initial edit operation will have
a higher cost for longer strings than shorter strings,
while the ﬁnal edit operation always has cost 1).
Because it is likely that dialect perception is wordbased [12], it makes sense to normalize the Levenshtein
distance so that it is length independent. For the regular Levenshtein distance there are several normalization methods. Heeringa et al. [13] pointed out that
normalization by alignment length was the most natural procedure because then similarity and diﬀerence
were each others’ inverses (i.e. sum to 1). Other methods include normalizing by the length of the longest
string, normalizing by the length of the shortest string
and normalizing by the average string length [8].
Unfortunately these methods are not suitable to
normalize the distances obtained with the leven-cohort
(or leven-stress) algorithms. To see this, consider two
diﬀerent strings of length 1. The regular Levenshtein
distance of these strings is exactly 1 (a single substitution). Because in this case both strings have the same
length and the only edit-operation involved is the substitution, all normalization methods mentioned above
yield the same normalized value (in this case 1). It is
easy to see that for two strings of length 2 which do
not have a character in common, the raw Levenshtein
distance is 2 (two substitutions), while the normalized
Levenshtein distance equals 1. Thus, in both cases
2

1

Stress-based algorithm

3

The Norwegian data at http://www.ling.hf.ntnu.no/
nos appears to contain no non-initial stress; the GTRP
datasets have < 2% non-initial stress.
Using the ﬁrst two positions of both words gave somewhat
lower performance, but was still better than using the regular
Levenshtein algorithm
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the normalized Levenshtein distance is the same. This
makes sense because in both situations the two strings
are maximally diﬀerent.
When considering the leven-cohort algorithm for
two diﬀerent strings of length 1, the raw and normalized adapted Levenshtein distance again equal 1
(because the ﬁnal edit operation in every leven-cohort
algorithm has cost 1). However when we increase
the string length for both strings with one character, the raw distance will increase with a value larger
than 1 (see Figure 2) and thus normalizing by string
length will insuﬃciently counterbalance the positional
weighting and yield a higher relative distance for
longer strings. An example of this relative distance
increase is shown in the table below. The ﬁrst line
of numbers shows the raw distances, while the bottom line shows the normalized distances for the linear
leven-cohort algorithm.
r
g
1
1

r o
g e
2.4
1.2

r o o
g e e
4.2
1.4

r o o d
g e e l
6.4
1.6

Fortunately it is possible to construct a better normalization method which can be applied to the levenstress and leven-cohort algorithms. In the following
section we will adapt the method of normalization by
alignment length while also preserving the desired feature that similarity and diﬀerence are each others’ inverses.
Normalization by alignment cost
Instead of normalizing by alignment length, we normalize by the cost of the alignment. The cost of a
speciﬁc alignment can be found by assuming that all
aligned identical symbols are replaced by (diﬀerentsymbol) substitutions. The distance of the new alignment (with the same length as the original alignment)
is used for normalization. Note that this approach
equals normalizing by alignment length when the costs
of all edit operation equal 1, because in that situation
the alignment length is equal to the cost of the alignment.
To make this approach clear, consider a possible
alignment (including the costs) using the regular Levenshtein algorithm for two Dutch dialectal variants of
the word ‘milk’, [mO@lk@] and [mEl@k]:4
m
m
0

O
E
1

@
1

l
l
0

@
1

k
k
0

@
1

The total Levenshtein distance of these two words
is 4. The cost of this alignment can be calculated
by replacing all identical symbol pairs with diﬀerentsymbol substitutions (additional costs are marked in
boldface):
m
m̂
1
4

O
E
1

@
1

l
l̂
1

@
1

k
k̂
1

m
m
0

O
E
2.4

@
2.2

l
l
0

@
1.6

k
k
0

@
1

The total leven-cohort distance of these two words is
7.2. The cost of this alignment equals 13 and is calculated as follows:
m
m̂
2.8

O
E
2.4

@
2.2

l
l̂
1.8

@
1.6

k
k̂
1.2

@
1

In this case the normalized leven-cohort distance
5.8
equals 7.2
13 , while the normalized similarity equals 13 .
The normalization method introduced above will always yield normalized distance and similarity values in
the range [0, 1]. Because the cost of an alignment is
equal to the sum of the similarity and the distance of
that alignment, the normalized values will always sum
to 1 and thus are each others’ inverses when normalized. For instance, two identical aligned strings of any
length will have a normalized similarity of 1 (and distance of 0), while two completely diﬀerent strings of
any length will have a normalized distance of 1 (and
similarity of 0).
In the previous examples, the cost of a substitution
did not depend on the symbols involved. For instance,
substituting an /a/ with an /e/ did not diﬀer from
substituting an /a/ with an /o/ (if the positions were
the same). However, when substitution costs vary, it is
not immediately clear which substitution cost should
be used to calculate the similarity of two identical symbols (indicated in boldface in the examples above). In
that case we suggest using the highest substitution cost
involving that symbol.
Heeringa et al. [13] reported that the results using
the raw Levenshtein distances were a better approximation of dialect diﬀerences as perceived by dialect
speakers than results based on normalized Levenshtein
distances. Because our normalization method is comparable to the method used in [13], we will examine if
this is also the case in this study.

@
1

The example involves a diphthong which might be analysed
a single segment rather than as two. Heeringa [12], p.190,
compares the two approaches and shows that there is little
diﬀerence in overall quality of the dialect diﬀerence measure.
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The cost of this alignment is 7 and so the normalized
Levenshtein distance is 47 . The total similarity is equal
to the additional costs (in boldface) introduced by replacing all identical symbol pairs with diﬀerent-symbol
substitutions, in this case 3. Because the normalized
similarity is 37 , similarity and diﬀerence are each others’ inverses. As pointed out earlier, these normalized
values are equal to the values which are obtained by
normalizing by alignment length.
To see that this normalization approach can also be
used when position-dependent costs are used, consider
the alignment (and corresponding edit operation costs)
for the same strings using the linear leven-cohort algorithm.

4

Results

First we assessed the reliability of the distance measurements using Cronbach’s α. For the Norwegian
distance measurements Cronbach’s α ranged between
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0.86 and 0.87, while it was equal to 0.99 for the Belgian and Netherlandic distance measurements. Because these values are much higher than the accepted
threshold in social science (where α > 0.70 is regarded
as acceptable) we conclude that our distance measurements are highly consistent.
To evaluate the quality of the results, we used the
local incoherence measurement which measures the degree to which geographically close varieties also represent linguistically similar varieties [23]. See Heeringa
et al. [13] for a brief sketch of the local incoherence
measure. In calculating the local incoherence values,
the geographic distances for the Netherlands and Belgium were measured “as the crow ﬂies”, while we used
travel time for Norway due to its rugged landscape
[10]. Although the local incoherence cannot be used
as a “gold standard”, it can be used as an indicative
heuristic for quality in dialectological measurements.
Additionally, the quality of the Norwegian distances
was assessed by correlating them with the perceptual
distances.
We calculated the local incoherence values of the
dialect distances obtained using the leven-stress and
leven-cohort algorithms on the Norwegian data and
the Netherlandic and Belgian GTRP data. Table 1
shows these values for both the normalized data (given
between parentheses) as well as the unnormalized
data. Because the local incoherence values are based
on geographical distance (or travel time), the values
in Table 1 can only be compared within a single column (i.e. data set), but not between the three separate
columns.
exp.
lin.
sqrt.
log.
stress
regular

NL
1.93
1.92
1.91
1.91
1.89
1.94

(1.92)
(1.91)
(1.90)
(1.90)
(1.89)
(1.94)

BEL
0.76 (0.73)
0.76 (0.73)
0.76 (0.73)
0.76 (0.73)
0.75 (0.75)
0.80 (0.79)

NOR
0.44 (0.48)
0.44 (0.49)
0.43 (0.50)
0.43 (0.49)
0.45 (0.49)
0.37 (0.45)

Table 1: Local incoherence values of the calculated
distances for all data sets using the algorithms described in Section 3. The values between parentheses
are based on the normalized distances, while the other
values are based on the unnormalized distances. Lower
values within a column indicate better results.
For the Belgian and Netherlandic dialectal data we can
observe slightly improved results (lower local incoherence) using both the leven-stress and the leven-cohort
algorithms as compared to the regular Levenshtein algorithm. The leven-stress algorithm yields the best
performance, while the exponential leven-cohort algorithm performs worst. In contrast, for the Norwegian
data a much better performance in terms of local incoherence is obtained using the regular Levenshtein
algorithm.
When dividing the Belgian and Netherlandic data
in a group consisting of all (387) polysyllabic words
having an average length of 5 tokens and a group of
all (175) monosyllabic words having an average length
of 3.8 tokens, we found that the leven-stress and levencohort algorithms gave improved results over the reg-

ular Levenshtein algorithm only in the polysyllabic
group. In the monosyllabic group, the results were
similar.
When inspecting the correlations of the Norwegian
dialect distances with the perceptual distances in Table 2 we also observe that the best performance results from the regular Levenshtein algorithm. However, Heeringa et al. [13] mentioned that, since dialect
distances satisfy the triangle inequality (i.e. ∀x, y, z :
d(x, y) ≤ d(x, z)+d(z, y)), the dialect distances cannot
be seen as independent observations. We analyze the
relationship between the computed dialect distances
and the perceptual distances by calculating the correlation coeﬃcient, but its statistical signiﬁcance cannot
be assayed in the usual way, e.g., via a table in a statistics test or via a software package such as SPSS or R.
To solve this problem the Mantel test [2] can be used,
which determines the signiﬁcance of the correlation by
repeatedly permuting the matrix rows and columns
and recalculating the correlation coeﬃcient. By using
this method, Heeringa et al. [13] found that the correlation coeﬃcients needed to diﬀer by more than 0.1
to indicate statistical signiﬁcance (when applied to the
Norwegian data). Hence, the diﬀerent algorithms all
yield similar performance on the Norwegian data set.
exponential
linear
square root
logarithmic
stress
regular

Correlation r
0.63 (0.64)
0.63 (0.64)
0.63 (0.64)
0.64 (0.64)
0.66 (0.64)
0.66 (0.66)

Table 2: Correlations of the calculated distances using
the using the algorithms described in Section 3 with the
Norwegian perceptual data. The values between parentheses are based on the normalized distances, while the
other values are based on the unnormalized distances.
Higher values indicate better results.
As mentioned earlier, Heeringa et al. [13] indicated
that normalizing the Norwegian dialect distances reduced performance. However as can be seen in Table 1
this is not the case for the Netherlandic and Belgian
distances. Normalizing the Netherlandic distances improves results slightly, while normalizing the Belgian
distances improves results more clearly. Furthermore,
Table 2 also shows no reduced performance for the normalized Norwegian dialect distances when correlating
them with the perceptual distances as compared to the
unnormalized distances. Because the average length
of the Norwegian data is only 3.5 tokens, our positionsensitive weightings have relatively little opportunity
to distinguish themselves. It is therefore not surprising that the leven-cohort and leven-stress approaches
perform roughly the same as the regular Levenshtein
algorithm.
Even though the algorithms introduced in Section 3
calculate dialect distances using diﬀerent approaches,
the results are very similar. The Norwegian dialect
distances calculated with the leven-stress and levencohort algorithms correlated highly with the regular
Levenshtein distances (r > 0.97). This was also the
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case for Belgium (r > 0.97) and the Netherlands
(r > 0.95). Because of these high correlations, the
dialectal maps based on the adapted algorithms resemble the maps obtained using the regular Levenshtein
distance which were discussed in [29] a great deal.
To give an example of the high level of similarity
between the results of the regular and the adapted
Levenshtein distance algorithms, Figure 3 shows the
dialectal maps for the results obtained using the regular Levenshtein algorithm (top) and the logarithmic
leven-cohort algorithm (bottom).
The maps on the left show a clustering in ten groups
based on UPGMA (Unweighted Pair Group Method
with Arithmetic mean; see [12] for a detailed explanation). In these maps phonetically close dialectal varieties are marked with the same symbol. However note
that the symbols can only be compared within a map,
not between the two maps (e.g., a dialectal variety indicated by a square in the top map does not need to
have a relationship with a dialectal variety indicated
by a square in the bottom map). Because clustering is unstable, in that small diﬀerences in input data
can lead to large diﬀerences in the classiﬁcations derived, we repeatedly added random small amounts of
noise to the data and iteratively generated the cluster
borders based on the noisy input data. Only borders
which showed up during most of the 100 iterations are
shown in the map. The maps in the middle show the
most robust cluster borders; darker lines indicate more
robust borders. Finally, the maps on the right show a
vector at each locality pointing in the direction of the
region it is phonetically most similar to.

5

Discussion

In this study we have developed a number of algorithms to calculate dialect distances based on theories of spoken word recognition. Unfortunately these
algorithms did not show consistent results across all
datasets. While improved results were found on the
GTRP datasets using the adapted algorithms, this was
not the case for the Norwegian dataset. We emphasize
that our results do not reﬂect on the theories of word
recognition we employed, as word recognition and the
recognition of signals of geographical or social identity
may be very diﬀerent.
There are also some diﬀerences between the Norwegian dataset and the GTRP datasets which are worth
mentioning. First, the Norwegian dataset is very small
(less than 1000 items in total) compared to the size of
the GTRP datasets (both consist of more than 100,000
items). Due to the small size and the fact that dialect
distances are not statistically independent, it is almost
impossible to ﬁnd signiﬁcant diﬀerences between the
results of the diﬀerent algorithms using the Norwegian perceptual data [13]. Second, there is a substantial diﬀerence between the average word length for the
GTRP data and the Norwegian data. The average
word length in the GTRP data is 4.7 tokens, while it
is only 3.5 tokens for the Norwegian data. Because
our algorithms employ a cost function based on position and word length, this likely inﬂuences the results. For example, consider the leven-stress algorithm
which weighs diﬀerences in the ﬁrst three tokens more
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heavily. Because in the Norwegian dataset the average
word consists of only slightly more than three tokens,
the leven-stress approach will almost be equal to the
regular Levenshtein algorithm. Additionally, we found
that the improvement over the regular Levenshtein algorithm in the GTRP datasets was not present in the
group of monosyllabic words, emphasizing the importance of word length using the leven-cohort and levenstress algorithms.
Because Heeringa [13] also found diﬀering results between the Norwegian dataset and another larger (German) dataset, we are not entirely sure that the Norwegian dataset due to its limited size and small word
length is optimal for evaluating dialect distance algorithms. To verify the quality of the Norwegian dataset
we think it would be useful to obtain perceptual dialect
distances of another bigger dataset having a larger average word length and use these for comparison. If it
turns out that the Norwegian dataset is indeed unrepresentative, then we would be encouraged by the consistently superior results obtained when we weighted
initial segments more heavily in the GTRP datasets.
All the leven-cohort algorithms perform similarly.
It would be interesting to experiment with more diverse methods which emphasize the beginnings of the
words. For instance by placing additional weight only
on the ﬁrst phoneme of the word or on the part before
the recognition point (i.e. the point after which subsequent phones do not change the recognized word in
the Cohort model).
The leven-stress algorithm described in Section 3.2
uses an approximation of the position and length of the
stressed syllable. It would be interesting to evaluate
the performance of this algorithm when the exact position and length of the stressed syllable can be used
instead (perhaps by using automatic syllabiﬁcation).
Furthermore, it would be very appealing to compare
the performance of the leven-stress algorithm to the
performance of the leven-cohort algorithm on a dataset
where stress is predominantly placed on the ﬁnal syllable (and/or on a dataset where stress is variable).
In the one case the leven-stress algorithm weighs differences at the end of the words more strongly (and
in the other it weighs variably depending on stress),
while the leven-cohort algorithm weighs diﬀerences at
the start of the words more strongly.
The fact that we obtained diﬀerent results on the
Dutch data and the Norwegian data might suggest
that we are overlooking a confounding variable. The
literature on similarity indicates that rhymes (vowels
plus codas) are more important than onsets (initial
material) [11, 22, 27]. Although the results seem to
contradict this directly, we were concerned that syllable structure might need to be controlled for, so we also
examined the result of weighting later elements more
heavily, restricting our attention to the monosyllabic
subsets, eﬀectively inverting the weighting used by the
leven-cohort model. But using increasing weights on
word-ﬁnal segments did not improve results.
Besides applying position-dependent weighting, another sensible approach could be to weight edit operations based on the type of the sound segments involved. For instance, there is evidence that consonants
and vowels are not equally important in word recognition. Several studies found that correcting a non-word
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Fig. 3: Dialect distances for regular Levenshtein method (top) and logarithmic leven-cohort method (bottom).
The maps on the left show the ten main clusters for both methods, indicated by distinct symbols. Note that the
shape of these symbols can only be compared within a map, not between the top and bottom maps. The maps in
the middle show robust cluster borders (darker lines indicate more robust cluster borders) obtained by repeated
clustering using random small amounts of noise. The maps on the right show for each locality a vector towards
the region which is phonetically most similar. See Section 4 for further explanation.

International Workshop Computational Phonology ’2007 - Borovets, Bulgaria

77

into an intelligible word is easier to do when there is a
vowel mismatch than a consonant mismatch [5, 18, 26],
e.g. teeble → table versus teeble → feeble. It would
be interesting to adapt the Levenshtein distance algorithm to incorporate this assumption, for instance by
assigning lower costs to vowel-vowel substitutions than
for consonant-consonant substitutions.
Together with the adapted Levenshtein algorithms,
we also introduced a normalization method for the new
algorithms which respects the constraint that similarity and distance be each other’s inverses. In contrast to Heeringa et al. [13] we do not ﬁnd support for
preferring unnormalized distances over normalized distances. However this does not contradict their results.
In our algorithms a stronger bias towards longer words
is present than in their study, hence normalization is
more important.
Even though there are diﬀerences in performance
on the GTRP datasets and the Norwegian dataset, we
found that the dialect distances calculated using the
adapted algorithms for a single dataset were highly
similar to the results obtained with the regular Levenshtein algorithm. A possible cause for this similarity
is the aggregate level of analysis; we are looking at the
language level instead of the word level. As a better
indicator of the performance of the adapted Levenshtein algorithms, it would be very useful to examine
the performance on the word level. For instance by
evaluating the algorithms on the task of recognizing
cognates [16].
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Abstract
In the historical handwritten document retrieval system that we are currently building, the training data
set elements are the images of handwritten lines with
the manually made text transcriptions. We apply sequence comparison algorithms to these text transcriptions. We explore several sequence comparison algorithms that have been applied to phonology for their
usefulness in solving a problem of retrieving handwritten material. Finding an appropriate method for
comparing text lines will allow us to cluster the corresponding images of handwritten lines into training
sets. These training sets can then be used for pattern
recognition - an important part of the historical handwritten document retrieval system. At ﬁrst we study
the information needs of the users of an archive where
the historical documents are stored. Then we explore
the longest common substring (LCS), Levenshtein and
Jaccard measures for matching the text lines. Taking
into account the drawbacks of these methods, we propose to weight the words in the text proportionally to
their information content. This weighting is expected
to provide results closer to the information needs of
users. We evaluate the results in terms of the precision
values for k top retrieved text lines. Using the mean
precision curves we show that the performance of sequence comparisons increases up to 18% when we use
the weighted sequence comparisons.

Keywords
Sequence comparison, inverse frequency weighting, transcriptions of
handwritten text.

1

Introduction

Our project aims at information retrieval from handwritten
documents. The project includes research in pattern recognition as well as in computational linguistics. Composing
these two domains we expect to gain insight into the visual
properties and linguistic structure of historical handwritten documents. We work with the archive of the Kabinet
van de Koningin (Queen’s Ofﬁce) collection of the Nationaal Archief in the Hague (the Netherlands). To determine
what kind of information has to be retrieved from historical documents, we calculate statistics on the queries that
the Nationaal Archief receives. We aim at retrieving historical handwritten documents given a textual query. This
will considerably facilitate access to information, making
it quicker and easier. Creating a search engine for handwritten documents is a challenging problem [15]. We aim
at creating such a system using a set of transcribed training data so that it will enable us to retrieve untranscribed
documents from test sets [9]. Previous research on historical document retrieval systems led to difﬁculties in merging handwritten text with its annotations [5]. Word spotting may also be used for indexing handwritten documents
[16], but it is difﬁcult to distinguish words automatically
in a handwritten text. To avoid this, we work with entire
lines of handwritten text: we divide an image of a handwritten document into lines using its visual features. These
lines then can be annotated and used for training a handwritten document retrieval system. We expect to beneﬁt
from matching text annotations of handwritten lines in two
ways: suitable matching algorithms may be used for clustering text lines and then the images of handwritten lines to
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obtain training sets for pattern recognition through machine
learning; since it is easier to process words in the domain
of digital text, we can explore the relevance of the results
of matching algorithms on text, select the best approach
and then apply it to handwritten lines. Sequence comparison applied to text lines provides a reference for matching
handwritten lines and can also be applied for users’ query
processing in an information retrieval system. Although
information retrieval is a broad ﬁeld which has generated a
large body of knowledge, our application has a number of
particular aspects:
• text is composed of transcriptions of handwritten
lines;
• relatively small amount of text;
• highly redundant context, many administrative terms;

Fig. 1: Example of a query to the Nationaal Archief.
in English and Dutch, received by the Nationaal Archief
since the year 2001 till the present time. With the help of
a domain expert - an archivist, we classify these queries
and calculate statistics for them. Table 1 shows our results
for the queries written in English to the Nationaal Archief
since 2001.

• lack of redundancy in the dates, numerals and proper
names;

Class of a query

• special abbreviations and terms that cannot be found
in other collections.

names of people
dates
geographical names
names of objects (birth
certiﬁcate, ship, map, etc.)
titles of positions, professions (king, slave, ofﬁcer,
etc.)
events (visit, ship crash,
arrest, etc.)

We envisage that our engine for retrieval of images of
handwritten documents will function in the following way:
1) transcriptions of lines are clustered (for example, following the algorithm presented in [2]) and the clusters are named according to the concepts present in
the transcriptions in cores of the formed clusters;
2) images of handwritten lines are assigned to clusters
according to their corresponding transcriptions clustered during the previous step;
3) using matching based on visual features, new untranscribed lines are assigned automatically to the formed
clusters allowing to search through the untranscribed
images of handwritten pages [13];
4) user gets a possibility to provide feedback on the image search results as well as to transcribe lines; this
will be a source of continuous learning for the system
[17].
In this article we address the problem of ﬁnding a suitable similarity measure for obtaining clusters of similar text
lines. This will enable us to perform the ﬁrst step in the list
above.
We do not aim at an OCR-like transcription of the handwritten text because we assume that recognizing only a part
of the handwritten material will provide good information
retrieval results. In the following section we determine information needs of a user. It helps us to deﬁne the classes
of words to be recognized in the handwritten documents.

2

Information needs

The Nationaal Archief receives queries from people and
organisations that search for information. Looking for information in an archive is time consuming and often requires considerable efforts from archivists. We explore the
information retrieval tasks that the archive receives in order to know what kind of information people would like
to extract. There are several thousands of emails, mostly
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Number
of
queries
268
241
212
152

Part (%) of the
total number
of queries
28%
25%
22%
16%

73

8%

20

2%

Table 1: Classiﬁcation of the queries in English received
by the Nationaal Archief during the last 6 years (20012006). Total number of queries is 966.
Figure 1 illustrates that one question can contain several
classes of queries. Our classiﬁcation of queries is similar
to the concept categories presented in [1].
Table 2 shows our results for the queries written in Dutch
to the Nationaal Archief in 2001-2002. Many questions
to the archive written in English concern genealogical research and often do not contain much information about
the person in question. That is why the names of people are the most common class of queries. The information needs of the users who write in Dutch are somewhat
broader than those of the users writing in English, therefore
we included two new classes of queries: organizations and
other queries. By “other queries” we mean the queries that
may not be easily processed by a document retrieval system: for example, a request for some statistics over one or
more centuries of the Dutch history. We notice that queries
about names of people, dates and geographical names together compose approximately 70% of all information retrieval requests.

3

Text line matching

3.1 Standard methods
Here we present the sequence comparison measures that
we apply to text annotations of handwritten lines. The Jaccard coefﬁcient is deﬁned as the number C of words that
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Class of a query
dates
geographical names
names of people
names of objects
organizations
titles of positions, professions
events
other queries

Number
of
queries
558
491
482
274
173
135

Part (%) of the
total number
of queries
25%
22%
21%
12%
8%
6%

102
43

4%
2%

Table 2: Classiﬁcation of the queries in Dutch received by
the Nationaal Archief during 2001-2002. Total number of
queries is 2258.
are common to the two text lines being compared (query
line and match line), divided by the sum of number Q of
unique words for the query, number of common words for
the match and query, and number M of unique words for
the match [8]:
Jaccard =

C
.
Q+C +M

(1)

This measure may take values from 0 to 1. It indicates the
fraction of common words in the total number of words
found in both lines. When the Jaccard coefﬁcient is equal
to 1, it means that the query line and the matched line have
exactly the same words, but not necessarily in the same
order. When the Jaccard coefﬁcient is 0, then there is no
common word between the query and the match.
The Levenshtein distance determines the minimal cost
of edit operations – insertions, deletions and substitutions
– that are necessary to convert one line to another [12]:

 d(ai−1 , bj ) + cost(ai , ∅)
i j
d(a , b ) = min
d(ai−1 , bj−1 ) + cost(ai , bj )
(2)

d(ai , bj−1 ) + cost(∅, bj )
where ai is a segment a1 ...ai of the sequence a, bj is a
segment b1 ...bj of the sequence b, d(ai , bj ) - Levenshtein
distance between these two segments, cost(ai , ∅) - cost of
deleting ai , cost(ai , bj ) - cost of substitution of ai by bj ,
cost(∅, bj ) - cost of inserting bj . These edit operations are
weighted equally and are set to one. In this case the Levenshtein distance is the number of edit operations necessary
to convert one line to another. We also use the LCS, which
provides the length of the longest substring present in both
the query and in the match. In our case, LCS is the number l of words in the longest common substring. Unlike the
Jaccard coefﬁcient, both the LCS and the Levenshtein distance depend on the word order in the lines that are being
compared. We apply the word-based Jaccard coefﬁcient,
Levenshtein distance and LCS for measuring differences
between lines of transcriptions.
We use the sequence comparison algorithms that have
also been applied for phonological comparison ([3], [4]).
Since some archives of dialect phonology are still handwritten, the approach described in this article may be applicable to them.

3.2 Content-based weighting
As we noticed previously, most of the queries concern dates
and proper names. Such information is sparse compared
with other words. Obviously, if a query line contains a date
or a proper name, it is desirable to ﬁnd matching lines that
are as close as possible and at the same time include this
date or the proper name. Nevertheless the sequence comparison methods described above do not make a distinction
between the words in the text lines. The standard sequence
comparisons treat a preposition and a proper name in the
same way. Therefore we introduce a weighting scheme that
allows us to underline the importance of words that belong
to the classes in Table 2.
As we conclude from the analysis of users’ queries, the
information we need is mostly represented by low frequency words - proper names and dates. So the words with
low frequency have to receive larger weights than the frequent ones. This can be addressed as an information encoding problem [14]. And we set the weights of words to
be proportional to their information content:
w(i) = α × log2 (

1
),
p(i)

(3)

where α is a parameter of the weighting, p(i) is the probability of occurrence of the word i, and i ∈ [1 : N ], N is
the number of words in our collection of text lines. This
weighting is similar to the IDF weighting [7]. Introducing
weights in the sequence comparison algorithms means calculating a sum of words’ weights instead of simply counting the common or unique words for the Jaccard coefﬁcient:
�C
i=1 ωi
Jaccard = �Q
,
(4)
�C
�M
j=1 ωj +
i=1 ωi +
k=1 ωk
where ωi is a weight assigned to the word i; in our case
weights are positive integer numbers. Introducing weights
for the longest common substring leads to the following
formula:
l
�
LCS =
ωi .
(5)
i=1

In the case of the Levenshtein distance we set the following costs of edit operations: cost(ai , ∅) = ω(ai );
cost(ai , bj ) = max{ω(ai ), ω(bj )}; cost(∅, bj ) = ω(bj ).
When all weights ω are equal to 1, then we get the standard
formulas for the LCS, Levenshtein distance and the Jaccard
coefﬁcient. Weights of words may also be obtained using
an algorithm for learning string edit distance costs [10], but
in this case a training set of pairs of strings is required.

4

Experimental results

4.1 Data description
We describe experiments on a data set from the Kabinet
van de Koningin documents consisting of 5445 handwritten lines automatically segmented from scanned pages and
manually transcribed. An example of an automatically segmented line and its manual text transcription is in Figure 2.
The text composed of the transcriptions frequently contains
dates, professions and positions and geographical names

International Workshop Computational Phonology ’2007 - Borovets, Bulgaria

81

the weighting. Let us consider two examples of matching
lines by LCS before and after the weighting. In the ﬁrst
example we consider the following query-line:
Fig. 2: Example of a handwritten line and its text annotation.

In these examples, we mark the end of each line by a semicolon unless there is already a punctuation mark at the end
of the line. At the end of the last line in every example there
is a period. The twenty closest matches according the LCS
on words are all the same: - Besluit ﬁat. (In English - ’so
be it decided’). These matches are not informative. The
good matches have to contain either the geographical name
Amsterdam or the name of a person P. Scholten or both of
these words. We can see the word Amsterdam appearing in
the two closest matches when we apply the weighting:
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Fig. 3: Histogram of the weights calculated according to
the information content of the words in the set of transcriptions of handwritten text, α = 1.
while most of the last names occur only one or two times.
It means that the approach described below will not lead to
clusters of lines containing last names.
Before evaluating the sequence comparison algorithms,
we perform the following text preprocessing: convert all
characters into lower case, delete punctuation marks, delete
numbers. Even though dates represent very important information, for the experiments described below we delete
all numbers during the preprocessing step. The reason for
it is that most of the numbers in our text do not represent
dates. Instead, numbers are used as page numbers and as
references to other documents in the Queen’s ofﬁce collection. For example, in a data sample consisting of 500 lines,
only 45% of numbers indicate dates.
We prepare the test set for evaluating the precision on top
k lines retrieved according to a similarity measure. Given
our data set, we randomly select 25 query-lines under the
condition that each of them contains at least one word belonging to a category from the Table 2: names of people,
geographical names, names of object, titles of positions,
professions, organizations, events. In many cases such a
word is a geographical name. Then we select all good
matches for every of these 25 lines. We consider a line
to be a good match if one or more of its words belong to
the categories mentioned above and if these words coincide
with those in the query-line.

4.2

Performance comparison

We apply Jaccard, Levenshtein and LCS measures to our
data before and after the information content based weighting. We can see the histogram of weights in Figure 3. For
the experiments presented below we choose the coefﬁcient
α to be 0.5. We compare every line to every other and
sort the results on the order of decreasing similarity to the
given query-line. Reading the lists of closest matches we
conclude that we can get more meaningful results if we use
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te Amsterdam Mr P. Scholten. - Besluit ﬁat;
in Amsterdam Mr P. Scholten. - Decision made.

2e te Amsterdam, Mr J. Wiarda;
2nd in Amsterdam, Mr J. Wiarda;
hof te Amsterdam Mr J.C. Baron Band;
in Amsterdam Mr J.C. Baron.
The closest lines after the weighting contain the related
words, but similar results may also be achieved by
introducing stop words besluit and ﬁat. According to
our experimental results, the information content based
weighting leads to more semantically relevant results in
other, more complex cases. The second example of LCS
on words illustrates this. The query-line is:
nant -Kolonel, Provinciaal Adjudant in;
nant -Colonel, Provincial Adjutant in.
The main key word in this line is Adjudant (Adjutant). We
can see that taking into account the weights of words gives
matches that contain the key word more often. The results
without the weighting:
tot Rechter in de arr.
Rechtbank
to Judge in the district Court
het leger in Ned-Indie W. Boetje.
the army in Dutch Indies W. Boetje.
Adjudant ... en Grootmeester van H;
Adjutant ... and Grandmaster of;
And the results after applying the weighting are:
Adjudant ... en Grootmeester van H;
Adjutant ... and Grandmaster of;
Adjudant den Majoor Jhr A.S. van Feh;
Adjutant the Major Jhr A.S. van;
van der Groot en Staf, Adjudant van Z.K.H.
van der Groot and Staf, Adjutant of Z.K.H.
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Fig. 4: Mean precision on the top k retrieved lines for
the Levenshtein distance: dashed line - without weighting,
solid line - with weighting.
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Fig. 6: Mean precision on the top k retrieved lines for the
Jaccard coefﬁcient: dashed line - without weighting, solid
line - with weighting.
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Fig. 5: Mean precision on the top k retrieved lines for
the LCS: dashed line - without weighting, solid line - with
weighting.
This example underlines the ability of our method to assign
high weights to rare words, which often are the key words,
and therefore to enable them to appear in the matching results.
In order to evaluate the ability of our approach to retrieve
relevant information, we calculate its precision on top k retrieved lines. Figures 4 - 6 show the performance of our
weighting method in terms of precision - the percentage of
relevant text lines among the retrieved ones. These Figures
show that weighting the words makes the precision higher
and therefore improves our results. Since in our application we aim at grouping the text lines according to their
key words, the precision is more important than recall: it
is important that we extract the good matches, and not extracting some of them is less important.

5

Conclusion and future work

In order to determine the information needs for a historical document retrieval system, we study the queries to an
archive. We determine the classes of queries and analyse
the real-world queries of the Nationaal Archief for getting statistics. We analyse more than 3000 queries to the
Nationaal Archief from people and organizations in the
Netherlands and abroad. This allows us to deﬁne the con-
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Fig. 7: Comparison of weighted similarity measures.
tent interesting to the user and adapt text line comparisons
to it.
Several sequence comparison techniques are applied for
matching text annotations for handwritten lines. We incorporate the word information content in the line comparison procedure and get more semantically relevant results.
These results are evaluated by calculating the precision on
top k retrieved lines. The best results according to the precision evaluation are provided by applying the weighted
LCS as shown on Figure 7.
Some improvement for text line matching may be introduced by lemmatization. The study for ﬁnding the optimal
value of the coefﬁcient α will provide the limits for our
approach and enable us to get its best performance. Our results can be applied to clustering images of automatically
segmented handwritten lines. Such clusters can serve as
training sets for machine learning aiming at creating handwritten document retrieval systems.
Our method is between basic keyword search and information retrieval. Lines of text contain more information
than a few key words, but are much less information than
is the case in full-document information retrieval. This
method is most similar to passage retrieval [6], [11] in
terms of the amount of text, but our lines are even smaller
than a typical passage. The matching results can be used
directly to train a passage retrieval system for handwritten
line strips. Our information content based approach may
also be applied for visual feature based matching of hand-
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written lines.
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