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PREFACE
The current trend of information exchange in many spheres of human endeavor to become ever more
multilingual has stimulated the development of technologies capable of fully or partially translating
between texts written in different languages. In addition to the traditional field of machine translation,
natural language processing research started to address new practical problems such as computer-aided
translation, cross-lingual information retrieval, multilingual knowledge management and multimedia
processing. robust and scalable solutions in all these areas crucially depend on a key component, the
multilingual lexical repository that encodes equivalency between vocabularies of different languages.
In response to this need, there has been also an increased interest in methods to automatically recognize
equivalency between lexical expressions of different languages, which would help to speedily construct
large-scale multilingual lexical repositories, update them, or customize them to new applications.
Developments in other areas of information technologies have meant that new sources of evidence about
translation equivalency have become available. While parallel aligned corpora have been the main
medium from which bilingual lexicons are extracted (kupiec 1993; Wu 1994; Smadja et al. 1996;
Melamed 1997; Tufis 2002), in the past few years researchers began to give greater attention to such
sources as bilingual comparable corpora (rapp 1999; Fung 2000; Sadat et al. 2003; Morin et al 2007) and
the Web (resnik 1999; Utsuro et al 2004; robitaille et al 2006). At the same time, new kinds of lexical
phenomena have come into focus, such as multiword terminology (Widdows et al 2002), named entities
(Al-Onaizan and knight 2002, Sproat et al. 2006, yoon et al 2007), cognates and loanwords (kondrak
2004; Frunza and Inkpen 2006), and equivalent free-word combinations (Fung and Cheung 2004,
Munteanu and Marcu 2006). In addition to occurrence of equivalents in regions of texts known to be
mutual translations, other kinds of cues of translational equivalency are being explored, such as the
similarity of the syntactic structure of multi-word expressions (Daille and Morin 2005; Seretan and
Wehrli 2006), the orthographic similarity of cognates or named entities (Frunza and Inkpen 2006;
klementiev and roth 2006), and background knowledge in the form of semantic taxonomies (Dejean et al
2002).
The present workshop aims to provide a forum for researchers working on a variety of topics, related to
automatic recognition of equivalency between vocabularies of different languages, exposing the strong
connections between them and fostering debate on open issues. Specifically, in the call for papers we
solicited papers on the following topics:
•
•
•
•
•
•
•
•
•

Acquisition of lexical knowledge from different kinds of corpora, and from the Web
Porting, merging and domain customization of existing lexical resources using NLP technologies
Acquisition of multilingual domain terminology
Named Entity transliteration
Acquisition of cognates and loanwords
Acquisition of multi-word translational equivalents
Acquisition of translations for polysemous words
Acquisition of multilingual lexical taxonomies
Extraction of equivalent phrases and sentences from comparable corpora

In fact, most of these topics lie at the heart of the papers that were accepted to the workshop.
We would like to thank all the authors who submitted papers, as well as the members of the Program
Committee for the time and effort they contributed in reviewing the papers. We are grateful to Bruno
Pouliquen for accepting to give an invited talk.
We wish to thank our sponsor Expert System S.p.A. for the financial support of the workshop as well as
ACL Special Interest Group on the Lexicon (ACL-SIGLEX) for officially endorsing the workshop.

Our thanks also go to the organizers of the rANLP 2007 Conference for their help in organizing the
workshop and preparing the workshop proceedings for publication, particularly to Galja Angelova,
Ivelina Nikolova, and kiril Simov.
September 2007
Viktor Pekar, Diana Inkpen, Andrea Mulloni
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Acquisition and Use of Multilingual Name Dictionaries
Bruno Pouliquen, Ralf Steinberger & Camelia Ignat
European Commission – Joint Research Centre
21020 Ispra (VA), Italy
{Name.Surname}jrc.it, http://langtech.jrc.it

Abstract
We are presenting a method and a working system that automatically builds up a large multilingual dictionary of person
and organisation names through daily news analysis and that
makes use of this name dictionary – together with a gazetteer
of location names and other means – to link related news articles across languages for 19 languages. Prominent features of
the system are the simplicity of the approach (required to extend the functionality to so many languages), the fact that
monolingual and cross-lingual name variants are automatically merged with the name’s base form, and the fact that the
system aggregates information about persons independently
of the spelling of their name. The system, accessible online at
http://press.jrc.it/NewsExplorer/, has currently collected over
630,000 different names with up to 140 variants for the same
name from real life news, plus their inflections. We will put
this work into the wider context of other text-related activities
carried out at the European Commission’s Joint Research
Centre (JRC).

Keywords

Dictionaries; Named Entity Recognition; Name Variants;
Multilinguality.

1. Introduction

It is known that multilingual machine-readable dictionaries
– both generic and specialist – are needed for many Language Technology applications. These applications include
Machine Translation, cross-lingual Information Retrieval,
cross-lingual glossing (Ignat et al. 2005), term-highlighting
in specialist texts, relevance-ranking of documents for specific subject areas, and more. The EU-funded projects
Multext 1 and Multext-East 2 had the purpose of addressing
this need and to create various basic multilingual resources.
Proper names are not normally included in dictionaries.
The reason for this is that, firstly, there is a seemingly infinite number of person, organisation and location names and
new names are being created all the time. Secondly, it is
often implicitly assumed that proper names are not normally translated, except probably across writing systems
(Roman, Cyrillic, Arabic, Greek, etc.). This assumption
does indeed hold for unknown places (for example, there is
no foreign name equivalent for the small Northern-Italian
town of Ispra) and the exact same spelling of a name like
1

http://aune.lpl.univ-aix.fr/projects/multext/
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http://nl.ijs.si/ME/

George Bush can be found across many languages. However, for larger or historically known places like the Italian
city of Venezia, many translations exist: This Italian name
has the English translation Venice, German Venedig,
French Venise, Greek ǺİȞİĲȓĮ, Spanish Venecia, Russian
ȼɟɧɟɰɢɹ, Dutch Venetië, Czech Benátky, Arabic ϲϗΪϨΒϟ [Al
BunduqƯ], etc. In a small number of European languages,
person names are transliterated (e.g. the name George Bush
is Džordž Buš in Serbian, Džordžs Bušs in Latvian and
Corc Buú in Azerbaijani). However, there are many more
reasons why multiple variants of person names can be
found, even within the same language and sometimes even
within the same document. These reasons include
(Steinberger & Pouliquen 2007):
(a) Morphological variants such as added suffixes (e.g., in
Slovene, Tonyem Blairem may be found for the name
Tony Blair);
(b) Spelling mistakes (e.g. Condoleza Rice, Condaleezza
Rice, Condollezza Rice, Condeleeza Rice, all found
more than once in real news texts);
(c) Adaptation of names to local spelling rules (e.g. the
German name Schröder is frequently found as
Schroder in English language press because the letter
‘ö’ does not exist in English);
(d) Transliteration differences due to different transliteration rules or different target languages (e.g. the same
Russian name ȼɥɚɞɢɦɢɪ ɍɫɬɢɧɨɜ may be transliterated as Wladimir Ustinow in German and as Vladimir
Ustinov in English);
(e) In the specific case of Arabic, where short vowels are
usually not written, vowels need to be inserted during
transliteration, which can cause large numbers of variants (e.g. the Arabic name ΪϤΤϣ consists of only the
consonants Mhmd, which explains the different
Romanised variants Mohammed, Mahmoud, Muhamad, etc.);
(f) The reuse of name parts to avoid repetition (e.g. Condoleezza Rice, Ms. Rice and Secretary of State Rice):
these are not part of the name dictionary.
In this paper, we present the publicly accessible NewsExplorer system, which automatically acquires large, multilingual lists of person and organisation names plus their
variants from texts in 19 languages and uses these person
dictionaries, together with multilingual gazetteers, to link
related news across 19 languages and to collect and aggre-
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gate information about people and organisations independently of the name spelling.
The following sections will present the Europe Media
Monitor (EMM) news data we work with (Sect. 2), describe the method to acquire name dictionaries in many
languages automatically (Sect. 3). We will focus on the fact
that the methods used need to be simple and easily extendable to many languages and on the specific process of identifying whether newly found names are actually new persons or whether they are mere variants of a known name.
Section 4 then shows how the dictionaries of person, organisation and location names are used to compute the
similarity of news articles across many languages. Section 5 will put this work into the context of other Language
Technology-related work going on at the European Commission’s (EC) Joint Research Centre (JRC). Section 6
concludes and points to future work.

2. The Europe Media Monitor
multilingual news data

NewsExplorer (Steinberger et al. 2005) is part of the
Europe Media Monitor (EMM) family of applications (Best
et al. 2005). NewsExplorer receives from EMM an average
of 35,000 news articles in 32 languages, scraped from more
than 1,000 news portals in Europe and around the world.
EMM converts all articles into a standard UTF-8-encoded
RSS format and classifies them into a given set of several
hundred categories. The articles received within the last
few minutes and hours are displayed on the live NewsBrief
website (http://press.jrc.it), which is updated every ten min-

minutes. NewsExplorer clusters related articles once per
day, separately for each language, in order to group news
about the same event or subject. From each of these clusters, person, organisation and location names are extracted
(see Section 3). The information on the entities found in
each cluster, combined with the database information on
names and name variants and further information, will later
be used to link equivalent news clusters across languages
(see Section 4). A database keeps the information where
and when each name was found, which other names were
found in the same cluster, and which name attributes were
found next to the name.

3. Building up the multilingual name dictionary

We will now describe the method used to recognise known
names and their variants in each cluster (3.1), and how to
guess potential new names (3.2 and 3.3). We will show
how online sources are exploited to extend the known
names with additional variants (3.5) and how we identify
whether a newly found name is a variant to a known name
already stored in the name database (3.6).

3.1 Lookup of known named entities

The NewsExplorer database currently contains over
630,000 names plus about 135,000 name variants. We feed
a FLEX finite state automaton (Paxson 1995) with the
50,000 most frequent known names and their variants. Additionally, we generate regular expressions so that frequent
spelling variants will be recognised, as well. These include:

Figure 1. Screenshot from the publicly accessible live site http://langtech.jrc.it/entities/, showing the person names and their variants
plus the text snippets in which the name was found since midnight CET. The example of Mahmoud Ahmadinejad shows that – even in
such a short time period – a large number of spelling variants and morphological variants can be found. The screenshot shows texts with
different orthographies in French, Arabic, Lithuanian, German, Spanish and Bulgarian.
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x Hyphen/space alternations: for hyphenated names such as
Jean-Marie or Nawaf al-Ahmad al-Jaber al-Sabah, we
generate alternation patterns (Jean[\ \-]Marie);

or more trigger words. Combinations of trigger are frequent
and are also captured by the system, e.g.:

x Diacritic alternations: Words with diacritics are frequently also found without their diacritics, e.g. Émile Lahoud may be found as Emile Lahoud; we thus generate
the pattern (É|E)mile[\ ]Lahoud;

A number of additional features have been implemented in
order to raise the performance of the system. For instance,
name stop words are used to avoid identifying frequent
uppercase words (e.g. Also, Friday) as part of the name.
Frequent name parts such as von, van der, de la, bin, abu,
etc., which can be written in lowercase, are also accepted
as part of the name. For languages that do not distinguish
case (Arabic, for example) we add additional rules to recognise the sequence of consecutive words that are most
likely to be a name and to determine where the name stops.
For that purpose, we make use of frequent surnames and of
frequent verbs, etc. as name stop words. The process does
not make use of part-of-speech or other linguistic information in order to keep the rules and the process simple and
so that it can easily be extended to many languages. For a
more detailed description of the name guessing software,
see Steinberger & Pouliquen (2007).

x Declensions of names: we pre-generate morphological
variants for all known names in the languages that decline person names (e.g., for Balto-Slavonic and FinnoUgric languages, see Przepiórkowski 2007). In Slovene
for example, we can find the following declensions of the
name Javier Solana: Javierja Solane, Javiera Solane,
Javierom Solano, Javierjem Solano, Javierja Solano.
The simple rules to pre-generate morphological variants
are hand-written, but inspired by empirical evidence, i.e.
the most frequently found suffix variants are used (for
details, see Pouliquen et al. 2005). The suffix replacement rules are rather simplistic and they may overgenerate (produce inexistent word forms), but this is not
usually a problem because these will simply not be found
in real text.
The complete regular expression generated for the name
José Ramos-Horta is then:
Jos(é|e)(e|a|o|u|om|em|m|ju|jem|ja)?[\ ]
Ramos(e|a|o|u|om|em|m|ju|jem|ja)?[\ \-]
Hort(e|a|o|u|om|em|m|ju|jem|ja)?

Figure 1 shows how large a variety of names and their declensions can be found within a few hours.

3.2 Guessing unknown named entities

While many names can be found in the news every day,
there are always new names. In order to identify these unknown names, a relatively light-weight languageindependent procedure was developed. It is relatively easy
to extend to new languages by providing language-specific
resources for this language. These resources contain lists of
known first names, frequent titles (Mr., Chancellor, etc.)
and some other lexical patterns. The first names include the
most frequent names found for various languages (e.g.
John, Jean, Hans, Giovanni, Johan, etc.). The patterns can
consist of titles (e.g. Minister), words indicating nationality
(e.g. German), age (e.g. 32-year old), occupation (e.g.
playboy), a significant verbal phrase (e.g. has declared),
and more. We refer to these patterns generically as trigger
words. The trigger words in the language-specific resource
file are listed as strings (Minister, Head of State, American)
or patterns (“death of”, [0-9]+-year-old, etc.).
The name guessing software will identify any sequence of
at least two uppercase words as a name if either one of the
name parts is a known first name (John XXX) or if the word
sequence is accompanied (to the left or to the right) by one

Somali-born Dutch politician Ayaan Hirsi Ali.

Language-specific resources are currently in use for twelve
languages (Danish, German, English, Spanish, Estonian,
French, Italian, Dutch, Norwegian, Portuguese, Slovene
and Swedish). Resources also exist for Arabic, Bulgarian,
Farsi, Polish, Turkish, Romanian and Russian, but are not
yet fully integrated in the system.

3.3 Empirically enlarging trigger word lists

Building first lists of trigger words and expressions is not
difficult because lists of first names and of professions can
Table 1. Some of the top-ranking items (log-likelihood-ranked)
of an automatically generated list of trigger word candidates for
Romanian. The first column indicates the frequency of this word
combination in the context of known names.
Occurrences
77

Title
PSD

91
57
64
62
61
55
33
60
31

premier
israelian
britanic
premierului
german
rus
palestinian
preúedintele
Sir
…
Premierul
…
a declarat
Presedintele american
Liderul PSD
ministrul de interne

34
41
33
13
9

Translation
Romanian Social
Democratic Party
Premier
Israelian
British
Premier
German
Russian
Palestinian
President
Sir
premier
has declared
American president
PSD leader
Interior minister
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Figure 2. NewsExplorer entry showing some of the name variants (first column) collected for the Afghan president Hamid
Karzai. The associated trigger words (column 2) give the user
additional information about this person (in this case mostly:
Afghan President). Further information displayed on this dedicated person page includes: the last news clusters this person was
mentioned in, quotations by and about this person, as well as
other people frequently mentioned together with this person. The
information has been collected in the course of years from news
articles in many different languages. Hamid Karzai’s page is
available at http://press.jrc.it/NewsExplorer/entities/en/49.html.

senator/senatorja/senatorju/senatorjom/senatorjem in Slovene, etc. As our tool does not make use of lemmatisation
or any other linguistic process, we list all the word forms as
regular expressions. In the mentioned Slovene case, this
would be senator(ja|ju|jom|jem)?. In the automatically
proposed list in Table 1, the expert can easily recognise
premierul and premierului as morphological variants of
premier.
An obvious alternative way to improve trigger words for
other languages would be to translate a trigger word list
from one language (or even from several) into another,
either automatically or manually. However, when translating these words out of context, this could generate some
errors. For instance, the English trigger word Palestinian
can be translated into German as the adjective palästinensisch (not a trigger word) or as the noun Palästinenser
(correct trigger word).
The bottom-up bootstrapping technique has the advantage
that the most frequent trigger words will be found. For instance, in Spanish, the term lendakari (leader of the
autonomous government of the Basque Country) was
found.
Yet another alternative to find name recognition patterns or
to recognise unknown names would be to use Machine
Learning (ML) approaches. Although we use ML for other
tasks, we have opted not do use it for person name recognition. The reason is that we feel that we will produce the
language-specific resources for a new language faster with
the bootstrapping procedure than with a ML approach.

3.4 Name knowledge base
be compiled easily from open source documents (see for
example
http://en.wikipedia.org/wiki/Category:Occupations
and
especially the links to other languages).
To enlarge such manually compiled language-specific resources, we use a bootstrapping technique to exploit news
corpora to capture the most frequent patterns: First, we
look up all known names in a news corpus. We then produce frequency lists of left and right-hand-side contexts of
these known names and manually accept or reject the patterns found. Table 1 lists the top-ranking proposals for
Romanian trigger words found in a corpus of one year of
Romanian news. The expert judgment on acceptance or
refusal is necessary to avoid entering terms such as PSD
(abbreviation of a political party) as a trigger word and to
replace it by a compound regular expression such as
Liderul [A-Z]+ instead.
In many languages, there are gender variants or morphological variants of trigger words, such as fireman/firewoman in English, sénateur/sénatrice in French,

4

A database keeps track of all the historical information for
each name occurrence: date and language of the text, information on the cluster where it was found, the name variants used and the trigger words that appear next to the recognised name. Some of this information is then aggregated
into a NewsExplorer person page (one webpage for each of
the hundreds of thousands of persons of the knowledge
base). Figure 2 shows part of such a dedicated person page,
showing the name variants for Afghan President Hamid
Karzai, the multilingual trigger words (mostly titles) and
the latest clusters in which he was mentioned. The information displayed was collected in the course of years and
from news in many different languages.

3.5 Adding name variants from web sources

For known names, the system periodically checks whether
a corresponding entry exists in the Wikipedia online encyclopaedia (Wikipedia 2007). If it exists, the URL of the
Wikipedia page will be added to the NewsExplorer page to
provide readers with more information on the person, if
required. Additionally, the system downloads the picture
for the person or organisation and checks whether Wikipedia lists name variants not yet known to the NewsExplorer
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database. Additional variants found are then added to the
knowledge base. This is particularly useful for name variants in foreign scripts (Arabic, Russian, Chinese, etc.). Figure 3 shows that some interesting name variants can be
found for the Afghan President Hamid Karzai.

the Roman alphabet. This will allow us to compute the
similarity between names even if they are not written in the
same script:
x Cyrillic - Russian, Bulgarian and Ukrainian - (ɋɢɦɟɨɧ
Ɇɚɪɢɧɨɜ => Simeon Marinov);
x Greek (ȀȫıĲĮȢ ȀĮȡĮȝĮȞȜȒȢ => Kostas Karamanlis);

http://en.wikipedia.org/wiki/Hamid_Karzai

x Arabic (ϲϧΎΒϠσ ϝϼΟ => jlal tlbani - “Jalal Talabani”) including some additional transliteration rules for Farsi;
x Devanagari - Hindi, Nepalese - ( ȪǓȡ ȡȲȢ => sonya
gandhi).

ɏɚɦɢɞ Ʉɚɪɡɚɣ
Hamid Karzai
Hamid Karzaï
Hamid Karsai

ϱίήϛ ΪϣΎΣ
¡ȡǓ _
ລ☨ᓾ·ම霁顼蝌
Figure 3. Examples of name variants automatically collected
from the relevant Wikipedia page.

3.6 Merging Name Variants

Every day, NewsExplorer detects an average of 450 unknown person names. For each of these, we need to check
whether they are really new names – in which case a new
database entry should be created – or whether they are
mere variants of a known name – in which case they should
be added as a variant to the known name. On average, 50
of the 450 new names can safely be added as variants to a
known name. An additional average of 42 names per day
are kept for manual verification. The dedicated person
pages on NewsExplorer are updated every day.
To compare each new name with almost one million known
names and their variants in the database, an approximate
matching algorithm is used. In order to make this process
computationally tractable, we first pre-select merger candidates (see Section 3.6.1) and then we use an approximate
name matching algorithm to compare the pre-selected
names with all known names (see 3.6.2). The pre-selection
is done by first normalising (simplifying) each name. If the
normalised forms of the new name and that of any known
name (or any of its variants) are identical, the new name
will be considered to be a merger candidate.

3.6.1 Normalisation of person names

The first normalisation step consists of applying standard
transliteration rules for names written in scripts other than

The second step consists of normalising the name orthography. We lowercase the name, eliminate diacritics (François Chérèque will be replaced by francois chereque) and
reduce two neighbouring identical consonants to single
consonants (Mohammed Atta becomes mohamed ata). We
then apply a further set of about thirty manually compiled
normalisation rules. These rules are motivated by observations on frequent variations between names collected from
the multilingual corpus, e.g.:
x the German name-initial ‘Wl’ and the name-final ‘ow’
for Russian names (as in Wladimir Ustinow) will get replaced by ‘Vl’ and ‘ov’;
x the Slovene ‘š’, the German ‘sch’, the French ‘ch’ will
get replaced by ‘sh’ (as in Bašar al Assad, Baschar al Assad, Bachar al Assad);
x the French ‘ou’ (as in Oustinov) will get replaced by ‘u’;
x the ‘x’ gets replaced by ‘ks’, etc.
The third step consists of deleting the vowels. This is compulsory when dealing with languages that do not write all
vowels (Arabic, Farsi etc.) or with names originating in
such a language.
We would like to stress that these normalisation rules are
exclusively driven by pragmatic needs and have no claim to
represent any underlying linguistic concept.
As a result the names are represented by the main consonants forming their names. The names ϑϮϧΎτϠγ έΪϨδϜϟ
[alksndr sltanuf], Ⱥɥɟɤɫɚɧɞɪ ɋɚɥɬɚɧɨɜ [Aleksandr Saltanov], Alexander Saltanow, Alexandr Saltanov and Alexander Saltanov will all have the same normalised form:
lksndr sltnv. The normalised form for each of the known
names and their variants is stored in the database and will
be used for the comparison with any new name.

3.6.2 Similarity measure

All new names whose normalised form is identical with
any of the normalised forms of a known name or its variants are pre-selected name variant candidates. For these
candidates only, we use a similarity measure to identify
whether each candidate is possibly a variant of any of the
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Same?
person?

Name 2

Merged?

Name 1

Similarity

Table 2. Some variants of person names automatically merged
during our daily process (where the similarity is above 0.94) and
merger candidates waiting for evaluation by an expert.

Barzan al-Tikriti
Ismail Hanieh
Farouq
alQaddoumi
Abdullah bin Abdul
Aziz
Barzan al-Tikriti

Barzan al Tikriti
0.99 Yes
Ismail Hanyieh
0.98 Yes
Farouk al-Kadoumi 0.97 Yes

Yes
Yes
Yes

0.96 Yes

Yes

Manfred Wörner
Michel Ancel
Jorge Costa
Falon Gong
Roberto Panella
Peter Struck
Jamie Foxx

Manfred Werner
Michael Ancel
Jorge Acosta
Falun Gong
Roberto Pianelli
Peter Starck
Jaime Foxx

0.94
0.93
0.92
0.92
0.90
0.87
0.82
0.77

Yes
No
Yes
No
Yes
No
No
Yes

Abdullah bin Abdel
Aziz
Barazan al-Takriti

Yes
No
No
No
No
No
No
No

known names. This process is explained in detail in
Steinberger & Pouliquen (2007).
For each candidate, the edit distance (Zobel & Dart 1995)
is applied twice, each time to a different representation of
the same name pair: First it is applied to the normalised
form with vowels and then to the lower-cased nonnormalised name, as it was found in the text (or its transliteration in case of foreign script). The first similarity has a
relative weight of 0.8, the second of 0.2. If the combined
similarity value is above the threshold of 0.94, the candidates are automatically merged. Otherwise the new name is
entered into the name database with a new identifier. Note
that the newly identified name is merged with existing
names if it is similar enough to any of the stored name
variants. The threshold of 0.94 was determined empirically
by looking at large numbers of merger candidates. In this
test set, all name variant candidates with a similarity above
0.94 were indeed good candidates (i.e. the precision was
100%). By lowering the threshold, some more good candidates could have been found, but we would merge some
name variants that do not belong to the same person. The
focus of the merging is thus on high precision rather than
on good recall. Table 2 shows a few name merger candidates and their combined similarity values. The shown example set includes candidates above the threshold (automatically merged – the expert agreed that they were all
correct) and below (kept separate – the expert sometimes
confirmed that they were two different persons, sometimes
that they should be merged).
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At irregular intervals, the topmost similar merger candidates below the threshold of 0.94 are being looked at to
determine whether they should be marked as variants of a
known name.

4. Using recognised entities to compute
similarity across languages

In addition to displaying the collected and aggregated information on names in NewsExplorer, the name dictionaries are used for a second, more original purpose: it is used
– together with other dictionaries and means – to link related news clusters across languages. This will be explained in 4.2, following a short overview of cross-lingual
document similarity calculation in general (4.1).

4.1 Cross-lingual document similarity calculation

There is a restricted number of options to identify automatically whether two documents written in different languages are equivalent or not (in the case of news: whether
they talk about the same theme or event). The most common approach is to use Machine Translation (MT) to translate one document into the language of the other and to
apply monolingual similarity measures such as those based
on a vector space representation (e.g. Leek et al. 1999). An
alternative, but similar method consists of using bilingual
dictionaries and to use dictionary entries found in both
documents as anchors (Wactlar 1999). A fundamentally
different approach consists of generating a bilingual vector
space by using chunks of parallel text to achieve crosslingual word associations. This has been tried using Lexical
Semantic Analysis (LSA, Landauer & Littman 1989) and
Kernel Canonical Correlation Analysis (KCCA, Vinokourov et al. 2002). All of these approaches have in
common that they require bilingual resources (MT systems,
dictionaries, bilingual lists of lexical associations). When
dealing not with two languages, but with many, there is an
explosion of required resources. In the case of NewsExplorer, for example, which currently processes news in 19
languages, there are 171 language pairs: ((n2 –n)/2) with n
being 19.

4.2 Using name dictionaries as anchors for
cross-lingual linking

To avoid this complexity when linking news in so many
languages with each other, we are using yet another approach, which works particularly well for news. News is
mostly about people, organisations, places, subjects or
events at a given time. If news articles in different languages are published on the same day and talk about
roughly the same persons, places and subjects, one can
reasonably assume that they are equivalent or at least related. Names of persons, organisations and locations can
thus act as anchors to link news articles or clusters across

Workshop Acquisition and Management of Multilingual Lexicons’2007 - Borovets, Bulgaria

languages. As the surface forms of names can differ across
languages (e.g. Bush and Buš, Venezia vs. Venice, etc.), the
names first need to be standardised. For person and organisation names, the standardisation can easily be done via the
multilingual name dictionary described earlier: each name
and its variants is represented by a unique identifier. For
locations and subject domains, additional work is necessary. We will now briefly summarise how to extract place
and subject domain anchors from news clusters and we will
then describe how they are used to link documents across
languages.
In order to use the mentions of geographical place names
in the multilingual news articles as anchors, a multilingual
gazetteer is needed. We compiled such a gazetteer from
various sources: the Global Discovery database (2007), the
Estonian multilingual name database KNAB (2007), and
some European Commission-internal documents. This gazetteer is not complete (there are at least half a million
places world-wide), but it includes the biggest and most
frequently mentioned places in most of the languages of
interest. However, even when such a gazetteer is available,
the cross-lingual comparison is not straight-forward, because many place names are homographic with other places
(there are 32 places called Washington, 15 places each
called Berlin and Paris, 244 places called Aleksandrovka,
etc.). They can also be homographic with person names
(there are places called Victoria, Tony, Blair, Annan, etc.)
or with common words (And, To, Be, By, etc. are all names
of places). Pouliquen et al. (2006b) describe an approach

that attempts to solve these ambiguities. The result is a nonambiguous list of places represented by their numerical
place name identifier, as well as by their Latitude and Longitude values. We use this disambiguated list as input for
the cross-lingual linking process.
Unlike persons, organisations and locations, events or
themes of news cannot be represented by entities. In order
to get a language-independent representation of the subjects of each news cluster, we classify news clusters according to the multilingual Eurovoc (2007) thesaurus.
Eurovoc exists in over twenty languages and distinguishes
about 6,000 different subject areas. It was developed for
parliaments to categorise mostly legal documents manually,
but it can still be used to generate an abstract representation
of the themes of a news cluster. Pouliquen et al. (2003)
describes how an existing collection of manually categorised parliamentary documents was exploited to build
automatic multi-label classifiers and how that software can
be used to produce a ranked list of the most relevant Eurovoc classes for a text. In NewsExplorer, we use the 100
most relevant Eurovoc classes to produce a subject domain
vector.
For the cross-lingual similarity calculation, we then use a
cluster representation consisting of four ingredients (see
Figure 4). The overall similarity is a linear combination of
the weights of each feature overlap (cosine of vectors).
x Subject domain representation via the vector of Eurovoc
classes;

Figure 4. Combination of four ingredients to calculate the document similarity
between an English and a French document.

Workshop Acquisition and Management of Multilingual Lexicons’2007 - Borovets, Bulgaria

7

x Normalised sum of references to countries in the text:
each direct (country name) or indirect (city name) reference to a country is summed up and log-likelihoodnormalised by the average mention of that country in a
large reference corpus of news);
x Combined frequency list of persons and organisations;
x Monolingual weighted list of words (it is common that
texts in different languages share words, such as street or
project names, cognates such as Tsunami, etc.).
These four ingredients are combined with relative weights
of 40%, 30%, 20% and 10%. Half of the weight for the
cross-lingual linking of news clusters is thus based on
name dictionaries (persons, organisations and names).
In the approach to cross-lingual document similarity calculation adopted in NewsExplorer, similarity also needs to be
established separately for each language pair. However –
unlike in the approaches mentioned in Section 4.1 – no
language pair-specific resources are needed. Instead, the
news clusters of all languages are represented in the same
way.

5. Further text-related JRC activities

On request, we will now summarise further related work
going on at the European Commission’s Joint Research
Centre. Above, we described technology to acquire and use
name dictionaries in the EMM NewsExplorer application,
which takes as input the 35,000 news articles per day in 33
languages gathered by the EMM NewsBrief application.
NewsBrief (Best et al. 2005) additionally classifies the
news into about 600 categories, displays statistics on the
categories most active at any moment, clusters live news,
detects breaking news and sends email and SMS alerts to
notify subscribed users in case a big event happens and is
picked up by the media. The third product in the EMM
family of applications is the Medical Intelligence System
MedISys (Fuart et al. 2007; Yangarber et al. 2007), of
which a restricted public version is available at
http://medusa.jrc.it. MedISys takes all EMM articles plus
documents from about 150 specialist medical websites as
input, selects only the articles of relevance to Public Health
authorities, classifies them according to hundreds of healthrelated categories such as diseases and disease sub-types
(e.g., respiratory infections), bioterrorism-related issues,
toxins, bacteria (e.g., anthrax), viral hemorrhagic fevers
(e.g., Ebola), viruses, medicines, water contaminations, etc.
The MedISys website presents a quantitative summary of
latest reports visually and informs subscribed users via instant emails or via daily, automatically generated summary
reports.
In addition to these products, the EMM team has developed
a number of further applications, which do not make use of
Language Technology, but which are much appreciated by
the users inside the European Commission and elsewhere.
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These applications, described briefly below, are summarised in Best et al. (2005). The European Commission
maintains a network of representations and delegations
who review the media of their respective host countries and
manually submit daily categorised summaries using the
PressReview system. Rapid News Service (RNS) is a tool
that allows users to view all manually submitted or automatically collected news documents in a single interface, to
filter, group and edit them, to forward them to key personnel via email or SMS in case of major news reports, and to
easily compile printable twice-daily newsletters. These are
called EMM Panorama and are factually in-house up-todate newspapers. For EMM news, a WAP service has been
set up that allows stakeholders to read any urgent news
item on their mobile phones.
EMM’s Language Technology group has downloaded a
collection of legal and other EU documents from the EURLex websites (http://eur-lex.europa.eu/) and has used it to
construct the JRC-Acquis (Steinberger et al. 2006). The
JRC-Acquis is a multilingual parallel corpus in currently 22
languages with paragraph or sentence alignments for all
231 language pairs. With a total of over 1 Billion words,
the JRC-Acquis is the largest parallel corpus, when taking
into consideration the number of languages. It is freely
available for download at http://langtech.jrc.it/JRCAcquis.html. In collaboration with the EC’s Directorate
General for Translation 3 (DGT), the JRC is furthermore
preparing a dump of DGT’s Translation Memory – for a
similar document collection and the same language pairs.
This resource will soon be distributed for research purposes
via the JRC’s website under the name of DGT-TM.
In NewsExplorer, as of August 2007, links between persons or organisations are calculated on the basis of cooccurrence of their names in the same news clusters
(Pouliquen et al. 2006). Various relation extraction efforts
are currently being undertaken to specify the type of relationship that holds between persons. In Pouliquen et al.
(2007a), we describe the effort to produce social networks
on the basis of co-occurrence of person names in selected
news collections restricted by time, language or subject
area. The effort described in Pouliquen et al (2007b) focuses on identifying quotations in the news in eleven languages and to detect who makes reference to whom in direct speech. Tanev (2007) detects the specific binary relations contact and support that hold between persons, as
found in English language news. Criticise, family relationship and other relations are under development. For that
purpose, he has developed a Machine Learning method that
learns linguistic patterns in a boot-strapping method.
In a parallel effort, lexical patterns for event extraction are
being learnt by bootstrapping from English language news
3

http://ec.europa.eu/dgs/translation/
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in the specific field of violent events (Best et al., forthcoming). A working, but not yet online system detects violent
events in incoming news, detects event type, number and
type of victims, actors, time and place of the event (where
available), and visualises the events on a continuously updated map. These automatically learnt patterns are currently
being re-written in ExPRESS (Piskorski 2007), a fast JRCdeveloped formalism to write linguistic extraction rules.
Finally, the usage of an ontology is currently being explored to derive additional information from event templates that have been automatically extracted and manually
verified (Oezden Wennerberg et al. 2007). Finally, various
approaches are being undertaken to visualise information
extracted from the news.

6. Conclusion & Future work

We have tried to show the usefulness of name dictionaries
(for persons, organisations and locations) for at least two
purposes: (1) the aggregation of information on persons
and organisations from news sources in currently 19 languages, and (2) the linking of related news clusters across
many languages by using person, organisation and location
names. We have also shown how large-scale multilingual
name dictionaries can be acquired automatically both from
multilingual news collections and from external sources
such as Wikipedia.
In the future, we would like to work on exploiting our multilingual name database with Machine Learning methods to
predict name variants of known names in various target
languages.
In the news of different languages, the same entities are
usually mentioned in the same time period. Shinyama &
Sekine (2004) refer to this phenomenon as the “synchronicity of names”. We plan to use this distribution of the time
line as an additional important feature to merge names. We
should additionally be able to exploit the existing crosslingual cluster links.
Our Named Entity Extractor is still quite weak (mixedlanguage F-measure is about 87.5% for person names - see
Steinberger 2007). We would like to use Machine Learning
techniques to improve the name recognition performance.
Until recently we have concentrated on merging name variants. A challenging problem is now to disambiguate various homographic names (John Adams is a common name
referring to various different persons 4 ) or names with very
similar spelling such as Yasser Arafat and Yasir Arafat
(one is the Palestinian ex-leader, the other is a famous
Pakistani cricketer). Solutions exist (see for example
4

http://en.wikipedia.org/wiki/John_Adams_%28disambiguation%29
on Wikipedia lists 34 persons sharing this name (last visited
28/08/2007)

Pedersen 2006) but the accuracy is currently too low to
disambiguate fully automatically.

7. Acknowledgements

The development of NewsExplorer, which creates and uses
the name dictionaries discussed in this paper, is a group
effort, to which many developers have contributed in the
course of the years. We would like to thank the entire
EMM team and especially the group leader Clive Best and
the lead developer Erik van der Goot for providing the raw
multilingual news data and for making a robust system
available to tens of thousands of users every day. We also
thank the many computational linguists who helped us develop the language-specific resources for the many different languages over time.

8. References

[1] Best Clive, Erik van der Goot, Ken Blackler, Teofilo Garcia,
& David Horby (2005). Europe media monitor—system description. Technical Report EUR 22173 EN.
[2] Best Clive, Jakub Piskorski, Bruno Pouliquen, Ralf Steinberger & Hristo Tanev (forthcoming). Automatic Event Extraction for the Security Domain: Techniques and Applications.
In: Security and Intelligence Informatics.
[3] Fuart Flavio, David Horby & Clive Best (2007). Disease
Outbreak Surveillance Through the Internet – the MedISys
Project. Proceedings of European Federation for Medical Informatics Special Topic Conference Medical Informatics in
Enlarged Europe. Brijuni Islands, Croatia, 30.5.-1.6.2007.
[4] Global Discovery (2006). Digital world reference map. Europa Technologies. Available at http://www.europatech.com/gd.htm (last visited 28.03.2007).
[5] Ignat Camelia, Bruno Pouliquen, Ralf Steinberger & Tomaž
Erjavec (2005). A tool set for the quick and efficient exploration of large document collections. Proceedings of the Symposium on Safeguards and Nuclear Material Management.
27th Annual Meeting of the European SAfeguards Research
and Development Association (ESARDA-2005). London,
UK, 10-12 May 2005.
[6] KNAB (2006). Place Name Database of EKI. Institute of the
Estonian
language,
Tallinn,
available
at
http://www.eki.ee/knab/knab.htm (last visited 28.03.2007).
[7] Landauer Thomas & Michael Littman (1991). A Statistical
Method for Language-Independent Representation of the
Topical Content of Text Segments. 11th International Conference Expert Systems and Their Applications, vol. 8: 77-85.
Avignon, France.
[8] Leek Tim, Hubert Jin, Sreenivasa Sista & Richard Schwartz
(1999). The BBN Crosslingual Topic Detection and Tracking
System. In 1999 TDT Evaluation System Summary Papers.
http://www.nist.gov/speech/tests/tdt/tdt99/papers [7.04.2006]
[9] Oezden Wennerberg Pinar, Hristo Tanev, Jakub Piskorski &
Clive Best (2007). Ontology-based Analysis of Violent
Events. In: Proceedings of Intelligence and Security Infor-

Workshop Acquisition and Management of Multilingual Lexicons’2007 - Borovets, Bulgaria

9

matics (ISI'2007). New Brunswick, New Jersey, USA, 23-24
May 2007.

Natural Language Processing (RANLP'2007). Borovets,
Bulgaria, 27-29 September 2007.

[10] Paxson Vern (1995). Flex – Fast Lexical Analyzer Generator. Lawrence Berkeley Laboratory, Berkeley, CA. Available
on http://flex.sourceforge.net/#downloads (last visited
28.08.2007).

[18] Przepiórkowski Adam (2007). Slavic Information Extraction
and Partial Parsing. Proceedings of the ACL Workshop on
Balto-Slavonic Natural Language Processing. Prague, June
2007

[11] Pedersen Ted, Anagha Kulkarni, Roxana Angheluta, Zornitsa Kozareva & Thamar Solorio (2006). An Unsupervised
Language Independent Method of Name Discrimination Using Second Order Co-occurrence Features. Proceedings of
the 7th International Conference on Intelligent Text Processing and Computational Linguistics (CICLing), pp. 208-222.
February 19-25, 2006, Mexico City.

[19] Shinyama Yusuke & Satoshi Sekine (2004). Named Entity
Discovery Using Comparable News Articles. 20th International Conference on Computational Linguistics (CoLing).
Geneva, Switzerland.

[12] Piskorski Jakub (2007). ExPRESS - Extraction pattern recognition engine and specification suite. Proceedings of the
6th International Workshop on Finite-State Methods and
Natural Language Processing (FSMNLP'2007). Potsdam,
Germany, 14-16 September 2007.
[13] Pouliquen Bruno, Ralf Steinberger, Camelia Ignat, Irina
Temnikova, Anna Widiger, Wajdi Zaghouani & Jan Žižka
(2005). Multilingual person name recognition and transliteration. Journal CORELA - Cognition, Représentation, Langage. Numéros spéciaux, Le traitement lexicographique des
noms propres. Available online at: http://edel.univpoitiers.fr/corela/document.php?id=490.
[14] Pouliquen Bruno, Ralf Steinberger, Camelia Ignat & Tamara
Oellinger (2006a). Building and displaying name relations
using automatic unsupervised analysis of newspaper articles.
Proceedings of the 8th International Conference on the Statistical Analysis of Textual Data (JADT'2006). Besançon, 1921 April 2006.
[15] Pouliquen Bruno, Marco Kimler, Ralf Steinberger, Camelia
Ignat, Tamara Oellinger, Ken Blackler, Flavio Fuart, Wajdi
Zaghouani, Anna Widiger, Ann-Charlotte Forslund, Clive
Best (2006b). Geocoding multilingual texts: Recognition,
Disambiguation and Visualisation. Proceedings of the 5th International Conference on Language Resources and Evaluation (LREC'2006), pp. 53-58. Genoa, Italy, 24-26 May 2006.
[16] Pouliquen Bruno, Ralf Steinberger, Jenya Belyaeva (2007a).
Multilingual multi-document continuously updated social
networks. Proceedings of the Workshop Multi-source Multilingual Information Extraction and Summarization
(MMIES'2007) held at RANLP'2007. Borovets, Bulgaria, 26
September 2007.
[17] Pouliquen Bruno, Ralf Steinberger, Clive Best (2007b).
Automatic detection of quotations in multilingual news. Proceedings of the International Conference Recent Advances in

10

[20] Steinberger Ralf & Bruno Pouliquen (2007). Cross-lingual
Named Entity Recognition. In: Satoshi Sekine & Elisabete
Ranchhod (eds.). Linguisticae Investigationes LI 30:1, pp.
135-162. Special Issue Named Entities: Recognition, Classification and Use.
[21] Steinberger Ralf, Bruno Pouliquen, Anna Widiger, Camelia
Ignat, Tomaž Erjavec, Dan Tufiú, Dániel Varga (2006). The
JRC-Acquis: A multilingual aligned parallel corpus with
20+ languages. Proceedings of the 5th International Conference on Language Resources and Evaluation (LREC'2006),
pp. 2142-2147. Genoa, Italy, 24-26 May 2006.
[22] Tanev Hristo (2007). Unsupervised Learning of Social Networks from a Multiple-Source News Corpus. Proceedings of
the Workshop Multi-source Multilingual Information Extraction and Summarization (MMIES'2007) held at
RANLP'2007. Borovets, Bulgaria, 26 September 2007.
[23] Vinokourov, A., Shawe-Taylor, J., Cristianini, N. (2002).
Inferring a semantic representation of text via crosslanguage correlation analysis. Advances of Neural Information Processing Systems 15, 2002.
[24] Wactlar H.D. (1999). New Directions in Video Information
Extraction and Summarization. In Proceedings of the 10th
DELOS Workshop, Sanorini, Greece, 24-25 June 1999.
[25] Wikipedia: The free encyclopaedia (2007). FL: Wikimedia
Foundation, Inc. Retrieved August 22, 2007, from
http://www.wikipedia.org.
[26] Yangarber Roman, Clive Best, Peter van Etter, Flavio Fuart,
David Horby & Ralf Steinberger (2007). Combining Information about Epidemic Threats from Multiple Sources. Proceedings of the Workshop Multi-source Multilingual Information Extraction and Summarization (MMIES'2007) held at
RANLP'2007. Borovets, Bulgaria, 26 September 2007.
[27] Zobel Justin & Philip Dart (1995). Finding approximate
matches in large lexicons. Software – Practice and Experience, Vol. 25(3), pp. 331-345.

Workshop Acquisition and Management of Multilingual Lexicons’2007 - Borovets, Bulgaria

Multilingual Cognate Identiﬁcation using Integer Linear
Programming
Shane Bergsma and Grzegorz Kondrak
Department of Computing Science
University of Alberta
Edmonton, Alberta, Canada, T6G 2E8
{bergsma,kondrak}@cs.ualberta.ca
Abstract
The identiﬁcation of cognates in natural languages is a crucial part of automatic translation
lexicon construction and other multilingual lexical tasks. We present new methods for multilingual cognate identiﬁcation using the global inference framework of Integer Linear Programming.
While previous approaches to cognate identiﬁcation have focused on pairs of natural languages,
we provide a methodology that directly forms
sets of cognates across groups of languages. We
show improvements over simple clustering techniques that do not inherently consider the transitivity of cognate relations. Furthermore, we
show that formulations that jointly link cognates across groups of natural languages achieve
higher performance than traditional pairwise approaches. We also describe applications of our
technique to other important problems in multilingual natural language processing.
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Introduction

Cross-language cognate information is an important
component of multilingual lexical resources. Cognates
are words with similar form and meaning across natural languages. For example, the word for “heart” in
Italian (cuore), Spanish (corazon), Portuguese (coracao), and French (coeur ) all derive from the Latin stem
cor. Knowing that correspondence in word spelling
can imply correspondence in word meaning has assisted researchers in automatically creating translation lexicons [17, 10], sentence-aligning bilingual corpora [24, 19], and ﬁnding word correspondences in
statistical machine translation [13, 25]. Knowledge of
cognates is also an important part of human secondlanguage acquisition; for example, cognates have been
used to assess the readability of foreign language text
by new language learners [28].
Although impressive levels of performance have
been achieved at cognate identiﬁcation between pairs
of languages [2], there has been little recognition that
cognates are actually a multilingual phenomenon. Indeed, if we propose that cuore in Italian is cognate

with coeur in French, and separately judge that coeur
is cognate with corazon in Spanish, then we are implicitly saying that the Italian cuore and Spanish corazon
are also cognate, since cognation is a transitive relation
across languages. A natural question is whether pairwise cognate identiﬁcation can be improved by considering transitivity in the identiﬁcation process.
Most previous approaches to cognate identiﬁcation
assign scores to pairs of words across two languages.
These scores indicate the likelihood the two words are
cognate, and are usually based on either traditional
measures of string similarity such as edit distance [15]
and longest common subsequence ratio (LCSR) [19],
or are provided by adaptive systems learned from annotated training data [26, 20, 2]. The fundamental
issue with these approaches is that while their output
is pairwise similarity scores, the more natural and useful output would be sets of cognates across languages.
In this paper, we propose a cognate identiﬁcation
technique that operates across groups of natural languages, and which directly produces cognate sets as
output. We formulate the task as a constrained optimization and ﬁnd the solution with the global inference technique of Integer Linear Programming (ILP).
We maximize an objective function that incorporates
the scores of all cognate decisions, subject to the constraints that these decisions should respect the transitivity of cognation across languages. That is, for
all words in any output interconnected set, a positive
cognate decision must exist between each pair of these
words (forming cliques in the graph-theoretic sense).
A similar approach has been taken to partitioning related pieces of information for natural language generation [1], and performing coreference resolution [5].
Our work diﬀers from previous techniques that consider cognates over groups of natural languages. Lowe
and Mazaudon [16] use linguist-supplied sound-change
lists to construct protoforms of modern words (the
“comparative method” of language reconstruction),
and then link modern words into cognate sets that
share a common protoform. Oakes [21] uses pairwise
similarity to determine cognates in four languages, but
does not explain how inconsistencies in cognate assignments are resolved. Kondrak et al. [12] use a post hoc
set-formation algorithm to gather groups of highlysimilar potential cognates, but the search for these sets
is greedy and not evaluated for set recall. Our program
ﬁnds a global optimum cognate set partitioning in a
single step, without setting clustering parameters or
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otherwise requiring user supervision.
We show the beneﬁts of our approach in two separate application domains. First, given that a collection of words with the same meaning has been identiﬁed across a group of natural languages, we partition
these words into cognate sets. The ILP system is able
to automatically identify cognate sets with a higher
precision and recall than a comparison approach that
forms sets from interconnected components with post
hoc processing. Thus our system achieves higher performance while simultaneously having greater simplicity and ease of speciﬁcation than previous approaches
to this task.
Secondly, we show that our system also achieves
higher precision and recall on the pairwise identiﬁcation task compared to using a similarity measure alone.
We demonstrate this both for ﬁnding cognates among
words known to be translations, and for automatic
translation lexicon induction, where cognates are to
be identiﬁed between two lexicons based purely on orthographic similarity. For the latter situation, our results are directly applicable to the lexicon induction
approach of Mann and Yarowsky [17]. We use an ILP
formulation that includes natural constraints such as
one-to-one cognate mappings and cross-language transitivity. Remarkably, this system achieves gains of up
to twenty percent in precision (for equivalent levels
of recall) over an unconstrained system that uses the
string similarity measure alone. On the other hand,
the automatic lexicon induction task also highlights
some current computational limitations; we provide
approximation strategies for cases where the the optimal solution cannot be found in reasonable time.
The paper is organized as follows. In Section 2, we
describe the traditional pairwise approach to cognate
identiﬁcation and explain its limitations. Section 3
introduces our multilingual ILP approach to cognate
clustering and describes experiments and results that
validate the model empirically. In Section 4, we show
how an extended version of the ILP formulation can
be applied to automatic lexicon induction, and again
analyze our formulation experimentally. Section 5
presents our ideas for future work, including new applications of cognate sets as bridge languages in the
“multipath” approach of Mann and Yarowsky [17]. We
also outline a multilingual ILP-based approach to word
alignment in statistical machine translation.

2

Pairwise Cognate Discovery

In this section, we describe the key components of
current cognate identiﬁcation systems. As mentioned
in the introduction, cognates are words with similar form and meaning across natural languages. In
the linguistic sense, cognates may also include words
with a common ancestor but which no longer have a
consistent meaning. However, for practical purposes,
most work in computational linguistics has focused
on translational cognates: similarly-spelled words that
have a common origin and interpretation.1 Relevant
work therefore includes not only systems that ﬁnd
1

In all of our experiments, all gold-standard cognate sets are
composed of words with common meaning that have been
judged to be cognate by linguists (see Section 3.2).
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ancestrally-related cognates [11], but loan-word borrowings [7] and even proper name transliterations [8].
These computational approaches to cognate identiﬁcation generally consist of two key components:
1. a semantic indication of the likelihood the two
words have the same meaning, and
2. an orthographic similarity measure based on the
similarity of the words’ spellings
For languages with available lexical resources, the
ﬁrst component may simply be a bilingual dictionary;
words share the same meaning if and only if they are
mutual translations in the translation lexicon. For
resource-poor languages, semantic similarity models
based on context or frequency similarities have been
used instead [23], and for closely related languages,
cognates have been detected without the use of any
semantic similarity module at all: cognates are detected using only the orthographic string similarity
measure [17]. In Section 3, we look at the case where
a translation lexicon is available, while in Section 4 we
consider using string similarity alone.
A typical orthographic similarity measure is an eﬃcient, real-valued function of pairs of words from two
diﬀerent languages. The measure should return higher
scores for pairs more likely to be cognate, and lower
scores for words likely to be unrelated. To make decisions based on this measure, we must set a threshold and classify pairs above the threshold to be cognate, and those below to be unrelated. Higher thresholds result in higher-precision, lower-recall systems,
while lower thresholds catch more cognates but with
a greater number of false positives.
Melamed [19] uses the Longest Common Subsequence Ratio (LCSR) as the cognate orthographic similarity measure. The LCSR of two words is equal to
the length of the longest common letter subsequence
between the two words, divided by the length of the
longer word. Hence the range of the LCSR function
is between zero (for words sharing no letters) and one
(for identical words). For example, the LCSR between
the Italian word cuore and the French word coeur is
0.6. This word pair will be classiﬁed as cognate if the
classiﬁcation threshold is below 0.6. While dynamic
programming algorithms exist to compute traditional
similarity measures like LCSR eﬃciently, these untrained approaches do not capture the regular sound
correspondences between a pair of languages that help
identify words of common origin.
Furthermore, nothing about previous semantic and
orthographic similarity measures requires that multilingual cognate decisions be consistent. Suppose we
have identiﬁed a group of words with common meaning, such as the Romance language words for just, right
given in Fig. 1, and we would like to form cognate sets
based on their computed similarities. If we decide to
label all words as cognate with LCSR greater than or
equal to a threshold of 0.50, we are left with the following curious conclusion: drept and direito are cognate,
as are direito and derecho, but drept and derecho are
not. How can we best handle such inconsistencies?
A simple approach would be to add all links between all pairs of words that are in an interconnected
subgraph. For a threshold of 0.50, this does correctly
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Italian: giusto

0.17
Romanian: drept

0.14
0.50

0.43
Spanish: derecho

0.43
0.57
0.20

0.57
0.14

French: juste

0.14

Portuguese: direito

Fig. 1: LCSR graph for Romance words corresponding to English “ just, right.” Links with LCSR ≥ 0.50 are
marked with solid lines.

group the words into their true cognate sets. However,
suppose the overall threshold for cognate decisions is
not 0.50, but 0.43, adding the drept and derecho link as
well as the giusto and direito pair. In this case, we have
now interconnected all components of the graph, such
that our approach will incorrectly classify words as diverse as the French juste and the Spanish derecho as
cognates. Ideally, our computational procedure should
know that it is better to add certain links (like drept derecho) but not others (like giusto-direito), based on
any implied cognate similarities. In the following section, we show how Integer Linear Programming provides such an approach.

3

Cognate Set Partitioning

In this application, we are presented with sets of words
that share the same meaning, from a group of natural
languages. Each set has one word from each language,
like the set in Fig. 1. Our task is to identify which
words in each set are cognate, that is, to partition the
set into groups of cognates. Thus, we are automating
the second step in cognate set formation; given words
with common meaning, we use our orthographic similarity measure to detect those with a common origin. Determining cognates given known word correspondences is one of the fundamental tasks performed
by linguists in the process of language reconstruction.

3.1

ILP Formulation

A linear program seeks to maximize an objective function over a set of variables, subject to a set of linear constraints. In Integer Linear Programming (ILP),
these variables are further constrained to be integers.
In general, ﬁnding solutions to integer linear programs
is NP-hard [4, page 777], but in practice eﬃcient
solvers are available. We follow Roth and Yih [22]
in using binary-{0, 1} ILP variables to represent the
decisions made by our system, and optimize as our
objective function the sum of the costs/scores of the

decisions that we make. The partitioning formulation
we use is based on the work of Barzilay and Lapata [1].
We ﬁrst consider how to use an ILP formulation for
the standard pairwise approach to cognate identiﬁcation. Suppose we have identiﬁed a set M of pairs of
words that share a common meaning between two languages. Let x�i,j� (m) be a binary variable representing a cognate decision for the mth pair of commonmeaning words from language pair �Li , Lj �. The variable x�i,j� (m) will be 1 when we aﬃrm that the pair
are cognates, and 0 when we decide the words are not.
The standard approach is to classify each pair as cognate if their orthographic similarity is above a threshold, t. Let the similarity between the two words be
s�i,j� (m). We would like to associate a positive weight
to an aﬃrmative cognate decision when the pair has
similarity above the threshold, and a negative weight
to aﬃrmative decisions when the similarity is below
the threshold. The opposite should hold for negative
decisions. Thus let the value of each positive decision be c+
�i,j� (m) = (s�i,j� (m) − t) and the value of
each negative decision be c−
�i,j� (m) = (t − s�i,j� (m)).
If we are using LCSR as the similarity function with
t = 0.5, the value of a positive cognate decision for
the Italian word cuore and the French word coeur is
c+
I,F (m) = 0.1. The value of a negative decision is
−
cI,F (m) = −0.1. Our ILP formulation is to maximize
the sum of the value scores over the x�i,j� (m) variables:
max

�

−
c+
�i,j� (m)x�i,j� (m) + c�i,j� (m)(1 − x�i,j� (m))

m∈M

subject to:
x�i,j� (m) ∈ {0, 1}

∀m ∈ M

Subject to no further constraints, the solution to this
optimization is simply having all variables be 1 when
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the orthographic similarity score is above the threshold (and the value is thus positive) and all variables
be 0 when the orthographic similarity score is below
the threshold (and the value thus negative), which is
exactly the standard outcome. Note also, as in all approaches in this section, the assignment of variables for
one meaning is independent of all others, and hence we
could have solved |M | independent integer linear programs and gotten the same output.
To enforce transitivity among decisions in sets of
natural languages, we move from an ILP optimization for a pair of languages to one for all pairs within
a set, adding transitivity requirements as constraints.
Suppose our set M now includes words identiﬁed as
having a common meaning among N diﬀerent natural
languages, e.g. L1 , L2 ...LN . Let S be the set of indices
for all unique pairs of languages: S = {�i, j� : 1 ≤ i <
j ≤ N }. Our ILP formulation is now:
� �
(c+
max
�i,j� (m)x�i,j� (m)
�i,j�∈S m∈M

+c−
�i,j� (m)(1 − x�i,j� (m)))
subject to:
x�i,j� (m) ∈ {0, 1}
x�i,j� (m) ≥ x�i,k� (m) + x�k,j� (m) − 1
x�i,j� (m) ≥ x�i,k� (m) + x�j,k� (m) − 1
x�i,j� (m) ≥ x�k,i� (m) + x�k,j� (m) − 1
x�i,j� (m) ≥ x�k,i� (m) + x�j,k� (m) − 1
∀m ∈ M, ∀�i, j�, �i, k�, �k, i�, �j, k�, �k, j� ∈ S
The new constraints explicitly require that if x�i,k� (m)
is 1 and x�k,j� (m) is 1, then x�i,j� (m) must also be 1
in order to satisfy the inequality, forcing the closing
of the transitive link. Thus the output decisions must
form fully-interconnected cliques between words wherever positive output decisions are made. Due to the
constraints, the optimal solution may add links that
are not present in the standard approach for the same
threshold. For example, if the sum of the value scores
for a set of interconnected positive links is greater
than the negative values incurred by adding the transitive closure links, then these negative links will be
added. In practice, however, we ﬁnd the transitivity
constraints have more of a conservative eﬀect: links
that would have been made in the standard approach
are not made, because these would require adding
quite negative values in order to satisfy transitivity.
A lower threshold is needed to achieve the same recall, but this comes with higher precision.
There are many beneﬁts to choosing an ILP approach for cognate clustering. We do not need to
specify the number of clusters or perform any postprocessing on our output; cognate clusters are formed
naturally as the output that maximizes our objective
function. Also, open-source and commercial linear
programming solvers can ﬁnd solutions to these kinds
of problems quickly and eﬃciently. Finally, we can use
advances in optimization and insights from other ILP
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applications to promote advances within the study of
cognates.

3.2

Experiments

Our ﬁrst set of experiments test the above formulation
for ﬁnding sets of cognates in ﬁve Romance languages:
Italian, Spanish, Portuguese, French, and Romanian.
Our gold-standard data comes from the Comparative
Indoeuropean Data Corpus [6]. The corpus contains
word lists of 200 basic meanings for 95 speech varieties
from the Indoeuropean family of languages, together
with cognation judgements. Each word is represented
in an orthographic form without diacritics using the 26
letters of the Roman alphabet. We extract all 200 sets
of words and the corresponding cognate judgements
for our ﬁve Romance languages.
For all approaches we use LCSR as our orthographic
similarity measure, s�i,j� (m), and vary the threshold, t, from 0.0 to 1.0. We choose LCSR because
it is an eﬃciently-computable, unsupervised similarity measure, frequently used in cognate identiﬁcation
research [19, 26, 11, 10]. We use lp solve, a free, opensource (integer) linear programming solver to perform
the optimization.2 It solves integer programs using the
“Branch-and-bound” algorithm [22]. All cognate clustering optimizations returned a solution in less than a
minute of computation.
We evaluate our approaches in two ways. First, we
evaluate the ILP system at extracting the gold standard cognate sets. We calculate our system’s set precision, πs , as the proportion of sets proposed by our
system which are also sets in the gold standard. The
set recall, ρs , is the proportion of gold standard sets
that our system correctly proposes. For a particular
threshold, our evaluation measure is the set F-score:
F score = 2

πs ρs
πs + ρs

We compare the ILP method to an approach that
builds cognate sets from interconnected words in the
LCSR-induced graph. That is, we link components
that are above the LCSR threshold, and then propose as cognate sets all interconnected sub-graphs.
For example, in Figure 1, the two sets would be
{giusto,juste} and {derecho,direito,drept }.
Our second evaluation considers the average pairwise precision and recall of the cognation decisions.
This is the typical cognate identiﬁcation evaluation for
previous pairwise approaches [11, 20]. Precision is the
percentage of pairwise positive cognate decisions that
are also in the gold standard (i.e., the proposed pair
are in the same gold-standard cognate set). Recall is
the percentage of true pairwise cognate decisions that
are also identiﬁed by our system. For a particular
threshold, we calculate precision and recall separately
for each of the ten language pairs, and return the average values. We compare the ILP system that makes
these decisions jointly across all languages to a system
that makes decisions based purely on the LCSR.
2

Available at http://lpsolve.sourceforge.net/
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a binary variable, but now representing a cognate decision between the uth and vth words in language Li
and language Lj , respectively. Also let the similarity and value scores range over u and v: s�i,j� (u, v)
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Fig. 2: Pairwise average cognate identiﬁcation
precision-recall (%), within common-meaning sets, for
the ten Romance languages pairs

and c�i,j� (u, v). In Section 3.1, it was as if u = v for
all variables (and thus the only index needed was m).
These expanded variables and functions can be used in
place of their previous versions in the Section 3.1 formulations. Subject to no transitivity constraints, the
optimizer will again set every cognate decision to true
that is above the similarity threshold. Now, one word
in one language could be linked to multiple words in
another, if there are multiple pairs scoring above the
similarity threshold. A more restrictive ILP formulation would constrain the decisions such that every
word in one language can link to at most one other
word in the paired language. We call this the oneto-one (1:1) constraint and encode it in the following
formulation:
� � �
max
(c+
�i,j� (u, v)x�i,j� (u, v)
�i,j�∈S u∈Li v∈Lj

3.3

We varied the range of the LCSR threshold and obtained maximum set F-score values of 61.6% by the
ILP system and 57.7% by the system that builds sets
from interconnected words. Thus with a simple, untrained measure, we can achieve approximately 4%
higher maximum performance by considering transitivity constraints as part of a constrained optimization, rather than forcing transitive closure afterwards
by having all interconnected components be in the
same cognate set.
Beyond forming cognate sets, Fig. 2 shows that
the ILP system can also achieve higher pairwise cognate identiﬁcation precision than a pure LCSR-based
system, for virtually all levels of identiﬁcation recall.
Thus even for the usual objective of detecting cognates
between a single pair of languages, making those decisions within a joint optimization over a number of languages can actually achieve higher performance. This
motivates the application we study in the following
section, where we seek cognates between two languages
without an indicator of semantic similarity.

4

Translation Lexicon Induction

We now expand our ILP formulation to consider the
task of ﬁnding cognates between any two word pairs
in a pair of natural languages. Like in the approach of
Mann and Yarowsky [17], this can be used to automatically induce a translation lexicon; any pair of words
are judged to be translations if they have a given level
of orthographic similarity. The total set of translation
pairs produced in this way gives the output lexicon.

4.1

+c−
�i,j� (u, v)(1 − x�i,j� (u, v)))

Results

ILP Formulation

We must now index our variables over all words in one
language and all words in the other, not just for those
with common meaning. Thus let x�i,j� (u, v) again be

subject to:
x�i,j� (u, v) ∈ {0, 1}
x�i,j� (u, v) ≥ x�i,k� (u, w) + x�k,j� (w, v) − 1
x�i,j� (u, v) ≥ x�i,k� (u, w) + x�j,k� (v, w) − 1
x�i,j� (u, v) ≥ x�k,i� (w, u) + x�k,j� (w, v) − 1
x�i,j� (u, v) ≥ x�k,i� (w, u) + x�j,k� (v, w) − 1
�
x�i,j� (u, t) ≤ 1
t∈Lj

�

x�i,j� (t, v) ≤ 1

t∈Li

∀u ∈ Li , ∀v ∈ Lj , ∀w ∈ Lk
∀�i, j�, �i, k�, �k, i�, �j, k�, �k, j� ∈ S
The summation constraints ensure that at most one
positive cognate decision is possible from all the words
in one language to a single word in another. Without
the transitivity constraints, our formulation is similar
to the maximum-weight bipartite matching linear program given by Taskar et al. [25] for word alignment in
statistical machine translation. Note that in our optimal solution, not every word in a given language will
link with a word in one of the other languages; only
those words with at least one positively-scoring potential pair-word will participate in a cognate pair. Note
also that whether to enforce a one-to-one constraint
depends on the ultimate application. For noisy translation lexicon induction, it makes sense to only output the single most likely translation for each word in
each language. However, this constraint can be relaxed
to link each word with at most two or more possible
translations. In preliminary experiments for our task,
a one-to-two constraint resulted in higher maximum
recall at the expense of some precision (but still well
above the precision of the pure LCSR approach).
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Fig. 3: LCSR values for cross-product of SpanishPortuguese lexicons

Fig. 4: LCSR values for cross-product of FrenchRomanian lexicons

4.2

to automatic lexicon induction is the sheer size of the
problem. We now have 2002 variables for each of the
ten language pairs, so 400,000 in total. The total
number of possible variable combinations is obviously
quite large and thus we depend heavily on the eﬃcient search of our ILP solver. Even more daunting,
there are 2003 transitivity constraints for each of the
30 unique triples of languages, for a total of 240 million
constraints. Declaring these constraints in advance to
our program is obviously infeasible.
We address this issue with two key techniques. First
of all, it is clear that only a few of the 240 million
transitivity constraints need be applied for a given optimal solution; our one-to-one constraint, for example, considerably limits the number of possible output pairings (and hence transitive triples) in the optimal solution. Thus instead of declaring the constraints
in advance, we run our optimization, see which constraints are violated among our positive cognate decisions (which can be checked quite eﬃciently), and
then add these constraints to the ILP for the next iteration. We run the algorithm until no new violations
are detected. This is similar to the constraint generation approach used to detect SVM constraint violations by Tsochantaridis et al. [27]. Secondly, we reduce
the burden of solving the ILP by instead solving the
equivalent linear program relaxation (with variables
now allowed to be any real-number between zero and
one), and then rounding the output to the nearest integer. This is advantageous because, unlike integer
programs, linear programs are solvable in polynomial
time [4, page 777]. For their quadratic assignment approach to word alignment within translated sentences,
Lacoste-Julien et al. [14] found that solving a relaxed
ILP leads to no diﬀerence in performance from solving
the original ILP formulation.

Experiments

We evaluate the above approach on the same data used
in Section 3, ignoring the common-meaning information and now having ILP variables for linking every
word in every language to every word in every other
language. Our evaluation metric is again the average
cognate identiﬁcation precision-recall across the ten
Romance language pairs. Note that although we evaluate over pairs of languages, once again these pairwise
decisions are actually made simultaneously over all ten
language pairs by optimizing the given ILP formulation. Three systems are compared: deﬁning cognate
pairs in terms of LCSR alone (labelled LCSR in our
ﬁgure), deﬁning cognate pairs with the above ILP program but only using the one-to-one constraints (LCSR
+ 1:1 ), and then with both one-to-one and transitivity
constraints (LCSR + 1:1 + transitivity).
The feasibility of lexicon induction without semantic
information depends on the orthographic similarity of
cognates in the speciﬁc Romance language pair. To illustrate, we provide temperature plots of the LCSR between every word pair for Spanish-Portuguese in Fig. 3
and French-Romanian in Fig. 4. Words with common
meaning lie on the diagonal. The ﬁrst 39 SpanishPortuguese diagonal pairs and the ﬁrst 88 FrenchRomanian diagonal pairs are not cognate while the remainder are. Lexicon induction can be visualized as a
process whose goal is to assign “1” to the word pairs on
the diagonal and “0” to oﬀ-diagonal entries. Clearly,
this task is easier if the diagonal entries have higher
LCSR than other pairs. Notice that in our ﬁgures, not
only are there more Spanish-Portuguese cognates, but
the ones which are cognate also seem to have a higher
LCSR, facilitating the lexicon induction process.
Another diﬃculty presented by an ILP formulation
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Fig. 5: Pairwise average cognate identiﬁcation
precision-recall (%), for automatic lexicon induction,
for the ten Romance languages pairs

4.3

Results

In Fig. 5 we provide the experimental results. First of
all, adding the one-to-one constraints strongly boosts
performance over the pure LCSR system. At some levels of recall, gains in precision of over 20% are achieved.
We found the gains in closely-related languages were
greater than the gains in more distant pairs; however for a given threshold some improvement consistently occurred across all the languages. Note that the
pure LCSR system can lower its threshold to the point
where every word pair is deemed to be cognate. Hence
very low precision values can be computed up to 100%
recall. The constraints on the ILP systems, on the
other hand, prevent arbitrarily adding low-precision
links, making computing precision for higher levels of
recall impossible. This is why the constrained solutions do not reach recall above 50% in Fig. 5.
The system that uses both one-to-one and transitivity constraints achieves even higher precision at
equivalent values of recall. For example, for an LCSR
threshold of 0.70 (30% recall and 75% precision on the
plot), it has about 4% higher precision than the LCSR
+ 1:1 system. For lower thresholds (all subsequent
points on the plot with higher recall / lower precision), we found our ILP solver could simply not ﬁnd an
optimal LCSR + 1:1 + transitivity solution in reasonable time. For lower thresholds, there are more active
constraints and more potentially high-scoring cognate
pairings. Thus for thresholds below 0.70, we instead
solve the linear program relaxation (as described in
Section 4.2) and round the variables to zero or one.
We ﬁnd the relaxed LCSR + 1:1 + transitivity solution maintains its gains over the LCSR + 1:1 system
for all levels of recall.
These results strongly demonstrate the beneﬁts of
an ILP formulation for automatic lexicon induction.
Using the same orthographic similarity measure as a
naive approach that links words above the threshold,
we can ﬁnd cognates with higher precision and recall when using a constrained ILP formulation. We
plan to investigate whether using more powerful ILP

Future Work

The ease of speciﬁcation and the improvement in results demonstrated in the previous two sections are
strong motivations for further work in developing lexical resources using Integer Linear Programming. Our
next step will be to try our methods on other groups
of languages, and to establish the relationship between
the languages in the formulation and the cognate clustering performance. Beyond further analysis of our
particular system, we now propose three especially
promising general research directions.
First of all, note that aligning the words in ﬁve languages without any knowledge of meaning is perhaps
an extreme situation; in practice, we may have further constraints on the alignment. For example, we
may have Foreign-to-English translation dictionaries
available. We could use these to constrain cognate
groupings for words that have the same English translation. For the languages without translation lexicons,
it would be a matter of adding them to the constrained
cognate groupings based on optimizing their similarity
to all the words in those sets, using our ILP formulation. This would eﬀectively implement the multipath
translation lexicon induction explored by Mann and
Yarowsky [17]. They deﬁne a bridge word to be a
word with a known English translation and a high orthographic similarity to the target word that we wish
to translate. When there are multiple bridge words
for a given target, their approach does not consider
the similarity between the bridge words themselves,
while our approach would integrate bridge word and
target word similarities into one set-formation process.
Another potential application of our approach is
for word alignment within statistical machine translation. This provides a very suitable problem for a
transitivity-constrained ILP for several reasons. First
of all, the scope is much smaller: word alignment only
aligns words within aligned sentence pairs, not over
entire vocabularies. Secondly, although this approach
has previously been tackled on a pairwise basis, multilingual sets of sentences are readily accessible within
multilingual corpora such as the Europarl corpus [9].
Finally, previous attempts at using maximum matching linear programs within word alignment have been
quite successful [25, 14], but they have again been limited to pairwise cases. Like in cognate identiﬁcation,
separate pairwise word alignments between a set of
natural language sentences implicitly suggest transitive links between interconnected words. It seems reasonable to expect that constraining these alignments
to form consistent, equivalence-class word sets would
allow for gains in word alignment performance.
Finally, we plan to investigate machine learned orthographic and semantic similarity models, such as
those used by Bergsma and Kondrak [2], in place
of simple LCSR. State-of-the-art learned models can
more than double the performance of LCSR at ﬁnding translation pairs, and these gains should be additive with our improvements in clustering. Typically,
partitioning and clustering using ILP have used Max-
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imum Entropy-based pairwise models before ﬁnding
the optimal sets with ILP [1, 5]. One drawback of
these approaches is that they decouple the pairwise
scoring and the clustering components of the set formation. It may instead be advantageous to use modern structured learning techniques to discriminatively
derive the pairwise scoring functions that result in the
best clustering performance. These kinds of structured
learning approaches have proven successful in part-ofspeech tagging [3], word alignment [25] and dependency parsing [18].

6

Conclusion

We have presented a multilingual approach to cognate
identiﬁcation that jointly optimizes cognate clustering across sets of natural languages. The technique
of Integer Linear Programming is used to ﬁnd solutions to a cognate-partitioning objective function,
subject to natural constraints added to ensure consistency of decisions across languages. When words
with common meaning have been identiﬁed a priori
across ﬁve Romance languages, we have shown that
our Integer Linear Programming approach to cognate
set formation results in a four percent gain in cognate set formation F-score, as well as consistent gains
in pairwise precision-recall across all language pairs.
For the task of automatic lexicon induction, we have
shown strong improvements in performance when using transitivity and one-to-one constraints. Although
our fully-constrained formulation strains the computational limits of ILP, more work can be done in developing approximation algorithms or more eﬃcient optimizations for our particular problem structure. Finally, we have outlined several possible future applications of ILP formulations in developing lexical resources for natural language processing and machine
translation. In particular, our improvements in cognate set creation for lexicon induction have the potential to make a real impact on the development of
electronic resources for resource-poor languages.
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hand-made and fully or semi-automatically acquired
entries ([3, 8]).
Since one of the requirements in METIS-II is a
lemma-based representation, the lexicon and a lexicon
lookup device has to work with lemmata. However,
it is diﬃcult to maintain a huge lexicon of lemmata,
since the forms of the lemmata may change over time
depending on deﬁnitions outside the scope of a bilingual lexicon maintenance and managing tool.
For instance, the German word “weiche” has various meanings: as a verb it translates into two diﬀerent verbs: “to go away” or “to soak”, as a noun into
“points” and as an adjective into “soft”. In an earlier version of the lemmatiser1 the noun reading was
lemmatised into “weiche”, “weich” was the lemma for
the adjective and “weichen” for the two verb meanings. The aﬃxes “ (1)” and “ (2)” were introduced to
distinguish between the two verb meanings, such that
the lemma “weichen (1)” would translate into “soak”
and “weichen (2)” into “go away”. Such modiﬁcations
of the lemmatiser output, as well as modiﬁcations of
their morpho-syntactic properties, are decided according to monolingual constraints and independent of the
development of the bilingual lexicon. However, for the
lemmas in the lexicon to be functional, their form has
to be synchronized with the forms generated from the
input text.
Another example for changing lemmatisation is due
to modiﬁcation of the way a text is tokenised. Some
multi-word units, such as German: “zu Hause” (en:
“at home”) strongly collocate such that may be considered one token. Tokenisation, lemmatisation and
morphological analysis, thus, interfere. Since MPRO
computes all this simultaneously together with sentence segmentation, and MPRO is a ‘living’ program
under constant development, changing any of those
parameters may occur any time — and in fact they do
occur almost every day. The design of a lemma-based
lexicon and in particular the lexicon compilation and
management tool has to take this into account.
The lexicon should also be easily extendible with
further entries, which perhaps would be automatically
acquired from bilingual texts. We therefore decided to
keep — as an editable master version — the lexicon
based on normalized surface forms, as outlined in section 4, and introduce a lexicon compilation procedure
in which these surface forms would be transformed into

This paper describes a project to manage a bilingual German-English lexical resource and to integrate and compile it into a consistent database.
Entries are lemmatised and morphologically analyzed to increase their coverage. A number of
methods and tools aim at ensuring consistency
and quality of the lexicon. Inconsistent entries
are detected and marked to be amended by a
lexicographer. The tools respond to the requirements of the entries to match on discontinuous
verbal and nominal phrases and to improve the
precision of the matching process.

Keywords
lexical resources management, bilingual lexicon, discontinuous
match, lexicon compilation, lexical consistency, lexical meta information, machine translation

1

Introduction

METIS-II is an European IST research project (20032007) for a novel type of hybrid statistical machine
translation. A number of goals and assumptions were
made for the project. Among other things, METIS-II
should:
• scale up to basic linguistic tools, such as tagger,
lemmatiser and chunker.
• use lemma-based (hand-crafted) bilingual dictionaries to transfer lexical tokens into the target
language (TL).
• use a monolingual target language corpus to support TL generation.
An overview of the system is given in [2, 14, 6, 11]
This paper describes a project to integrate and compile a bilingual German-English lexical resource into
a consistent database and a set of tools and methods
to manage the lexicon and control its contents. It also
shows how the resource is re-used in the German-toEnglish implementation of machine translation system
METIS-II [4].
In the beginning of this project, the German-toEnglish lexicon was a collection of more than 600,000
translation correspondences which were collected over
the past 20 years or so from various sources, including

1

Throughout the project we use MPRO [10] for German sentence segmentation, tokenisation, morphological analysis and
lemmatisation.

1
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found. We also describe what kind of information we
decided to code in the ‘editable’ version of the lexicon
and how we converted it into our target format. To
check and control the contents of the editable version,
we introduce a number of procedures which reveals inconsistencies of the lexicon. Section 4.4 gives some
examples which increase the coverage of the lexicon
through generation of variants.

their lemmata together with additional linguistic information. These representations would be indexed and
stored in a database for easy matching and lookup.
The lexicon compilation process aims to ensure:
1. generality and coverage of the lexicon:
Generality is ensured by lemmatisation which abstracts from inﬂectional and orthographic variations. In addition, to increase coverage, we generate syntactic variants from some of the canonical forms and add them to the lexicon (cf. section 4.4).

2

Matching

The aim of our electronic lexicon is to retrieve entries
which match one or more words of an input sentence.
The input for Lexicon Lookup are annotated SL (source
language) words as generated from the German tagger,
lemmatiser and chunker. Within the translation task,
Lexicon Lookup retrieves target language equivalences
with two functions:

2. control over the lexicon entries and their contents:
Each lexicon entry is assigned a type which represents (or at least complies with) the phrasal tag of
the words when matched in a sentence. The entries are stored in a canonical form (as described
in section 4.7), which are checked through a set
of patterns. This makes it possible to detect corrupt or inconsistent entries and allows to maintain
a minimum quality of the lexical resource.

• regroup words of a sentence into coherent meaning
entities according to the entries in the lexicon.
The words may be distributed over several parts
in the sentence according to principles as below.

3. non-redundancy of the lexicon entries:
Comparing lemmas of entries reveals redundant
duplications of entries which cannot be detected
when looking on their surface forms.
Nonredundancy of a lemma-based lexicon can thus be
checked and controlled in a systematic way and
on a more abstract level.

• retrieve all possible groups in a sentence (perhaps overlapping and/or embedded) and retrieve
all translation options for each group.
The complexity for matching discontinuous phrases
is much higher than for matching continuous phrases.
Matching a discontinuous phrase of length m on a
sentence of length n may lead to a� huge�number of
n
retrieved entries in the order of O
, while for
m
continuous phrases there is a maximum of (n − m + 1)
matches. Thus, there are more than 3000 possible
ways to match a discontinuous phrase of 5 words on a
15-word sentence while a continuous phrase may lead
to only 11 possible matches.
We only allow discontinuous matches for verbal and
nominal entries. All other types of lexicon entries,
such as adjectives, adverbs, prepositions, idioms etc.
are not eligible for discontinuous matching. In [5] we
have described various strategies to reject matched entries if they don’t obey a predeﬁned set of criteria. We
brieﬂy outline some problems related to the matching
of discontinuous entries in order to point to some special requirements for lexical information.

4. consistency of the lexicon representations and the
lemmatised forms of the processed input text:
This consistency is required to match the tokens
of an input text on the entries of the lexicon.
It can be achieved when tagging and lemmatising the lexical resource and the input text with
the same software versions. However, this also
requires some kind of “compilation process” in
which the editable form of the lexicon is transformed into a database each time the lemmatiser
and/or morphological analyzer is modiﬁed.
The lexicon compilation and management tool seeks
to provide solutions for these items.
Since the goal of our electronic lexicon is to automatically match entries on a tagged, lemmatised and
chunked German text, and retrieve their associated
translation correspondences, we start by outlining the
functioning and potentials of the matching procedure
in section 2. While the matching procedure is not part
of the lexicon compilation tool itself, it gives us a clue
as to what kind of information should be stored in
the database, how it is to be accessed and retrieved.
Section 3 then gives an overview of the actual lexicon
compilation steps.
The bilingual material for the METIS project was
collected in diﬀerent formats and with diﬀerent intentions. Integration of these various formats can be
problematic: meta and type information (if available)
may not be similarly coded, some entries may be lemmatised, others may contain inﬂected forms and still
others correspond to base forms, such as inﬁnitive or
singular nominative forms. In section 4 we outline the
structure of the lexical resource we started with in the
METIS-II project and the types of inconsistency we

2.1

Nouns

For nominal lexicon entries, the head of the term
e.g. Ozonschicht (en: ozone layer) in example (1) can
be modiﬁed in a German sentence, for instance by
adjectives as in example (2). While we would like to
validate the entry despite the intervening adjective
arktischen, (en: arctic) we want to reject the entry if
the words co-occur ‘by accident’ in the same sentence
and are actually unrelated — or represent another
meaning as intended in the lexicon. This could be, for
instance, the case if the words occurred in diﬀerent
noun phrases.

2

20

Workshop Acquisition and Management of Multilingual Lexicons’2007 - Borovets, Bulgaria

(1)
(2)
(3)

Abbau der Ozonschicht ↔ ozone depletion
Abbau der arktischen Ozonschicht
Abbau von Chloriden in der Ozonschicht

2. the left bracket (LK) holds the conjugated syntactic head verb;
3. the middle ﬁeld (MF) can consist of several permutations of various kinds of syntactic constituents
and subordinate clauses;

For the matching process, we will thus require all
words of a nominal entry to occur i) in the same order
as speciﬁed in the lexicon and ii) only additional adjectives or noun to occur between the matched words.
Thus, the bold words in both examples (2) and (3)
are covered by the lexicon entry (1). However, only
the match (2) is consolidated. The match in (3) is rejected due to intervening prepositions von, in between
matched words, which mark chunk borders2

2.2

4. the right bracket (RK) holds participles or inﬁnitive forms in case the syntactic head verb is an
auxiliary or a modal;
5. the post-ﬁeld (NF) contains subordinate clauses or
coordinated main clauses.
As Drach (1963) points out, the sentence bracket is
a typical feature of the German clause construction.
The bracketing construction appears, for instance, in
a modal sentence: the modal verb occurs in the left
bracket, the inﬁnitive belonging to it will be placed
in the right bracket. Something similar happens with
idiomatic verb phrases: The verb may appear in the
left bracket, the NP or PP belonging to it will be set
to the end of the middle ﬁeld3 , just next to the right
bracket.
We can formalize this pattern schematically as follows, V and NP denoting the syntactic subparts of the
idiomatic verb expression:

Idiomatic Verb Phrases

A more complex case of matching is that of idiomatic
phrases. Idiomatic phrases can have various syntactic
patterns. They may consist of two nouns combined,
of a whole phrase or, as in the case of what we refer to
as idiomatic verb phrase, of a verb plus a noun phrase
or a prepositional phrase (V + NP/PP). One example
for an idiomatic verb phrase is shown in example (4),
the German side literally meaning “to take somebody
on the arm”.
(4)
(5)
(6)

�jdn� auf den Arm nehmen ↔ pull �so’s� leg
Er nahm mich auf den Arm.
He pulled my leg.
dass er mich auf den Arm nahm.
that he pulled my leg.

if ( (V is in LK) and
(NP is at end of MF)) then
consolidate match
end

In a conjugated form the verb (i.e. nehmen/take)
can be detached as in example (5). In addition, an
element (mich) has been inserted between the head
of the VP (nahm) and its NP counterpart (auf den
Arm). While the inserted element is accounted for by
the lexicon entry with the element �jdn� (i.e. “someone”), more elements can appear between a V and a
NP. In a subordinate clause (6), the word order is essentially maintained from the lexicon entry.
In fact, there are two problems to tackle. First,
we need to account for the fact that, other than our
lexicon entry shows, the verb can appear as well as on
the left as on the right of the idiomatic verb phrase.
Second, as for the subparts of the verb phrase, not all
distributions of the parts within a sentence potentially
carry the idiomatic reading.
In a process which we call variant creation, syntactic
variants are generated which account for the diﬀerent
realizations of the verbal entry. This process is part of
the lexicon compilation process, and will be explained
in section 4.4.
Using the topological ﬁeld model of German clauses
[7, 1], we describe the patterns in which an idiomatic
expression can appear, potentially carrying an idiomatic reading. The topological ﬁeld model states
that the German main clause is divided into ﬁve ﬁelds.
A basic description of the ﬁeld is as follows:

We have tested this and other matching patterns on
32 canonical and 19 non-canonical real world examples from newspaper texts. We generally distinguish
between a canonical order, where like in the lexicon
entry, the verb is on the right, and a non-canonical
order, where the verb is shifted to the left, possibly
in a discontinuous appearance. Our results are the
following:
Precision Recall
canonical
100
89
non-canonical
100
91
While all instances we found were correct, we missed
a small number of instances. This may be the rare
case e.g. when in the canonical order still there is a
discontinuity that is caused by an inserted adverb like
“very”, which is possible for some idiomatic expressions. We will, in a future step have to account for
such variations. Also, evaluation on a greater set of
sentences will have to be performed to test for possible over-generations of the matching rules.

3

For the METIS project, it was required to build a large
scale lexicon which would contain suﬃcient information suited for this kind of matching. When building
the ‘editable version’ from the lexical heritage alluded
to in the introduction, the idea was to start with a
very basic version which would contain only the most

1. the pre-ﬁeld (VF) contains only one syntactic constituent;
2

Compiling the lexicon

Note that this procedure would also reject the (correct)
match: “Der Abbau der von den Wissenschaftlern untersuchten Ozonschicht nimmt zu.”

3

We cannot say that it is in the right bracket, as by our deﬁnition only verbal forms can be contained there.

3
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necessary and consistent information and which would
be easily extendable with further information and/or
entries as required.
The editable version would be automatically transformed into a database thereby analyzing and enriching the entries with suﬃcient information which
would allow to detect redundant and/or inconsistent
entries. On the other hand, and more importantly, the
database should also allow for indexing lemmatised
single- and multi-word entries which would be suitable for matching continuous and discontinuous segments in the sentence, as discussed in section 2. An
overview of the lexicon compilation procedure is given
in ﬁgure 1. In this section we give a short overview
of the lexicon compilation procedure and describe the
editable version of the lexicon. In section 5 and 4 we
give details on how consistency is checked.
Each lexicon entry consists of four pieces of information: the German and English ‘leaves’ and their
type information, Gtype and Etype respectively as
in example (7). The Gtype tags correspond to the
phrasal tag of the matched sequence in the sentence,
while Etype is used during generation to adjust the
correct word-order. The leaves are word tokens of the
entries, the type provides information on the entry as
a whole.
Gtype
noun
noun
verb
verb
adj

German leaves
Taxi
alter Esel
gut tun
�etw� klären
kaufbeeinﬂussend

English leaves
cab
old fool
do �so� good
sort �sth� out
purchase decision
inﬂuence

Fig. 1: The architecture of the lexicon compilation
process is symmetrical for both language sides up to
the checking & disambiguation module. Variant generation is only required for the (German) SL matching
side. Due to diﬀerent functions, indexing is diﬀerent
in SL and TL.

Etype
noun
noun
verb
verb
noun

Table (7 ): Structure of the ‘editable’ lexicon
tion in the third step of the lexicon compilation process. The analyzed leaves of the entries are, again,
linked to their type information. A checking and disambiguation procedure compares and evaluates the information, ﬁlters out ambiguous readings and detects
entries which are internally inconsistent. Section 4
gives more detail on this step. Corrupt entries are
marked so that a lexicographer can view and amend
those entries.
Both language sides of the lexicon are symmetrical
up to this point. Since we prepare a lexicon for translating from German into English, further variants are
generated for the German source language (SL) side
to account for phenomena as outlined in section 2.
This process is described in section 4.4. Finally the
entries are indexed separately for their German and
English sides. While the German SL side requires
sophisticated indexing of various parameters to eﬃciently match entries on a German sentence and subsequently ﬁlter the best matches, a single oﬀset into
the English database is suﬃcient to retrieve the desired
translations.

As a ﬁrst step in the compilation process (see ﬁgure 1), the English and German data would be separated and an unique number from 1 to n, is assigned to
each entry. This number is kept throughout the compilation process and stored in the compiled database.
It is used to retrieve target entries from the lexicon at
runtime.
Both language sides are, thus, independent of
each other, linked through an unique number, which
roughly corresponds to the line in the editable lexicon. The entries themselves are ﬂat trees: while the
words represent the leaves of the tree, the type information is stored in their mother nodes together with
their unique number. This enables an eﬃcient transfer of matched entries into the target language. During
translation the mother nodes are transferred into the
target language, which can be enriched with additional
features from the input sentence [4].
When compiling the lexicon into a database, the
leaves are morphologically analyzed, part-of-speech
tagged and lemmatised. This process produces unwanted ambiguities for words which have more than
one reading. For instance, as pointed out in the introduction, the word “Weiche” (as many other words) is
highly ambiguous. To avoid the adjective reading to
be (wrongly) translated as English noun “points”, the
lexicon entry (as also the word in the input sentence)
has to be appropriately disambiguated.
This disambiguation is based on the type informa-

4

Cleaning the Lexical Material

In this section we describe the lexical material that
we found and the way it was (inconsistently) coded
and the steps we took to amend those data. The aim
was to transform the data into a consistent set of lex4

22

Workshop Acquisition and Management of Multilingual Lexicons’2007 - Borovets, Bulgaria

However, in most cases lemmata are equal to the
base forms of a word, and can be interpreted as such.
That is, entries which were actually coded as lemmas
can, again, be lemmatised and thus are legal entries.
Lemmata in the lexical data, which cannot be analyzed
and lemmatised would count as spelling errors and be
detected as corrupt.

icon entries with deﬁned and veriﬁable properties, so
that the entries would look like those in table (7) and
be suitable for our matching and lookup strategy, as
described in section 2.
The lexicon contains currently roughly 629,000 entries of which more than 531,000 entries are nouns,
48,000 are adjectives, 42,000 verbs, 5,500 adverbs,
1,771 idioms, 650 prepositions and 200 conjunctions.
There are a number of very special types with very few
occurrences which require particular handling.
Most of the entries are German compound nouns
which often translate into English multi-word units.
Besides this, there are also m-to-n phrase and term
translations, such as in (8) or entries which would
match on ’discontinuous phrases’ as in (9) and (4).
(8)
(9)

abgebende Kostenstelle
Gesellschaft leisten

↔
↔

4.2

Spelling errors often imply that MPRO cannot properly analyse a word. In such cases, a ﬂag is set in the
output and the entry is marked as ‘corrupt’ (see ﬁgure 1). These entries can then be manually corrected.

4.3

sender cost center
keep so. company

Graphical & Inﬂectional Variation

As the material was a relatively unstructured set of
translation equivalences, it contained various graphical
writing variations.
Detection of writing variants, and thus reduction of
duplicate entries is achieved by comparing the lemmatised forms. Lemmatisation abstracts from inﬂection, such as number (example (10)), case (11), person, tense, etc. Lemmatisation also abstracts from upper/lower case variants (12a,b), hyphenated vs. nonhyphenated compounding (13a,b), graphical variation,
such as “eu” vs. “ö” (14), “i” vs. “y” (15) or “c” vs.
“z” (16) and other phenomena (e.g. example (17)) due
to several orthographic reforms of German within the
past few years.
Lemmatisation, thus, reveals a number of hidden
similarities between diﬀerent entries, which cannot be
discovered by merely comparing the surface forms of
the words.

A number of clean-up steps were required to transform the lexical material into a machine usable lexicon.
To do so, a number of mechanisms were developed to
detect inconsistencies in the data, mainly due to:
• spelling errors
• redundant entries due to
– graphical variation
– syntactic variation
– diﬀerent inﬂected forms
• incorrect, inconsistent or missing type information for the German and English sides
• entries containing meta information which could
not be automatically distinguished from the data

(10a)
(10b)
(11a)
(11b)
(12a)
(12b)
(13a)
(13b)
(14a)
(14b)
(15a)
(15b)
(16a)
(16b)
(17a)
(17b)

• sequences of leave nodes containing slot information (�etw�, �so�, �sth�) which is independent in
the source and target side.
In the next sections we describe how we tackle these
cases of inconsistency.

4.1

Spelling errors

Contents of Entries

In the beginning of the project, each lexical entry consisted of two or more ﬁelds containing the German and
English words and perhaps some type and/or meta information. While the type provides phrase information for the entry, meta information refers to all kinds
of annotations which, in most cases, is designed for humans to understand the intended meaning of the entry,
but which has no practical use in a machine translation lexicon. However, in many cases meta information
was separated by a comma or included in brackets such
that it could be easily detected and deleted from the
lexicon.
Some words in the lexical material were coded as
base-forms (such as inﬁnitive verbs, un-inﬂected adjectives, etc.), some entries consisted of inﬂected forms
and some entries were made up of lemmata. As noted
earlier, lemmata are not stable since they may change
during development of the lemmatiser and so they are
not suited as representations in the editable lexicon.

Wald
Wälder
diesjährige
diesjährigen
die stauung aufheben
die Stauung aufheben
Gamma-strahl
Gammastrahl
Friseur
Frisör
Dioxid
Dioxyd
Aceton
Azeton
Einstellager
Einstelllager

forest
forests
of this year
of this year
release the tourniquet
release the tourniquet
gamma ray
gamma ray
hairdresser
hairdresser
dioxide
dioxide
acetone
acetone
adjustment bearing
adjustment bearing

Since MPRO already recognizes this kind of German variants and reduces them to the same lemma,
it is not necessary, and also not desirable to list them
in the bilingual lexicon as this would produce several
identical translations. We thus mark all sets of entries
as redundant, if they reduce to the same lemma/PoS
sequence4 . In many cases the decision is still pending as to which of the forms should be the preferred
4

In fact, entries are marked redundant if they share the same
features which are matched on the analyzed sentence. In
addition to lemma and PoS, in some cases also morphological
information, such as case, verb type or degree for adjectives
etc. are stored in the database and matched on the sentence.
These entries will only be marked redundant, if they also

5
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form and which should be considered a variant of the
other. Anyhow, for the time being, we can detect those
redundancies and eliminate particular variants when
compiling the lexicon to avoid multiple generation of
the same translations.

4.4

translations in the lexicon. While for both participles
for abgeben are also contained in the lexicon, there
is only the past participle for umzäunen, as shown in
table (21).
Tag
verb
ptc1
ptc2
verb
ptc1

Syntactical variation

A similar phenomenon occurs for syntactic variation
of some multi-word entries. As exempliﬁed in examples (5) and (6) in section 2, syntactical variation
is required to account for diﬀerent realization of the
same entry in diﬀerent kinds of sentences. That is,
the canonical representation of a lexicon entry may be
altered in a sentence not only through inﬂection but
also by syntactical variations [12]. We cope with such
phenomenon by anticipating the possible syntactic realizations of an entry and generate appropriate variants when compiling of the database. Unlike [9], who
‘generates’ and matches syntactic variants at runtime,
we generate them at compilation time. Storing (underspeciﬁed) variants in the compiled version of the
database, increases its size only marginally compared
to the gain of coverage. The advantage of the database
approach is, however, log-time retrieval.
Thus, instead of storing all possible variants as (18)
and (19) in the editable version of the lexicon, these
(and other) variants are automatically generated
during the compilation process. The advantage of
an automated procedure is to produce such variants
in a systematic way, thus to avoid certain variants
not being retrieved because they were not explicitely
coded.
(18)
(19)

While we still do not have a satisfying solution of
how to tackle such issues, we currently leave all derived
forms in the lexicon, even though they could be generated for both language sides on a regular basis. It,
thus, depends on the matching and generation strategy, whether or not we want to match and retrieve
those derived forms.

4.6

1. searched the German head words entries ending on “keit”, “heit” or “ung”, (indicating noun
derivation) and then assign the “noun” type
2. morphologically analyse the entry and assign type
information in agreement with the analysis of the
head word and the pattern of the entry as described below.
For each type, a set of pattern was deﬁned which
would i) control the well-formedness of the entry and
ii) disambiguate the entry if it was compatible with
one of the patterns.

Variant
Gepäckabfertigung
Mitarbeiteranzahl
leistet Gesellschaft
macht Kummer
tut gut

Dtype
verb

Table (20): A couple of examples for variation generation of lexical entries.

4.5

Type information

In most cases, at least some type information, such as
PoS or domain class etc. was available which classiﬁes
the entry as a whole. In some cases such information
was not available and in some cases there was diﬀerent
information for the German side and for the English
side. However, as pointed out in section 2 we require
appropriate type information for every entry.
If type information was available in our original lexical resource, it was inherited from there. The same
type for German and English was assumed if it was
only available for one language side. In order to automatically assign type information for the remaining
entries for which no type information was in the original data set, we applied two heuristics:

As a consequence, the editable version of the lexicon
only needs to code the canonical form of the entries.
For verbal entries, we deﬁne the head ﬁnal version in
example (18), which is the typical realization for subordinate clauses, the canonical form and generate the
main clause version in (19) automatically. Similarly,
we generate some compound nouns from genitive
constructions, as shown in table (20).
Canonical entry
Abfertigung des Gepäcks
Anzahl der Mitarbeiter
Gesellschaft leisten
Kummer machen
gut tun

English
deliver
delivering
delivered
fence in
fencing in

Table (21 ): variety of inﬂected forms

�jdn� auf den Arm nehmen ↔ pull �so’s� leg
nimmt �jdn� auf den Arm ↔ pull �so’s� leg

Gtype
noun
noun
verb
verb
verb

German
abgeben
abgebend
abgegeben
umzäunenen
umzäunend

noun
adj

Derivational Variants

prep

In most cases the lexicon contained translations for the
basic verbal forms. In some cases, translations were
available for a number of derived word forms, often
for the past participle (ptc2) and in fewer cases for
the derived present participle (ptc1). For instance, the
verbs abgeben and umzäunen both have a number of

requires properties of leaves
last word of entry is inﬁnite verb
e.g. tanzen gehen (dancing go)
last word of entry is noun/sing/nom.
e.g. dritte Welt (third world)
last word of entry is adjective
e.g. hell grün (light green)
last word of entry is preposition
e.g. in Bezug auf (with respect to)

Table (22 ): Properties of lexicon types
The aim was to control the contents of the lexicon
and to store only canonical entries so that valid inferences can be drawn when matching the German SL

share the same morphological features.
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where possible.
An entry would be rejected as
inconsistent, if it does not match any of the patterns.
A diﬀerent set of patterns applies for the German and
for the English sides of the entries. For German, we
have currently patterns 109 patterns, 38 for nouns,
20 patterns for verbs, 5 patterns for adjectives 34
patterns for adverbs and the remaining patterns for
a number of smaller classes, such as prepositions,
interjections, etc. Table (24) provides a few examples
for such patterns, the number of entries which ﬁt the
pattern, and an example.

sides on a sentence or when generating English sentences from their retrieved translations. The required
properties of the main lexical types are given in table
(22).
In the same time, these properties would allow to
disambiguate analyses of the leaves.

4.7

Consistent slots

Starting from the lexical material, the slot information in the leaves was harmonized. The presence of
a slot requires the presence of the argument at the
speciﬁed position in the sentence. However, it is
not always the case that a necessary slot is marked
in the lexicon. There are currently 7 types of slots
for German and 7 types of slots for English. The
distribution of the German slots is shown in table (23).
#
1196
653
635
67
4
30
21

name
etw
jdn
jdm
jds
jd
CARD
ADJ

checked feature
nom;dat;acc
acc
dat
gen
nom
z
adj;adv

#Noun
469092
29343
38
12
#Verb
25474
1762
1262
823
307
68
48

meaning
something
someone (acc)
someone (dat)
someone (gen)
someone (nom)
number
PoS

#Adj
40611
4114
1471
#Adv
1784
1393
146
39

Table (23 ): Slot names for German
The slots �etw�, �jdn�, �jdm�, �jds�, �jd� actually
refer to semantic values, while �CARD� and �ADJ�
refer to PoS information. Since, however, semantic
information is only partially available in our analysis
for German, we currently ‘translate’ the slot information into morphological/PoS tags as in the table above.
(5)

Er nahm mich auf den Arm.

adj
ptc2
* adj
adv
prep+noun
prep+noun+art+noun
quant+noun+post

beachten
an den Tag kommen
aufeinander stoßen
sich bemühen
amüsiert sein
auf EDV umstellen
das Thema von �etw�
werden
grün
abgearbeitet
allgemein bekannt
ersatzweise
ab Werk
am Ende der Welt
allem Anschein nach

The type “adv” subsumes a number of entries which
are not necessarily syntactical adverbs. For instance,
“am Ende der Welt” (at the back of beyond) is actually
a PP, which semantically often behaves like an adverb;
the expression “allem Anschein nach” (apparently) is
also a PP with phrase-ﬁnal postposition (instead of
a phrase-initial preposition), but also behaves like an
adverb. Due to their sheer number and diﬀerent internal structure, we currently did not touch this class
and subsume everything which more or less behaves
like an adverb. However, when matching, we do not
permit discontinuous matches, such that these entries
are unlikely to produce much noise.
Corrupt entries, which do not ﬁt any of the patterns
are marked and ﬁltered so that a lexicographer can
retrieve and amend them (cf. ﬁgure 1). In this way
we can also uncover wrong translations, as e.g.: “einer
Krankheit ↔ to succumb to a disease”.
However, mainly three types of inconsistencies can
be distinguished:

Completion of information

A number of missing entries were manually added,
such as punctuation marks and negated modal verbs
(e.g. does not, may not etc.). We also manually
expanded abbreviations within compound words. For
instance “f. t. aged” in:
“initiative for assistance f. t. aged”
“plan to promote soc work f. t. aged”
was corrected to “for the aged” and “soc work” to
“social work”.

5.1

5

verb
prep+art+noun+verb
vpref+verb
reﬂ+verb
verb+verb
prep+noun+verb
art+noun+prep+verb

example
12-Stunden-Betrieb
abweichende Daten
das Schwarze
Abteilung Fahrzeuge

Table (24 ): Examples for lexical patterns

Thus, in example (5), reproduced here from above,
an accusative noun phrase mich is required if speciﬁed
in the lexicon entry, while for entries such as “gut tun”
additional words may or may not intervene between
“gut” and “tun” in the matched sentence according to
criteria given in section 2.

4.8

pattern
noun
*+adj+noun
art+noun
noun+noun

Lexical patterns

Wrong type of entry

In some cases the type of the entry was wrong.
Such entries were corrected. Thus, “Alkalisierung”
in (25) should be of type “noun” as should be the
entries in (26), since their last (head) words are nouns.

For each type of entry, a set of patterns was deﬁned
in order to verify and control the morpho-syntactic
properties of the entries’ leaves, and to disambiguate
7

Workshop Acquisition and Management of Multilingual Lexicons’2007 - Borovets, Bulgaria

25

Gtype
verb
prep

(25)
(26)

5.2

German leaves
alkalisierung
am Fuße

English leaves
alkalinize
at the foot

Etype
verb
prep

translation task. Our MT engine uses ﬂat tree structures together with lemmatised and morphologically
analyzed words.
The lexicon codes several types of entries which behave diﬀerently during translation. Our toolkit and
compilation procedures is a means to control the contents and consistency of the database. However, still
20,000 of the roughly 630,000 entries would need to be
examined more closely.
Once we know how to control and ensure the quality
of the lexicon, we plan to automatically extract new
entries from parallel texts [13]. With a stable set of
criteria, we believe to better know which translation
correspondences and structures we need to look for.

Wrong coding of entry

For some entries, some syntactic variations were
available in the lexical material. While such variants
correspond to possible realizations of an entry, our
compilation process (cf. section 4.4) generates the
variants on a regular basis from their canonical
representations. The compilation procedure ensures
that the same kind of variants are generated for all
entries of the same types. Given the requirement
for verbal entries an in section 4.6, and table (22),
example (19) would be marked as corrupt since the
head German word “Gesellschaft” is a noun.
Gtype
verb
verb
adj

5.3

German leaves
leistet Gesellschaft
Gesellschaft leistet
Abfallarm

English leaves
keep �so� company
keep �so� company
low-residue

References

Etype
verb
verb
noun

Disambiguation

As a ‘side-eﬀect’ while checking consistency of the
entries, ambiguous readings are also eliminated or
reduced. For instance, the German word “ausführen”
(execute, export) consists of the preﬁx “aus” and the
actual morpheme “führen”. It has, thus, the morphological structure: aus_$führen. The morphological
analysis generated consists, among other things, of
the readings shown in table (27).
27a
27b
27c

PoS
noun
verb
verb

type
—
ﬁn
inf

num
sg
plu
—

case
acc|dat|nom
—
—

gen
neut
—
—

Table (27 ): Ambiguous readings of “ausführen”
With a given type information we can pick the intended reading. Thus, given “ausführen” is coded as a
verbal entry, we can disambiguate and discard all but
one reading according to the criteria in table 22. This
disambiguation will generate entry (27c), according to
canonical form represented as follows:
{c=verb}@{lu=ausführen,ls=aus_$führen,c=verb}.

6

Conclusion

Lexical resources are a necessary prerequisite for many
mono- and multilingual NLP applications. As the
number of entries grow, it is no longer possible to manually maintain and manage the databases. (Semi-)
automatic methods are required to ensure consistency
and quality of the lexicon.
The paper describes a set of tools and methods to
transform a huge set of heterogeneous and relatively
unstructured German-English lexicon entries into a coherent database. During this compilation step, the
entries are checked for several properties which are
crucial for their proper behavior in the matching and
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nology resource which can be exploited to improve the
extraction of terms in a specific language (e.g. Dutch).
We have developed a method for ranking candidate
terms, extracted from medical corpora in Dutch, with
the help of the UMLS as an external knowledge source.
The use of multilingual terminology to extract Dutch
medical terms is motivated by the fact that Dutch and
English words often have the same stems, for example, leukemische/leukemic → leukemic, cellen/cells →
cell, and bacterie/bacterium → bacteri. In general,
the existing words from other resources are modified
through affixation, compounding, creation of phrasal
terms, conversion (e.g., a verb used as a noun) and
compression (e.g., abbreviation, acronym, etc). The
modification of existing resources is considered the
most productive method in creating new terms [24].
We concentrate on extraction of phrasal terms. Our
method (UT-Score) combines frequency of occurrence
of candidate terms in a corpus (unithood ) and information on how the candidate terms are formed computed
from existing multilingual terms (termhood ).
The method is evaluated through the extraction of
new terms from two Dutch medical corpora (an encyclopedia and a handbook, approximately 1M words
in total). We use the best setting of our experiments
to rank the candidate terms, and improve it with the
help of a subset of multilingual terminologies from the
UMLS as our external knowledge.
Our approach for extracting Dutch medical terms is
summarized in the following steps:

Abstract
The goal of automatic term extraction often is
not so much the creation of a new list of domain specific terms, but rather the (semi-) automatic extension of a list of known terms. In
this paper, we focus on the use of existing terms
from glossaries, thesaurus, or ontologies to extract new terms from a domain specific text. Our
new method is used to extract language-specific
terms with the help of multilingual terminological resources. Our baseline system combines a
linguistic pattern for extracting candidate noun
phrases with a statistical method (χ2 ) for ranking candidate phrases according to their association strength in a domain-specific corpus. Our
scoring method also takes into account the termhood of candidate phrases computed on the basis
of a list of known terms. We show that uninterpolated average precision of the resulting term
list is improved when tested using human evaluators.

Keywords
Automatic term extraction, association measures, multilingual
terminology, multi-word terms

1

Introduction

Automatic extraction of information from text is very
important for many applications (e.g. information retrieval, question answering, and for bootstrapping or
extending ontologies for the semantic web). The goal
of automatic term extraction systems is to identify
candidate terms in (more or less) unstructured text.
Many different methods have been proposed, using linguistic techniques [3, 1], statistical techniques [6, 17],
or a combination of both [14, 21]. Most of the statistical methods use only frequency of occurrence of
the candidate terms in text as a parameter to measure the probability of multi-word terms (e.g. using
log-likelihood, mutual information, or C-value).
Previous work by Jacquemin et al. [16] suggests that
the use of an initial term set can improve the accuracy
of term extraction. In a particular domain where the
availability of a list of known terms is rare, we can
try to use available multilingual terms. In a medical domain, for example, the UMLS (Unified Medical
Language System)1 is a valuable multilingual termi1

• Select the best statistical association measure
(unithood) that will be used as a baseline system
(section 3).
• Apply the best method to extract languagespecific terms with the help of external knowledge
from multilingual terminology resources (section
4).

2

Previous work

The use of external knowledge to enhance the performance of traditional statistical methods of term extraction has been reported in several previous studies.
Maynard & Ananiadou [22] compute the similarity of a
candidate term and the context terms it occurs with,
with terms found in the UMLS Metathesaurus and
Semantic Network. Information Weight is combined
with statistical information obtained using the NC-

UMLS http://umlsinfo.nlm.nih.gov

1
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value method [14, 13] and is used to rank candidate
terms.
Mukherjae et al. [23] develop the BioAnnotator system which uses three dictionaries (UMLS, LocusLink,
and GeneAlias) to discover biological terms among
noun phrases extracted from shallow-parsed documents. After removing stop words from the beginning
and end of the phrases, the system searches the dictionaries to find the stripped phrases. It then uses a
rule engine to generate phrases missing from the dictionaries.
The use of the UMLS as a multilingual thesaurus
for multilingual term extraction has been reported by
Déjan et al. [9]. They extract new lexicons from the
UMLS, which is dominated by English language, to
enrich a German thesaurus, by exploiting a bilingual
dictionary and the hierarchical information contained
in the thesaurus.
Valderrabanos et al. [27] also reported the use of
initial term sets to extract multilingual terminologies
in English, Spanish, French and German. They used
as initial terms the keywords in the description of each
document in their corpora. New terms are generated
from the initial terms through a set of derivation rules
(67 different rules for each language). For example,
given an initial term head and neck neoplasms, the
rules will generate a new term neck neoplasms. The
generated terms are then validated by checking their
occurrence in the corpora.
Our method is different from the previously mentioned methods, in which a set of multilingual terms
are exploited to measure the termhood of candidate
terms. A small set of rules, similar to stemming rules
in [27], is created to normalize the multilingual terms
and the candidate terms (section 3.4).

3

3.2

We create a gold standard to automatically annotate
the results of the statistical measures in section 3.5.
The standard is collected from a list of known Dutch
terms from the medical domain of various sources such
as Gezondheid.nl4 , Elsevier’s Medical Encyclopedia,
ICD-9 DE (International Classification of Diseases,
9th revision, Dutch Edition)5 , terms in a manually
annotated medical corpus, and the titles of medical
lemmas from Wikipedia (NL)6 . In total we compiled
a list of 27,621 unique terms.
To measure the termhood of candidate terms in
section 4.3, we use the UMLS Specialist Lexicon7
which contains 286.998 terms. And to avoid the samelanguage bias, we subtract all Dutch terms which are
found in our known terms above from the UMLS.
Thus, we assume that the resulting subset of the
UMLS lexicon (284.706 terms) does not contain any
Dutch terms.

3.3

((Adj|N)+|(((Adj|N)*(N Prep)?)(Adj|N)*))N

Using a regular expression over POS-tags is robust,
but it also has a number of potential disadvantages: as
a longest match is applied, terms within terms are not
extracted, some strings will be extracted that are not
part of a single NP, and finally, some linguistic structures (most importantly, coordination) are not taken
into account. As we have syntactic structures at our
disposal, one might therefore also consider using a syntactic filter. Using the XML-query language XQuery,8
we extracted all NPs from the corpus, with the exception of temporal NPs and NPs containing a relative
clause or clausal complement. After removal of initial determiners and adverbial phrases, the terminal
strings of the extracted NPs were returned as candidate terms. Table 1 gives some examples of terms
extracted using the POS-tag filter and the syntactic
filter. The term ziekte ‘disease’ is among the most
frequent terms from both extraction filters.
We evaluated the recall of both extraction methods by computing the overlap between the list of extracted terms and the list of known terms described
in section 3.2 above. Figure 1 shows the number of
known terms extracted by the POS-tag and syntactic
method, respectively. Note that there is considerable
overlap between the two. As noted above, the POStag filter misses some terms (e.g. Actinomyces israeli )
within terms (e.g. bacterie Actinomyces israeli), and
also fails to extract coordinations (e.g. aandoening

In this section we discuss the merits of two linguistic filters for identifying candidate terms, using POStags and syntax respectively. Furthermore, we select
a baseline from the eight different statistical measures
for ranking multiword candidate terms based on their
distribution in a corpus. Our baseline system combines a linguistic filter based on a regular expression
over POS-tags with χ2 as the best measure.

Corpora used

We used two Dutch medical corpora for experiments:
Elseviers medical encyclopedia (379K words), a medical encyclopedia intended for the general audience,2
and the Dutch edition of the Merck Manual (780K
words)3 , a general-purpose medical handbook intended for professionals. Both corpora were parsed
syntactically using the Alpino parser [28, 19].

4
2

3

Extraction of candidate terms

Terms typically consist of a nominal head and one or
more adjectival or PP modifiers. Thus, they can be extracted by the following regular expression over POStags (proposed by Justeson & Katz [17], adapted by
us for Dutch):

Term extraction baseline

3.1

Creating a gold standard and a list
of multilingual terms

5

The encyclopedia was made available to us by
Spectrum b.v., and can also be found online at
www.kiesbeter.nl/medischeinformatie/
www.merckmanual.nl

6
7
8

www.gezondheid.nl
icd9cm.chrisendres.com
nl.wikipedia.org/wiki/Gezondheid van A tot Z
www.nlm.nih.gov/research/umls/meta4.html
www.w3.org/TR/xquery/
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Example
ziekte
aandoening van de nieren of urinewegen
belemmering van de beweeglijkheid
bacterie Actinomyces israeli
Actinomyces israeli
afschilfering van de vingertoppen

POS
1008
0
1
1
0
1

y
ȳ
Syn
x n11 n12
925
x̄ n21 n22
1
np1 np2
0
1
1 Table 2: Contingency table of
0 word pair xy.

Table 1: The number of times a given candidate term
was extracted using the POS-tag and the syntactic filter.

3.5

filtering

and

Comparing statistical measures

In this section we compare eight commonly-used approaches (defined in Table 3) to measure the strength
of association of bigram word strings. Formulae in
Table 3 are defined in terms of the contingency table
given in Table 2. In this table, n11 is the frequency of
the bigram xy, n12 is the frequency of x followed by
any word other than y, and n1p is the total frequency
all bigrams with x as the first word. m11 is the exn n1p
pected value of the bigram xy (m11 = p1
npp ). And
particularly for the C-value, a is the candidate string
(xy), |a| is the length of a, f (a) is the frequency of a in
the corpus, Ta is the set of extracted candidate terms
that contain a, P (Ta ) is the number of these candidate
terms, and f (b) is the frequency of a candidate term b
that contains a.
Given a list of candidate term bigrams with their associated frequency, the statistical measures above will
rank the terms according to their association scores.

van de nieren of urinewegen ‘disorder of the kidneys
or the urinary systems’). The syntactic filter on the
other hand, suffers from attachment errors (typically
involving coordination and PP-modifiers, e.g. afschilfering van de vingertoppen ‘desquamation of the finger
tops’ in a longer string roodheid en afschilfering van de
vingertoppen ‘redness and desquamation of the finger
tops’) and misses subphrases which do not correspond
to a full NP (i.e. phrases consisting of a noun and
one of its modifiers, e.g. belemmering van de beweeglijkheid ‘obstruction of the movability’ in a longer string
belemmering van de beweeglijkheid in de vinger voor de
patiënt ‘obstruction of the movability in the finger for
the patient’).
As the POS-tag filter currently has a somewhat
higher recall while extracting less candidate terms, we
decided to work with the candidate terms extracted
by this filter in the rest of the experiments.

Preposition
stripping

frequency data for a

genetic, after the suffix -isch is replaced with -ic by
our stripping rules. This process could be considered
as a form of stemming.
The suffix stripping will later help matching words
of multilingual terms in a specific domain. This is
motivated by the fact that some terms in both Dutch
and English use the same stems. For example, the
term chemisch element becomes chemic element by a
stemming rule for Dutch. The same stem will also be
produced from the term chemical element by a stemming rule for English. We make use of these regularities to create a small set of rules for suffix stripping:
13 rules for Dutch, and 6 rules for English.

Fig. 1: The numbers of known terms extracted by the
POS-tag and syntactic filter.

3.4

n1p
n2p
npp

3.6

Pseudo-bigrams

Since most of the statistical algorithms were originally
designed to measure the association of two-word collocations (bigrams), and our candidate noun phrases are
of any length, we need to expand the algorithms from
identifying bigrams to identifying n-grams (n >= 2).
One attractive solution – as has been reported in [26]
and [25] – is to think of any n-gram as a pseudo-bigram
XY where X is its left part and Y is its right part.
Given an n-gram:

suffix

To reduce noise from the regular expression filter, we
apply a preposition filtering in which candidate terms
containing particular prepositions–e.g. als ‘such as’,
zoals ‘such as’, tegen ‘against’, and naar ‘to’–will be
discarded. Candidate terms with one of these prepositions, for example, middelen als cocaı̈ne ‘drug such as
cocaine’, voedingsadditieven zoals conserveermiddelen
‘food additives such as conservatives’, and bloedstroom
naar hart ‘blood flow to heart’, are usually not terms.
Especially for the equation 5 and 6 (section 4.1) or
step 3 (section 4.2), we apply suffix stripping. The
main goal of this stripping is to get the stem form
of a word in a term, and then to make it possible
that a word form matches with other word forms. For
example, the word genetisch will match with the word

C = w1 w2 ...wn

(1)

which can be generalized into:
(2)

C = w1 ...wi wi+1 ...wn

we can construct a pseudo-bigram C = XY , where:
X = w1 ...wi

and

Y = wi+1 ...wn

(3)

3
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Method

Formula

Frequency
[15]
T-Score
[5]

n11

Log-likelihood
[11, 7]
Chi-squared (χ2 )
[4]
Dice
[10]
Pointwise
Mutual Information
(PMI)
[12, 5]
True
Mutual
Information
(TMI)
[20]
C-value
[14]

vicieuze cirkel ‘vicious circle’ which occurs 10 times
(vicieuze 10 times, cirkel 10 times), and the candidate term euthyroid sick syndrome which occurs 2
times (euthyroid 2 times, sick syndrome 2 times),
both will have the same χ2 value. In our experiment,
the first 78 candidate terms in the χ2 output have the
same normalized value of 1. These candidate terms
need to be ordered locally using some criterion.
This case also happens when we evaluate the candidate terms using some other methods. To improve
the ranking of candidate terms of the same score, we
use the following heuristic:

n1p np1
npp
n211

n11 −

n11
n12
2(n11 log m
+ n12 log m
+
11
12
n21
n22
n21 log m21 + n22 log m22 )
2

n12 −m12 2
m12
n22 −m22 2
)
m22
n11

11
2( n11m−m
+
11

n21 −m21 2
m21

2

+

+

np1 + n1p
log

n11
n11
npp log m11 +
n21
n21
npp log m21 +
8
<log2 |a|.f (a)
log |a|(f (a)−
: 2 1 P
P (Ta )

• If several candidate terms have the same score,
order them by their frequency of occurrence in
the corpus.

n11
m11
n12
n12
npp log m12
n22
n22
npp log m22

+

• If a subset of the previous candidate terms has the
same frequency, order them by total frequency of
their words in the known terms.

if a is not nested,

bεTa

f (b))

• If a subset of the previous candidate terms has the
same total frequency, order them alphabetically.

otherwise

Table 3: Statistical algorithms used to measure the
association strength of a word pair xy.

3.8

For each n-gram, we compute all pseudo-bigrams
and choose which i maximizes its association score. To
illustrate this strategy, take as an example the candidate term Body Mass Index which is found three times
in the corpus of total 193,123 candidate terms. This
term can be approximated by two pseudo-bigrams:
Body Mass Index and Body Mass Index. To find the
one that will represent the candidate term, we count
the frequencies of their substrings on the left and the
right parts. After normalizing (uppercasing) the substrings, we get the frequencies as shown in Table 4.

We evaluate the statistical algorithms against the medical encyclopedia corpus (section 3.1). The POStag filter extracted 86,000 unique candidate terms, of
which 64,000 were multi-word terms. In this paper,
only multi-word terms are taken into account.
We apply various settings of frequency cut-offs, and
compute the association scores of the candidate multiword terms in each setting using the NSP package [2].
We take from each produced ranking a set of K (=100)
true terms that match with our gold standard, and
calculate the area under the associated precision-recall
curve using uninterpolated average precision (UAP) as
shown in equation 4 [25]:

Pseudo-bigram (XY)
BODY MASS INDEX
BODY MASS INDEX

f (XY )
3
3

f (X)
3
3

1 K
Pi
(4)
i=1
K
where Pi (precision at i) equals i/Hi , and Hi is the
number of hypothesized terms required to find the ith
true term.
For each of the frequency cut-off settings, the UAP
(precision) at every ith true term (recall ) is calculated.
The precision-recall curves of the statistical methods
at the frequency cut-off of 8 is provided in Figure 2. In
this figure, the curves of χ2 and Dice are overlapped
on the top, followed by the overlapping curves of the
Log-likelihood and TMI, T-score curve, the overlapping curves of the C-value and Frequency, and the last
curve at the beginning of the recall is the PMI curve.
Performance of these methods at various frequency
cut-offs for K = 500 is shown in Table 5. Note that
at most of the frequency cut-offs, χ2 and Dice outperform other methods. These results are consistent with
those reported in [8] and [25], where the informationtheoretic measures (e.g. χ2 , Dice, and PMI) are shown
to outperform frequency-based measures (e.g. Frequency, T-Score, Log-likelihood, and C-value).
Based on the above results, we chose χ2 as the association measure to rank multi-word terms in the following experiments. Besides taking into account the

f (Y )
5
3

U AP =

Table 4: Pseudo-bigrams of the candidate term Body
Mass Index and their substring frequencies.
When measured using the χ2
method,
BODY MASS INDEX gets 64.8 score while BODY
MASS INDEX gets 71.5 score. Thus, the last pseudobigram will be selected to represent the candidate
term.
This bigram approximation will be applied to all of
the association measures except for the C-value and
the Frequency method. The last two methods are not
calculated based on the bigram model, but based on
the frequency of occurrences of any n-gram in the corpora.

3.7

Selecting the best measure

Local-rank ordering

It is important to reorder the χ2 output since this
method will give the same value for bigrams with particular frequencies. For example, the candidate term
4
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4.1

Our hypothesis, an extension of [16], is that a set of
multilingual terms can help improving the ranking of
new (unknown) terms in a special language.
To prove the hypothesis, we propose a new scoring formula which combines two essential aspects of
the nature of terms, namely unithood and termhood
[18]. The unithood of a term can be measured as the
association strength or degree of syntagmatic combination stability. On the other hand, the termhood
of a term can be measured as relatedness to domainspecific known terms.
We use the χ2 test (section 3.8) to measure the first
aspect (unithood), while for the second aspect (termhood), we experiment with two methods: χ2 and a
term overlap heuristic. Thus, given a corpus and a
list of known terms from multilingual terminologies to
calculate the collocational strength and the domainspecific relatedness, we calculate each part of the combined measure as follows:

Fig. 2: The precision-recal curves of the statistical
methods at the frequency cut-off 2 and with the maximum recall of 500 terms.
Method
Freq
TMI
Loglike
Tscore
C-value
PMI
X2
Dice

Frequency cut-off
2
4
6
8
0.670
0.670
0.670
0.670
0.794
0.794
0.794
0.791
0.798
0.798
0.797
0.793
0.709
0.709
0.709
0.709
0.674
0.673
0.674
0.672
0.777
0.885
0.869 0.877
0.856 0.912 0.880
0.872
0.857 0.911 0.881 0.873

• unithood : calculate the χ2 score of a candidate
term given frequencies taken from the corpus.
• termhood (alternative 1): calculate the χ2 score of
a candidate term given frequencies taken from the
list of known terms (domain-specific concepts).
• termhood (alternative 2): calculate the ratio between the number of words in a candidate term
(which matched with the words in the known
terms) and the length of the candidate term.

Table 5: Performance of statistical measures at different frequency cut-offs for K = 500.

Equation 5 and 6 below show how both aspects of
terms are combined to obtain an improved score called
the Unithood and Termhood Score (UT-Score or UTS).
The formula for the first alternative, which is based on
an association mesure (UTSα ), is defined as follows:

frequency of occurrence of a bigram, χ2 also takes into
account the frequency of each individual part of the
bigram in measuring the deviation between observed
and expected data. This concept is important for our
improvement strategy. This is because in the known
terms that will become our external knowledge for the
improvement, only individual parts of bigrams exist
and none of the bigrams occurs. In this case, Dice will
not help because it requires the bigram to occur in the
known terms in order to have a Dice value.

4

Hypothesis and formulae

UTSα (xy) =

χ2 (xy|C)
+ α.χ2 (xy|T )
max[χ2 (XY |C)]

(5)

and the formula for the second alternative, which is
based on a bag of words (UTSβ ), is defined as follows:
UTSβ (xy) =

Using multilingual terminologies

|w(xy|T )|
χ2 (xy|C)
+
max[χ2 (XY |C)]
|w(xy)|

(6)

where xy is a bigram of a candidate term extracted
from a corpus C, XY is a set of xy bigrams, χ2 (xy|C)
is the association strength of xy given its frequencies
taken from the corpus C, max[χ2 (XY |C)] is the maximum value of the association strength observed for
any element in the set XY , χ2 (xy|T ) is a relatedness
degree of xy given its frequencies taken from a set of
known terms T , α is a weighting factor determined
experimentally, |w(xy|T )| is the number of words in
xy which are matched with words in T , and |w(xy)|
is the number of words in xy. We normalize the unithood score because its maximum value is usually much
higher than one. Since our aim is to enrich an existing
terminology, only candidate terms which do not occur
in the set of known terms will be evaluated. Therefore, it is not necessary to normalize the termhood

Up to this section, we only use information from the
corpus to assign association scores to candidate multiword terms. Several ideas have been explored previously to come up with more accurate methods. Schone
& Jurafsky [25], for instance, used Latent Semantic
Analysis (LSA) to improve the output of their best
algorithm, and Maynard & Ananiadou [22] used semantic information from the UMLS to improve the
NC-value output. Jacquemin et al. [16] have emphasized that the use of an initial term set will improve
the performance of an ATR system. In this section we
discuss the idea of using a set of known terms, especially the multilingual terms, to improve the ranking
of candidate terms.
5
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Step 3, alternative 2 Create a termhood model.
Given a set of known terms T , create a bag of words
B of the terms. For each candidate term in C, count
the number of its words which overlap with the words
)|
in B, and compute its termhood value ( |w(xy|T
|w(xy)| ) by
comparing that number to the length of the candidate
term. Run this step for two settings: with stemming
(suffix stripping) and without stemming (see section
3.4). For example, the term tropical spastic paraparesis
(English) is found in the multilingual terms. To create a bag of stem words, we stem this term into tropic,
spastic, and parapares. On the other hand, our Dutch
stemming rules will stem the previous trigram tropische spastische paraparese into the same stem words.
Thus, its termhood is 1.

score because if there is no evidence for the new (unknown) term xy in T , its χ2 score will always be less
than one.
Our intuition behind these formulae is: if the words
x and y of a candidate term xy are also used by terms
in a domain, we can expect that the candidate term
xy will represent a concept related to the domain. For
example, the terms chronische ziekte ‘chronic disease’
and chronische infectie ‘chronic infection’ are at the
4684th and 5690th ranks when evaluated solely using
the χ2 method given their frequencies of occurrences
taken from the corpus. However, the words chronische, ziekte, and infectie are well known words for the
medical domain, and in fact they are frequently used
to generate terms in this domain. Thus, their frequencies of occurrence in the set of known terms should
help to improve their rankings.
In the first alternative, the set of known terms can
be seen as a pseudo-corpus, in which all of its lines represent candidate terms. Thus, for a candidate term xy,
we can count the frequencies of its bigram parts x and
y in the set of known terms, and use the frequencies
to calculate the χ2 value with respect to the domain.
In the second alternative, we simply convert the set
of known terms into a bag of words, count the number
of words in the candidate term xy which are also found
in the bag of words, and then compare this number
to the length of the term. For example, if the words
chronische and ziekte are used anywhere in the known
terms, regardless of their positions and frequencies,
then the matched ratio for the term chronische ziekte
is 1.

4.2

Step 4 Compute the combined scores (UT-Score) of
every candidate term xy in the set XY using equation 5 and 6, and sort them using the method as described in subsection 3.7. Optionally, remove terms
below a certain frequency threshold.

4.3

Experiment and results

We use the corpora described in section 3.1 to create a unithood model, the set of multilingual terms
described in section 3.2 to create a termhood model.
Since our aim is to enrich the existing terminologies,
we subtract all candidate terms (extracted in section 3.3) which overlap with all known terms collected
in section 3.2. This reduction provides us with 54,000
candidate terms. Applying a frequency threshold of
2 and 4 will left us with 5,333 and 1,233 candidate
terms. To get a higher recall, we decided to process
with the first threshold. The candidate terms are evaluated using the formulae 5 and 6.
To compare the results, we run the following measurement settings: χ2 , UTSα (equation 5), and UTSβ
(equation 6). For UTSα , we set α = 10, the best value
according to our experiments. At both equations, we
run two settings: with stemming and without stemming.
Examples of candidate terms in several rank positions for those settings are shown in Table 6. All of
the settings show promising results. At a glance, most
of the top ranked candidate terms look like medical
terms. There are some english candidate terms in that
list, such as evoked potentials, case management, and
undetermined significance. Most of them are incorrectly tagged by our parser. For example, the last
candidate term is tagged as noun noun because noun
is the default tag for unknown words.
All of the settings except χ2 give higher weights to
candidates which have high values for both unithood
and termhood. For example, cystosarcoma phylloides
(28th rank by χ2 ) is placed at the 2nd and 4th ranks
by UTSα |α = 10 and UTSβ since both of its word elements are in B. The effect of the stemming is shown
by the term tropische spastische paraparese (70th rank
by χ2 ). Although its word elements are not found
in B, it has an equivalent form in the multilingual
terms, namely tropical spastic paraparesis. The stemming has normalized both forms into the same stems.
As a result, the termhood of the candidate term will be

The algorithm

The following steps, provided with walkthrough examples, summarize our method:
Step 1 Tag the corpus with part-of-speech information.
Step 2 Create a unithood model. Extract a set of
candidate terms XY from the tagged corpus using the
linguistic filter (section 3.3) and count their frequency.
Generate pseudo-bigrams for candidates of more than
2 words. For each bigram, compute its association
score, χ2 (xy|C). For example, the trigram tropische
spastische paraparese (occures 2 times) will be represented by two pseudo-bigrams: tropische spastische
paraparese (occur 2 and 2 times) and tropische spastische paraparese (occur 35 and 2 times). The χ2 values
of both pseudo-bigrams are 107738 and 6155, respectively. Thus, tropische spastische paraparese will become the final representation for the trigram.
Step 3, alternative 1 Create a termhood model.
Given a set of known terms T , compute frequencies for
each element in the set XY of extracted terms. Generate pseudo-bigrams for candidates of more than 2
words. For each bigram, compute its termhood value,
χ2 (xy|T ). Run this step for two settings: with stemming (suffix stripping) and without stemming (see section 3.4). Take the previous trigram as an example.
In this model, its pseudo-bigram tropische spastische
paraparese (Dutch) has no occurrence in the multilingual terms. Therefore its termhood value is zero.
6
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Rnk
1
2
3
4
5
6
7
8
9
10
32
64
128

χ2
vicieuze cirkel
ziekte
van
von
willebrand-jrgens
allergische
bronchopulmonale
aspergillose
cardiopulmonale
resuscitatie
cellen per microliter
bloed
thoracaal
aortaaneurysma
gecomputeriseerd tomografisch onderzoek
subduraal empyeem
endoscopische retrograde pancreatografie
evoked potentials
erytroplasie
van
queyrat
solitaire
agressieve
gedragsstoornis
minimaal
normaal
lichaamsgewicht

UTSα |α = 10

evoked potentials
cystosarcoma
loides

phyl-

vicieuze cirkel
ziekte
van
von
willebrand-jrgens
allergische
bronchopulmonale
aspergillose
cardiopulmonale
resuscitatie
cellen per microliter
bloed
thoracaal
aortaaneurysma
gecomputeriseerd tomografisch onderzoek
subduraal empyeem
pericarditis constrictiva
portugese oorlogsschip
enkelvoudige
dosis
azitromycine

UTSα |α = 10 (stem)
tropische spastische
paraparese
vasovagale syncope

UTSβ

UTSβ (stem)

evoked potentials

evoked potentials

morbus haemolyticus
neonatorum

morbus haemolyticus
neonatorum

cholinergische
ticaria

case management

case management

cystosarcoma
phylloides
mastopathia fibrosa
cystica

mastopathia
cystica

ur-

genetisch defect
toxische shock
cerebrale malaria
normale cellen
case management
evoked potentials
vicieuze cirkel
ulcus oesophagi
humorale
therapie

(antistof )

lucide interval

mental disorders
undetermined significance
engelse sudden infant
death syndrome
processus mastoideus
acute
herpetische
gingivostomatitis
thoracaal
aortaaneurysma
diagnose allergische
alveolitis
g vers paddenstoelgewicht

fibrosa

mental disorders
tropische spastische
paraparese
undetermined significance
processus mastoideus
endoscopische retrograde pancreatografie
acute
herpetische
gingivostomatitis
multiform
glioblastoom
bacterie
bartonella
henselae
chemische dampen

Table 6: Examples of candidate terms in several rank positions for different experimental settings. Candidate
terms printed in italics are proposed new terms. The terms are not translated into English due to the space
limitation.

Setting
χ2
UTSα
UTSα (stem)
UTSβ
UTSβ (stem)

strict
0.608
0.612
0.626
0.677
0.769

UAP
lenient
Ann1
0.802
0.735
0.825
0.734
0.826
0.758
0.865
0.782
0.918
0.845

In both modes, the annotators agree that combining the unithood and termhood values improves the
baseline (χ2 ). Applying stemming rules also results
in a slightly better result for the UTSα method (from
0.612 to 0.626), and a higher improvement is achieved
by the UTSβ method (from 0.677 to 0.769). Both
annotators agree that the last mentioned method, either with stemming or without stemming, outperforms
other methods. And the best result is achieved by the
UTSβ method when stemming is applied.

Ann2
0.676
0.702
0.694
0.757
0.843

Table 7: The uninterpolated average precision values
for K = 100 of several measurement settings in two
agreement modes and by two annotators (Ann1 and
Ann2). For UTSα settings, the value of α is 10.

The use of the association measure to calculate the
termhood in the UTSα method apparently is not a
good strategy. Since most of the overlapping words–
between word elements in a candidate terms and in
B–do not form a cooccurrence (note that we have subtracted all candidate terms that are found in the existing term list), the association measure will not give
a high termhood value to the candidate. However, the
stemming shows some improvements.

high. This term is placed at the 1st and 6th ranks by
UTSα |α = 10 (stem) and UTSβ (stem), respectively.

4.4

Evaluation

To evaluate the results quantitatively, we asked two
human annotators to annotate a list of candidate
terms extracted from the experiments. From each setting, we take the first 200 candidate terms in its rank,
and then they annotate the selected candidate terms
with yes or no. To compare the performance of the
settings, we compute the uninterpolated average precision (section 3.8) at K = 100.
The results of this evaluation are shown in Table 7.
The settings are evaluated using both a strict mode,
in which a candidate is counted as a term only if both
evaluators agreed, and a lenient mode, in which a
candidate is counted as a term if one of the evaluators
annotated it as a yes. We also present scores for the
annotated lists produced by each of the annotators
(Ann1 and Ann2).

Computing the termhood value using a matching
ratio in the UTSβ method solves the problem faced by
the association measure. This method does not rely
on the cooccurrence of the overlapping words but on
the number of the overlapping words. Combined with
the stemming, this method shows a promising result
in using multilingual terminologies to improve the extraction of multiword terms in a particular language,
especially in a medical domain. In this experiment,
the stemming rules we construct are very simple and
not exhaustive. We only need to take some productive
suffixes for a particular domain by investigating candidate terms extracted from the corpus. We expect
that this method can be adapted to other languages
and domains with little effort.
7

Workshop Acquisition and Management of Multilingual Lexicons’2007 - Borovets, Bulgaria

33

5

Conclusion and future work

We have presented two experiments in this paper: (1)
selecting the best statistical association measure for
multi-word term extraction, (2) creating a new method
which combines unithood and termhood values to extract new terms. We use χ2 as the best measure for
the second experiment. However, one can use other
methods such as log-likelihood which shows good performance. In that experiment, we use a set of multilingual terms as a source to compute the termhood
values.
Our new methods (UT-Scores) have shown to outperform the baseline system, and worked well in
exploiting multilingual terminologies to induce new
terms from a text in another language. A simple
matching ratio in UTSβ shows good performance in
calculating the termhood values. This approach is useful especially in a domain where the use and modification of terminologies from other languages is very
productive, such as in the medical domain.
Although we evaluated on a domain-specific corpus,
we expect that our method will be useful in other settings as well. For instance, given a general corpus (say,
a newspaper corpus), one might use our method to
identify the use of terminology from a given domain
(say, medical terms) in this general corpus. We are
in the process of building a medical ontology from a
Dutch medical text to see the structure of the domain
in the text. The use of existing terminologies such as
the UMLS is an important strategy.
Our method is still open for improvement. We have
the intuition that using a bilingual dictionary, instead
of or together with stemming, will improve the results.
Our future work will be focused on this method.
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and are not translations of each others (i.e. not parallel). However comparable corpora are somewhat related and convey the same or overlapping information
content. In other words, they are texts that discuss
similar subjects, and carry similar information content, yet are written in diﬀerent languages. The most
obvious examples of comparable corpora are the multilingual news feeds produced by news sources such as
BBC, CNN, Xinhua, Agence France Press, ...etc.
Comparable corpora are widely available on the web
and are regularly updated with new named entities.
They are also available for several language pairs.
They usually contain documents discussing the same
problem or commenting on the same event. such documents usually use similar sets of named entities. However, extracting named entity translation pairs from
comparable corpora is hard. Even though they contain
texts carrying the same information content, those
texts are not aligned and exhibits great diﬀerences.
Another resource that is available for some language
pairs is parallel corpora. Aligned parallel corpora are
multilingual corpora that have been specially formatted for side-by-side comparison. Parallel corpora that
are aligned on sentence level can also be used for extracting named entity translation pairs.
In this paper, we introduce a general framework for
extracting named entity translation pairs. The framework contains methods for extracting named entity
translation pairs from both comparable and parallel
corpora. The extracted pairs helped improve the performance of a named entity translation system.
The paper is organized as follows: in section 2 we
discuss related work. A method for extracting named
entity translation pairs from comparable corpora is
presented in section 3. In section 4, we present another method for extracting named entity translation
pairs from parallel corpora. Section 5 discusses experimental results while the conclusion is presented in
section 6.

Abstract

Translation of named entities (NEs), such as person, organization, country, and location names is
very important for several natural language processing applications. It plays a vital role in applications like cross lingual information retrieval,
and machine translation. Web and news documents introduce new named entities on regular
basis. Those new names cannot be captured by
ordinary machine translation systems. In this
paper, we introduce a framework for extracting
named entity translation pairs. The framework
contains methods for exploiting both comparable and parallel corpora to generate a regularly
updated list of named entity translation pairs.
We evaluate the quality of the extracted translation pairs by showing that it improves the performance of a named entity translation system.
We report results on the ACE 2007 Entity Translation (ET) pilot evaluation development set.

Keywords
Named Entity Translation, Machine Translation, Multilingual
NLP

1

Introduction

The problem of named entity translation is receiving
huge attention recently. Named entity translation is a
very important component in several natural language
processing applications. Applications like cross lingual
information retrieval, and machine translation beneﬁt
the most of named entity translation.
Regularly updated documents such as news articles and web pages usually contains a large number
of names. Those names are much more varied than
common words, and changing continuously. As a matter of fact, new names are introduced in the news on
regular basis. This makes it hard to construct a named
entities dictionaries or translation pairs lists. This is
very problematic for the task of named entity translation because translation systems suﬀer from the lack
of enough training data. Hence, machine translation
systems usually fail to capture those new names.
One way to go over this problem is to exploit the
much more available comparable corpora. Comparable corpora are data sets written in diﬀerent languages,

2

Related Work

[5] proposed an approach to extract NE trans-lingual
equivalences based on the minimization of a linearly
combined multi-feature cost. [9] proposed using statistical phrase translation models to ﬁnd NE translations. [8] proposed an iterative algorithm that exploit
the observation that that NEs have similar time distributions across comparable corpora, and that they are

∗ Now with the University of Michigan Ann Arbor (hassanam@umich.edu).
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often transliterated. This approach was used in [10] to
discover NEs, but in a single language, English, across
two news sources. [6] proposed a method for mining key phrases translations from mixed-language web
pages. [16] makes use of the observation that when
English terms occur in Chinese web pages, and especially when they occur within brackets, they are very
likely to be translations of an immediately preceding
Chinese term. [15] extends this approach by using
cross-lingual query expansion to ﬁnd translations of
out of vocabulary terms.

3

Extracting
named
entity
translation pairs from comparable corpora

In this section, we introduce our approach for extracting translation pairs form comparable corpora . The
proposed approach is composed of two main steps, the
ﬁrst step aligns bi-lingual documents, from the comparable corpus, based on their semantic content. The
second step extracts two catalogs, lists, of named entities from each pair of aligned documents and then align
the named entities to extract the translation pairs. A
detailed description of the approach is presented in the
following subsections. In this work, we deployed the
approach on Arabic - English comparable corpus to
extract named entities translation pairs, however it is
worth mentioning that the approach is language independent and could be used with any languages pairs.

3.1

Aligning Documents from Comparable Corpora

Comparable corpora usually contain documents discussing the same events or carrying the same information content. However those documents are not
aligned to one another. We introduce a new method
for aligning multilingual documents based on the analysis of their semantic content. The method consists of
two main phases. In the ﬁrst phase, a set of candidate
matching English documents are generated for each
foreign, here Arabic, document. In the second phase,
the best matching document among the set of candidates is identiﬁed. The two phases are discussed in
details in the following subsections.
3.1.1

Generating
ments

candidate

similar

returned by the query are used as the candidate similar
documents.
3.1.2

Selecting the best matching document

To select the best matching document, we exploit the
fact that documents conveying the same information
content tend to use similar words or similar classes of
words. Hence, we can judge two documents as being
similar, by analyzing the classes of words they use. We
represent each document with a bag of words, which is
used to measure the similarity between the two documents in the same language, The bag of words for each
document is obtained by stemming all words in the
two documents then removing all non contetn words,

docu-

The Arabic documents are translated into English,
this translation is not assumed to be accurate neither
perfect. It is used only for extracting English keywords corresponding to the Arabic document. Those
keywords are used to construct a query to search for
candidate similar English documents. English words
are indexed by Lemurs Indri information retrieval engine [11]. The query words are stemmed using Porter
stemmer [13] to remove the commoner morphological
endings from English words. Function words, words
that have little semantic meaning and mainly serve to
express grammatical relationships, are also removed
before performing the query. The best n documents
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Algorithm 1 Selecting the best matching document
Input: Two document D1 and D2
Output: similarity score
Algorithm:
1. Extract a bag of words B1 from D1
2. Extract a bag of words B2 from D2
3. Let B = B1 ∪ B2
4. Remove duplicate words from B
5. For each word pair w1 &w2 ∈ B:
Let sim1 2 = W N et Sim(w1 , w2 )
6. For each wi ∈ B:
Add a node with label wi
7. For each word pair w1 &w2 ∈ B:
If(sim1 2 < T1 ) add edge between w1 , and w2
8. Run MCL clustering on G
9. For each word cluster ci and each word wi ∈ ci
(a) If (wi ∈ B1 )
i. Let n = f req(wi , B1 )
ii. add n instances with label d1 to ci
(b) If (wi ∈ B2 )
i. Let n = f req(wi , B2 )
ii. add n instances with label d2 to ci
(c) Remove wi from ci
10. Let entropy = 0;
11. For each cluster ci :
Let entropy = entropy + entropy(ci )
12. Docs Sim = entropy

Fig. 1: Example of the bag-of-words representation
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an example illustrating two bag of words of two documents is shown in ﬁgure 1. The two bag of words B1,
and B2 are then merged into a unique list of words.
The unique list of words will be ﬁrst divided into several word clusters. Theses clusters will be used to analyze the semantic similarity between the two documents.
3.1.3

Generating word clusters

Using WordNet, we can measure the semantic similarity or relatedness between a pair of concepts (or
word senses). We use the similarity measure described
in [14] which ﬁnds the path length to the root node
from the least common subsumer (LCS) of the two
word senses which is the most speciﬁc word sense they
share as an ancestor.
Using this word similarity measure we can construct
an undirected graph G. The vertices of G are the
words. Two vertices are connected with an edge if
the similarity measure between them exceeds a certain threshold. It was noticed that the constructed
graph consists of a set of semi isolated groups when the
two underlaying documents are similar. This implies
that using a graph clustering algorithm would eliminate the weak intra-group edges and produce separate
groups or clusters representing similar words. We used
Markov Cluster Algorithm (MCL) for graph clustering [2]. MCL is a fast and scalable unsupervised cluster
algorithm for graphs based on simulation of stochastic
ﬂow. An illustration of this clustering process is shown
in ﬁgure 2
3.1.4

Fig. 2: Clustering word graph

Fig. 3: Clusters after adding documents labels
ated clusters.
|d1 |
1|
entropy(ci ) = − |d1|d
|+|d2 | log( |d1 |+|d2 | )
|d2 |
2|
− |d1|d
|+|d2 | log( |d1 |+|d2 | )

Measuring documents similarity

Doc Sim =



(1)

entropy(ci )

(2)

ci

Measuring the document similarity is based on the fact
that documents carrying the same information content
tend to use similar words or words belonging to the
same class. The generated word clusters can be used
to judge whether two documents are similar or not. If
each cluster contains words that are evenly distributed
between the two documents, then the documents are
more likely to be similar. On the other hand, if most of
the clusters contain words that belong to a single document, then the two documents are not using similar
words and hence are diﬀerent.
In order to use the word clusters to judge whether
two documents are similar, the clusters must reﬂect
the membership of the word in the document, rather
than the word itself. To do that, we create a new cluster for each of the word clusters. The new clusters
contain labels pointing to the ﬁrst or the second document, rather than words. These labels are induced
from the membership of words in the documents. For
example, if the word w1 is a member of cluster c1, we
check the bag of words for document d1. If w1 ∈ d1,
we add n entries to c1 with the label d1, where n is the
number of times w1 occurred in d1. After this operation, clusters illustrated in ﬁgure 2 will look as shown
in ﬁgure 3 using the bags of words from ﬁgure 1.
The similarity between the two documents can be
estimated by measuring the entropy [4] of the gener-

The cluster entropy will be high when both documents
contribute equally to instances in the cluster. Hence,
the summation of all clusters entropy will be high when
the two documents tend to use the same classes of
words. On the other hand, the summation will be
low when there are several word classes that belong
to a single document only. This agrees with the fact
that documents conveying the same information content tend to use similar words or similar classes of
words. An outline for the all the steps performed to
ﬁnd the best matching document is illustrated in algorithm 1.

3.2

Named Entity Similarity Model

For each candidate documents pair, the NE translation pairs extractor extracts all NE’s from both documents. For each NE in language A, a list of candidate
language B translations is constructed. Then, several
scoring criteria are employed to select the best translation. Using the same example of English and Arabic
documents, we build a list of candidate English translations for each Arabic NE, and try to select the best
translation from the candidates list.
Ideally, the candidate translations list should only
contain English NE’s having the same type as the
3
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Arabic NE. However, problems arise due to confusion between NE types at the NE detection phase.
To overcome this, a confusion matrix is used to allow NE’s with diﬀerent but usually confused types to
be checked. The matrix has an entry for each NE
type pair that contains 1: for the same type, 0: for
types that never get confused, and w: for types that
are sometimes confused. w is a weighting factor that
should represent how often the two types are confused.
w will be multiplied with the score assigned to the
English translation in order to favor translation pairs
belonging to the same type.
Several similarity measures can be used to measure NE’s similarity, namely: the phonetic transliteration similarity, phrase-based translation similarity,
and word-based translation similarity. In the following subsections, we will describe each of the measures,
and then discuss how the measures were combined.
3.2.1

Scorewa =

P T Sim(we , wa ) =
3.2.3

4

Phrase-based translation similarity

(4)

Scorewe =

Score(< Pe , Pa , Score >)

(5)

Pe ⊃we &Pa ⊃wa



Combining Similarities

ts = T ransSim(we , wa )

(8)

ps = P T Sim(we , wa )

(9)

Sim(we , wa ) = w ∗ max(ts, ps)

(10)

Extracting
named
entity
translation pairs from parallel corpora

In this section, we show how we can make use of
aligned parallel corpora to generate named entity
translation pairs. We use an Arabic/English sentence level aligned parallel corpora to extract Arabic/English named entities translation pairs. The
starting point for the NE pairs extraction algorithm is
a word-level alignment between the parallel sentences
obtained from a maximum entropy aligner similar to
[7]. Word alignment was ﬁrst introduced and used
in the ﬁeld of statistical machine translation [1], later
on it was employed in several other NLP applications.
The maximum entropy aligner takes an Arabic sentence (ai:1≥i≤m ), and an English sentence (ej:1≥j≤n ),
then it generates the best alignment a → e by linking
each Arabic word ai with its most likely English translation ej . The Arabic and English sentences are also
tagged with an entity detection system similar to [3]
that identiﬁes all name, nominal, and pronoun mentions in the text.
The NE pairs extraction process starts with one of
the languages, language A, and tries to ﬁnd for each

To estimate the translation similarity between two
named entities, we use a phrase table like those used
in machine translation systems. To measure the similarity between an English and an Arabic NE, we use
an English-Arabic phrase table. Assuming that the
two NE’s are denoted by we , and wa , we search the
phrase table for all records < Pe , Pa , Score > such
that we , and wa are substrings of Pe , and Pa respectively. Let Scorewe &wa be the sum of all scores of those
records. Similarly, we calculate Scorewe , and Scorewa
by searching for all records such that we is a substring
of Pe , and wa is a substring of Pa respectively and
then summing their scores.
Score(< Pe , Pa , Score >)

Pe ⊃we

4
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(7)

where w is a weighting factor from the confusion
matrix, we and wa are the English and Arabic named
entities, T ransSim(we , wa ) is the transliteration similarity score, and P T Sim(we , wa ) is the phrase-based
translation similarity score.

(3)

Scorewe &wa =


Scorewe + Scorewa
2 ∗ Scorewe &wa

Some correct translation pairs score highly on one
measure and not the other. Other correct pairs score
highly on both measures. Some incorrect translation
pairs may have moderate scores on both measures.
Hence averaging or weighted averaging does not work
well for combining scores. To combine scores, a simple
ORing mechanism is employed. If only one measure
hits, we use it. If both measures hit, we use the measure with the higher score. The score is then multiplied
with the weight from the confusion matrix to favor
NE’s from the same type and from confusing types.

where w1, and w2 are two named entities,
Editex(w1 , w2 ) is the Editex edit distance between w1 ,
and w2. |w1 |, and |w1 | are the lengths of w1 , and w2
respectively.
3.2.2

(6)

Hence, the phrase-based translation similarity can
be expressed as:

To measure the transliteration similarity between two
NE’s, we measure the length-normalized phonetic
based edit distance between the two words. We use
the Editex technique [17] that makes use of the phonetic characteristics of individual characters to estimate their similarity. Editex measures the phonetic
distance between a pair of words by combining the
properties of edit distances with a letter grouping
strategy that groups letters with similar pronunciations.
We use a length-normalized phonetic edit distance
to measure the phonetic similarity between the English NE, and a womanized Arabic NE. The length
normalized Editex edit distance is given by:
Editex(w1 , w2 )
)
max(|w1 |, |w2 |)

Score(< Pe , Pa , Score >)

Pa ⊃wa

Transliteration similarity

Ed(w1 , w2 ) = log(1 −
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name mention detected in language A a corresponding name mention in language B using the alignment
information. The process is repeated starting from
language B trying to ﬁnd corresponding name mentions in language A. We obtain two entities alignment
relations:
A1 = (a, e(a)) : ∀a

System
Baseline
Baseline+Cmp
Baseline+Par
Baseline+.5P+.5C
Baseline+Par+Cmp

where a, and e represent all Arabic and English identiﬁed name mentions respectively.
The result of word alignment is not perfect. Hence,
the pairs resulting directly from word alignment features should be handled with care. We subject the
resulting pairs to several ﬁlters to exclude ill-formed
pairs. The ﬁrst ﬁlter excludes pairs if the length of
any of their constituents exceeds a predeﬁned threshold. This makes sure that entities that appeared due
to errors in the alignment or entity identiﬁcation are
excluded. It is highly likely that entities forming a
translation pair would have close lengths. Hence, the
diﬀerence in length between the Arabic and English
entities is also considered to ﬁlter out incorrect pairs.
Entities consisting of several words usually contain
function words. The word alignment system usually
fails to align function words between English, and Arabic sentences. To alleviate this problem, unconnected
function words that lay within the entity are included
in the generated pair.
The remaining pairs can be classiﬁed into three
classes:
1. Pairs belonging to the intersection of the two entities alignments
2. Pairs belonging to the English/Arabic alignment
only
3. Pairs belonging to the Arabic/English alignment
only system

F-measure
63.2
63.6
64.7
63.4
65.2

choose the ET task to show the performance of the
approach we propose.

5.2

The Baseline System

The baseline is a phrase-based statistical machine
translation system. It relies on two major components: phrase translation models and DP-based phrase
decoder [12]. The phrase translation pairs are extracted via word alignment, projection and extension
algorithms. The baseline system was trained on LDC
Arabic/English parallel corpus. The phrase-decoder
utilizes diﬀerent cost functions, like Translation cost,
LM cost, Distortion cost, and Sentence length cost.

5.3

Test data

The test dataset comes from ACE entity translation
evaluation development set. All entities in the test
data were manually annotated. The test data is composed of 54 Arabic document, and 18,536 words. The
test data came from both newswire and weblog data.
The data contained 5911 manually annotated named
entities. Among them GPE, PER, ORG, and LOC
accounted for 2910, 1936, 977, and 88 entities respectively.

All the pairs mentioned above are added to the ﬁnal translation pairs table, yet are assigned diﬀerent
weights. Pairs belonging to the intersection of the two
entities alignments are highly precise pairs, and hence
are assigned the highest weight. English entity detection annotators usually do better than their Arabic counterparts. Hence, higher conﬁdence (weight)
is given to pairs generated from the English/Arabic
alignments.

5.1

Recall
63.5
64.1
65.0
63.7
65.4

Table 1: Precision, recall, and F measure for the baseline and modiﬁed systems

A2 = (e, a(e)) : ∀e

5

Precision
62.9
63.2
64.4
63.0
65.0

5.4

Experimental Results

To evaluate the system performance, we performed
experiments to measure the document aligner performance and the extracted translation pairs quality.
To measure the document aligner performance, we
picked a total of 380 news stories from Associated
France Press (AFP) Arabic news. We also picked
about 25000 news stories from English AFP stories.
For each one of the Arabic documents, we used the
system to ﬁnd corresponding English document taking
into consideration that we are not sure if an equivalent document does exist in the English side or not.
Each proposed document pair proposed by the system
has been evaluated, by a bilingual speaker, as follows:
Similar: The two documents are similar and talking
about the same event, Related : Same topic but presenting diﬀerent aspects of the same news, and Not
Similar: The two documents are not similar. The system proposed exact similar documents in 70% of the
cases , while proposed related documents for 22% of
the cases and proposed not similar documents in 8%
of the cases. As related documents will most likely
contain similar named entities, the total accuracy of
the document aligner would be 92%.
To evaluate the eﬀectiveness NE translation pairs
extraction method, we test it on the ACE Arabic-

Experimental Setup
ACE Entity Translation Evaluation

ACE is an evaluation conducted by NIST to measure
Entity Detection and Tracking (EDT) and Relation
Detection and Characterization (RDC). The EDT task
is concerned with the detection of mentions of entities, and grouping them together by identifying their
coreference. The RDC task detects relations between
entities identiﬁed by the EDT task. Recently, ACE
added a new Entity Translation (ET) task. The objective of the ET task is to take a document in a foreign language, and emit an English language catalog
of the entities mentioned in the foreign document. We
5

Workshop Acquisition and Management of Multilingual Lexicons’2007 - Borovets, Bulgaria

39

Type
GPE
LOC
ORG
PER

P
68.5
31.1
32.4
41.3

Baseline
R
67.2
37.1
32.3
42.2

F
67.8
33.8
32.4
41.7

Baseline+Cmp
P
R
F
67.4 65.9 66.7
29.9 36.0 32.7
32.1 32.1 32.1
41.4 42.3 41.8

Baseline+Par
P
R
F
68.8 67.5 68.1
30.8 37.1 33.7
32.9 32.9 32.9
43.2 44.0 43.6

Baseline+0.5P+0.5C
P
R
F
67.7 66.3
67.6
30.6 37.1
33.6
32.2 32.1
32.1
41.6 42.1
42.1

Baseline+Par+Cmp
P
R
F
70.0 68.7
69.4
31.1 37.1
33.8
32.9 32.9
32.9
43.1 44.0
43.6

Table 2: Results for diﬀerent NE types
English entity translation task. We extracted named
entity translation pairs from comparable and parallel
corpora and used them to improve the baseline system described above. Precision, recall, and F-measure
for the baseline system, baseline with translation pairs
from comparable data, baseline with translation pairs
from parallel data, baseline with 50% of all data, and
baseline with all data are shown in table 1. We notice from the table that both the precision and recall
have been improved by the addition of the translation
pairs extracted from parallel data, comparable data,
or both.
To further study the system performance, we calculated the precision, recall, and F-measure for all
systems described above for each named entity type.
Those results are shown in table 2. GPE, LOC,PER,
and ORG stand for geographical political entity, location, person, and organization respectively. We notice
from the results that the system achieves better improvement for the GPE and PER types. It achieves
less improvement for LOC, and ORG types. This is
due to the low percentage of LOC and ORG NEs in the
training and test data compared to that of the GPE,
and PER NEs. In addition, ORG NEs are usually semantically translated word-by-word. This is usually
done well by the word and phrase translation components in the baseline system.
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Conclusion

Several natural language processing applications need
a robust named entity translation system. Such system would certainly beneﬁt from the existence of a
named entity dictionary or translation list. In this
paper, we presented an approach for exploiting both
comparable and parallel corpora to extract named entity translation pairs. We used this approach to build a
large dictionary of Arabic/English named entity translation pairs. The quality of the extracted pairs was
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Abstract
Despite the legislative eﬀorts to improve the
readability of patient information, diﬀerent surveys have shown that respondents still feel distressed by reading the information, or even consider it as fully incomprehensible. This paper
deals with one of the sources of distress: the use
of scientiﬁc terminology in patient information.
In order to assess the scale of the problem, we collected a Dutch-English parallel corpus of European Public Assessment Reports (EPARs) which
was annotated by 2 annotators. This corpus was
used for evaluating and training an automatic
approach to scientiﬁc term detection. We investigated the use of a lexicon-based and a learningbased approach which only relies on text-internal
clues. Finally, both approaches were combined
in an optimized hybrid learning-based term extraction experiment. We show that whereas
the lexicon-based approach yields high precision
scores on the detection of scientiﬁc terms, its coverage remains limited. The learning-based approach on the other hand demonstrates an Fscore of 80% and remains quite robust despite
the highly skewed data set.

Keywords
Automatic term extraction, scientiﬁc terminology, patient
leaﬂets, lexicon-based extraction, machine learning

1

Introduction

The pilot study deals with the identiﬁcation of scientiﬁc terminology in patient information such as the
patient information leaﬂet (PIL) or the European Public Assessment Report (EPAR). Previous research [16]
has shown that the use of scientiﬁc terminology is one
of the factors which greatly inﬂuences the readability of this patient information. Despite the legislative eﬀorts to improve the readability of the text type,
diﬀerent surveys have indicated that many patients
still have diﬃculty understanding the information. Recently, for example, the scientiﬁc institute of the German AOK (“Allgemeine Ortskrankenkasse”)[13] conducted a survey on the attitude of their clients toward patient leaﬂets. Although the results of this
survey reveal that the majority of the respondents
read the leaﬂet and also consider it as an important

source of information, one third of the respondents
still feels distressed by reading the leaﬂet. 28% even
admits not having taken the drug because of the package insert; 20% considers it as fully incomprehensible.
Both the leaﬂet and EPAR suﬀer from two translation operations[18]: intergeneric translation (translation between genres) and inter-linguistic translation
(translation between languages). Inter-generic translation is often problematic since the leaﬂet for the public is mostly an adaption of the scientiﬁc leaﬂet, which
is due to the legal requirement that the leaﬂet is closely
related to the so-called product summary meant for
experts, and therefore also written in expert language,
with expert terminology.
Automatic term extraction is crucial in many domains of (computational) linguistics, including automatic translation, text indexing, the automatic construction and enhancement of lexical knowledge bases,
etc. In the research on automatic term extraction,
two diﬀerent directions mainly have been taken: (i)
the linguistic-based approaches, such as the term extraction tool developed by Dagan and Church [8], look
for speciﬁc (mostly language-speciﬁc) linguistic structures that match a number of predeﬁned syntactic
patterns, whereas (ii) the statistical corpus based approaches (e.g the Term Extractor developed by Pantel and Lin [14]) extract terms using metrics such as
mutual information and log-likelihood to measure the
information between words. Hybrid approaches combining both linguistic and statistical information have
also emerged ([11], [12]). In this paper, we investigate
the use of a machine-learning based approach to the
speciﬁc problem of scientiﬁc term detection in patient
information. This study is the ﬁrst step towards the
automatic replacement of a scientiﬁc term by its popular counterpart, which should have a beneﬁcial eﬀect
on readability.
The remainder of this paper is structured as follows.
Section 2 gives an introduction to the speciﬁc problem of scientiﬁc versus popular terminology in popular patient information and presents an overview of
the Dutch and English corpora being used. Section 3
presents two baselines. As a ﬁrst baseline, we investigate a lexicon-based baseline approach to the problem, based on a combination of medical and general
lexical resources. As a second baseline, we experiment with a machine learning approach trained on
text-internal features. Section 4 gives an overview of
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a hybrid machine learning experiment conducted on
the data, using both external information sources and
intra-textual features. Through the GA-based interleaved optimization of feature selection and parameter settings, we show which information sources contribute most to an accurate detection of scientiﬁc terminology. Section 5 continues with the description of
the main ﬁndings in a manual error analysis on the
classiﬁer results. Section 6 concludes this paper.

2

The Problem of Scientiﬁc
Terms in Patient Information

Despite the eﬀorts of the regulatory authorities to
produce guidelines which stipulate that “all technical terms should be translated into a language which
is understandable for patients”, patients are still confronted with incomprehensible information such as the
following:

study, 20 summaries of each language were manually
annotated (English: 17,511 tokens; Dutch: 17,093
tokens) by two linguists, who annotated the corpora in
parallel. As input, they received free text, which was
tokenized and provided with lemmatization, POS and
chunk information. Tokenization for both languages
was performed by a rule-based system using regular
expressions. Lemmatization for Dutch was performed
by a memory-based lemmatizer trained on a lexicon
derived from the Spoken Dutch Corpus (CGN)2 , a
10-million word corpus of spoken Dutch. The English
lemmatizer was trained on Celex. Part-of-speech
tagging and text chunking were performed by the
memory-based tagger MBT[7], which was also trained
on the CGN corpus for Dutch and on the Wall Street
Journal corpus in the Penn Treebank [10] for English.
The annotators annotated chunks and had to diﬀerentiate between the following three labels:
• scientific: Terms being labeled as ‘scientiﬁc’ can be real scientiﬁc terms (E.g serotonin,
schizophrenia, akathisia, gastro-intestinal), product names (E.g ABILIFY) and their International Nonproprietary Name (E.g Aripiprazole)
and more technical or specialised terms that
might be hard to understand for random users
(E.g derivative, intravenously, post-menopausal,
symptomatic).

The active substance of Abilify is aripiprazole, a quinolinone derivative. The primary pharmacodynamics of aripiprazole
suggests that its eﬃcacy is mediated through
a combination of partial agonist activity at
dopamine D2 receptors and serotonin
5-HT1A receptors and antagonism at
serotonin 5-HT2A receptors.
In order to quantify and automatically detect the use
of scientiﬁc terminology in Dutch and English medicinal texts, we collected two data sets of EPAR summaries from the EMEA (European Medicines Agency),
one for each language. EPAR, which stands for “European Public Assessment Report”, is a text which
is prepared at the end of every centralized evaluation process to provide a summary of de grounds for
the opinion in favor of a marketing authorization as
taken by the Committee for Human Medicinal Products. The EMEA makes these EPARs available to the
public after deletion of commercially conﬁdential information. Although these EPAR abstracts were originally intended to provide information understandable
to the general public, they suﬀer from the same shortcomings as the package leaﬂets which are also often
considered as too technical.
But how can we determine in an objective way
whether a given term can be considered as scientiﬁc
or not? Some people are well informed over their
illness. Others are less so, maybe due to diﬀerences
in age, intelligence, social background or just in how
they wish to deal with their situation. EMEA (report
EMEA/126757/2005,2.0) states that the summaries
target the “average layperson”, both in terms of
readability and contents.

2.1

A Dutch and English EPAR corpus

For both Dutch and English, we collected a parallel
corpus of 317 EPAR summaries1 . For this pilot
1

The EPAR summaries and the annotations will be made publicly available through http://veto.hogent.be/lt3
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• medium: The ‘medium’ label is used for terms
that are used with a speciﬁc medical meaning
(E.g [renal] compromise, depression, infection,
treatment) or consecutive terms that form together frequently used medical expressions (E.g
psychotic disorders, treatment response, adverse
events, weight reduction). This category was created since we expected that a binary annotation
task of distinguishing between scientiﬁc and nonscientiﬁc terms, would lead to a too polarized view
on the data.
• popular: ‘popular’ is considered to be the default
label and refers to all general vocabulary terms.
Both annotators also adhered to the following conventions. For the two ﬁrst categories, they focused
on pharmaceutical product names, scientiﬁc and
technical terms, or general vocabulary terms used in
a speciﬁc medical context. Tokens referring to place
names, company names and arbitrary alphanumerical
codes (ATC codes) for pharmaceutical products
were by default popular. One might argue that the
ATC codes for pharmaceutical products should be
labeled as scientiﬁc. However, given our ultimate
goal of replacing every scientiﬁc term by its popular counterpart (if existing), we decided to focus
on the terms which come into account for replacement.
The parallel texts show similar tendencies with respect
to inter-annotator agreement. On the English data, an
agreement score of 0.90 and a kappa score of 0.64 were
obtained. For Dutch, the equivalent scores were 0.94
and 0.76. Table 1 gives the contingency table for both
2

http://lands.let.ru.nl/cgn

Workshop Acquisition and Management of Multilingual Lexicons’2007 - Borovets, Bulgaria

English
scientiﬁc
medium
popular
total
Dutch
scientiﬁc
medium
popular
total

scientiﬁc
1284
258
111
1653
scientiﬁc
1423
152
76
1651

medium
284
319
146
749
medium
174
167
162
503

popular
251
693
14,165
15,109
popular
186
228
14,525
14,939

total
1819
1270
14,422
17,511
total
1783
547
14,763
17,093

Table 1: Contigency table representing the inter-rater
agreement for Dutch and English.
data sets. It shows two rather imbalanced data sets,
with one predominant label covering about 90% of all
assigned labels. Since no restrictions were given to the
annotators with respect to part of speech category, we
can expect that the large majority of tokens will be
labeled as popular terms, which was indeed the case.
Due to its “being in the middle” position, the annotators expectedly disagreed heavily on the ‘medium’
category. Since this paper focuses on the use of scientiﬁc terms in popular medicinal texts, our category
of interest is the cell representing agreement and disagreement on scientiﬁc terms. For English, both annotators agreed that 1284 terms, i.e. 7.3% should be
labeled as scientiﬁc terms. They also agreed on a scientiﬁc label for 8.3% of the tokens in the Dutch EPARs.
Overall, both annotators give a scientiﬁc tag to about
10% of all tokens. For the experiments on scientiﬁc
term extraction in Sections 3 and 4, we only considered the diagonal cells representing the agreement on
the scientiﬁc terms.

2.2

Inter-language agreement

In addition to inter-annotator agreement, we also measured the inter-language agreement by investigating
whether Dutch and English use the same type of term
for the same phenomenon. Obviously lacking a oneto-one correspondence and due to the multiple translation shifts between the texts in the two languages,
we performed a manual analysis of part of the corpus (2700 words per language) in order to reveal these
inter-language labeling diﬀerences. In order to avoid
interference with the inter-annotator scores, we only
considered the labels given by one annotator. As this
annotater was a non-native speaker of English, there
might be some misperceptions as to the degree of ‘scientiﬁcness’ of certain terms. However, this will be limited to a minority of terms, considering the annotator’s
academic background in English linguistics. Since the
popular terms are of no interest for this task, a total of
461 term pairs were extracted, approximately half of
which were labeled unambiguously as scientiﬁc. The
inter-language agreement on ‘medium’ terms, however,
is much lower.
Some general conclusions can be drawn from the results of this analysis. From the ﬁgures in the confusion
matrix one can conclude that a comparable number
of terms are considered as scientiﬁc in both English
and Dutch (294 vs. 289). However, a minority of the
terms labeled as ‘scientiﬁc’ do not match in both languages. In English, there is a tendency towards the

scientiﬁc
medium
popular
no trans.
total

scient.
237
26
19
7
289

med.
15
38
23
3
79

pop.
24
48
-

no trans.
18
3
-

total
294
115
-

Table 2: Contigency table representing the interlanguage agreement for Dutch (vertical) and English
(horizontal) scientiﬁc and medium terms.
use of abbreviations whereas the Dutch EPARs count
more full forms (e.g. CIU for chronische idiopatische
urticaria, SAR for seizoensgebonden allergische rhinitis, PAR for perennerende allergische rhinitis). With
respect to the diﬀerences in labeling between the two
languages, some general observations can be made:
• Both languages have diﬀerent term formation patterns: in English, Latin-based terms are much
more common than in Dutch. These English
Latin-based terms often have no popular equivalent [18], contrary to most Dutch Latin-based
terms. Palate, for instance, is translated by palatum, a Dutch scientiﬁc term which has a popular
equivalent gehemelte. Similarly, redistribution is
translated by the Dutch term redistributie, which
has herverdeling as a more popular variant. Loan
words form another category of terms which may
have a more scientiﬁc connotation to speakers of
Dutch. Assembly, for example, is translated with
the morphologically similar scientiﬁc term assemblage, which has a popular counterpart in Dutch,
namely samenvoeging or verzameling.
• Diﬀerent labeling can also be explained by translation shifts which cause switches in register between English and Dutch. For example, nasal
discharge, a more scientiﬁc term for runny nose,
is translated by a popular term loopneus. Similarly, the term agents pertains to a scientiﬁc
domain, mainly that of chemistry, and is translated into Dutch as middelen, which is a generallanguage word. Moreover, translation shifts, or
more speciﬁcally class shifts in which adverbs may
be translated by adjectives or adjectives by nouns
etc, make the detection of scientiﬁc terms more
diﬃcult (e.g. were actively symptomatic vs. vertoonden actieve symptomen). Other translation
shifts, i.e. structural shifts may also cause a different labeling, especially when a scientiﬁc term
is translated with a relative clause (e.g. pretreated
vs. die reeds behandeld zijn).
• Another reason for this diﬀerence in labeling may
be provided by the fact that word groups can be
considered as multi-word terms in one language,
and as separate words or terms in the other language. This problem often relates to the diﬀerences in compounding rules between English and
Dutch. In Dutch, most compounds are written in
one word, whereas English has a tendency towards
separating the diﬀerent components of a compound. This is exempliﬁed by symptom scores,
which is translated as symptomenscore. Symptom and score are labeled as popular, but their
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unique entries. Taking into account the synonyms
which are given for some IDs, a total lexicon size
of 5,344 word forms was obtained.

combined use transforms them into a multi-word
term.
• Finally, there are some morphologically complex
terms in English which have a pure Dutch translation (e.g. pre-existing vs. bestaand). It is selfevident that these complex terms are more likely
to be perceived as scientiﬁc terms. This phenomenon is also observed in the opposite direction
(e.g. randomized vs. aselect). Another reason for
the mismatched labeling may also be the lack of
morphological transparency of some terms. Renal (Dutch: nier-), for example, is an adjective
which means ‘pertaining to the kidney (Dutch:
nier)’. Or dental (Dutch: tand-) relates to the
noun tooth (Dutch: tand). In these cases, the morphological relation between noun and adjective is
not obvious. These terms are also more likely to
be perceived as scientiﬁc (e.g. renal disorders vs.
nieraandoeningen).
We will now continue with a description of the term
extraction experiments, which aim for an accurate detection of scientiﬁc terms in the EPAR data sets.

3

An EndoBaseline

and

Exogenous

In order to assess the complexity of medical term detection in patient leaﬂets, we experimented with two
baseline approaches, of which the ﬁrst relies completely on external information sources, whereas the
latter solely relies on text-internal features surrounding the word of interest.

3.1

Lexicon-based Term Extraction

The most straightforward procedure for the detection
of scientiﬁc terms in the EPAR corpus consists of
a dictionary-based or lexicon-based lookup: each sequence of words in the text that matches an entry
in the lexical resources is considered as a term occurrence. The following medical lexical resources were
used for the term extraction:
• MeSH: The Medical Subject Headings thesaurus is
a controlled vocabulary, produced by the National
Library of Medicine, and used for indexing, and
searching for biomedical and health-related information and documents in English. The thesaurus
is available from http://www.nlm.nih.gov/mesh
in various formats. MeSH consists of 22,995
descriptors, which are organized in 15 hierarchies and a set of 150,000 supplementary concept
records. Terms can occur in diﬀerent hierarchies.
For the experiments, we selected all unique English entries, which resulted in a lexicon of 23,859
entries representing 24,280 unique terms (an entry can contain multiple terms). For the Dutch
version of the MeSH, we relied on a termbase described by [4]. This translation project focuses
mainly on chapters C and E (Diseases and Analytical, Diagnostic and Therapeutic Techniques
and Equipment respectively) and contains 4,355
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• Taalvlinder + Ziekenhuis.nl: As the Dutch
MeSH termbase is rather limited in size and
scope, the use of extra Dutch lexical resources
was imperative. Two very deserving medical lexicons, Taalvlinder3 and the Ziekenhuis.nl dictionary by Medical Media4 provided us with 4875
extra Dutch and 4921 extra English items for the
detection of scientiﬁc terminology.
However, despite being focused on the medical domain, these medical resources provide no information
on the (lack of ) scientiﬁc character of a given
term. Neither MeSH nor Ziekenhuis.nl diﬀerentiate
between scientiﬁc terms such as 12-Hydroxy-5,8,10,14eicosatetraenoic Acid or sebaceous adenocarcinoma
and more general terms such as wild animals or
pregnancy. This implies, for example, that the MeSH
heading headache [C10.597.617.470], makes no distinction between synonymous scientiﬁc terms cephalalgia,
cephalgia, hemicrania and the more popular term
head pain. In order to ﬁlter out these popular terms,
we used the Celex[2] database for Northern Dutch as
a ﬁlter. Celex is a compilation of the Van Dale’s Comprehensive Dictionary of Contemporary Dutch (1984),
the Word List of the Dutch Language (1954; revised
version) and the most frequent lemmata from the text
corpus of the Institute for Dutch Lexicology (INL).
It contains frequency information, and phonological,
morphological, and syntactic lexical information for
more than 380,000 word forms. The English version
which is based on the Oxford Advanced Learner’s
Dictionary (1974) and the Longman Dictionary of
Contemporary English (1978) provides information
on more than 160,000 word forms. For the experiments, we used the word form ﬁles for both languages.
For the automatic recognition of the scientiﬁc
terms, we concatenated the medical lexicons MeSH,
Taalvlinder and Ziekenhuis.nl; for ﬁlering out the
popular terms from the medical lexicons we took the
intersection of the resulting data sets and the Celex
lexical database and we kept for further processing
all medical terms which did not occur in Celex.
Since we consider the popular character of a term
also being linked to its frequency, all Celex terms
with a frequency of >10 were taken into account for
ﬁltering. This implies that the Dutch word zygoot
(English: zygote), which has a zero frequency, was not
considered a popular term. For Dutch, this resulted
in the omission of words such as hallucinatie (Eng.:
hallucinations), halsslagader (Eng.: Carotid Arteries),
halswervel (Eng.: Cervical Vertebrae) and hartinfarct
(Eng.: heart attack). The second an third example
also illustrate our ﬁndings on Latin-based terms in
Section 2.2. For English, terms such as enzymes,
epilepsy, ether, ethics, etc. were ﬁltered from MeSH.
Table 3 gives an overview of the number of unique
3
4

available at http://www.ochrid.dds.nl/medici.htm
available at http://www.ziekenhuis.nl/index.php
?cat=woordenboek
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terms in medical lexicons before and after intersection.

English
Dutch

Lexicon
MeSH
combined
MeSH
combined

before intersect.
24,280
29,105
5,344
9,729

after intersect.
23,032
27,034
4,922
8,632

Table 3: Number of unique terms in MeSH and the
joint medical lexicon before and after intersection.
Both word forms and lemmata of the two EPAR corpora were matched with the lexicons. As shown in
Table 4, this resulted in high precision scores, whereas
recall was overall below 50%. As expected, the enlargement of the lexicon leads to an increase of recall, slightly at the cost of precision. Furthermore,
the small lexicon for Dutch, which is about 1/5 of the
English MeSH lexicon and about 1/3 of the combined
English lexicon, results in recall and F-1 scores which
are only about 15% below those obtained on the English EPAR data.
EPARs
English
Dutch

MeSH
combined
MeSH
combined

Prec.
98.56
97.73
99.76
99.21

Rec.
42.59
50.31
29.30
35.14

F=1
59.48
66.43
45.30
51.90

Table 4: Precision, recall and F=1 scores on the scientiﬁc terms in the EPAR corpora.
A manual inspection of the results with the intersected
combined lexicons shows that the low recall is mainly
due to the fact that some words are just lacking in
the medical lexicon (e.g. perennial). For English, 69%
(Dutch: 77.4%) of the missed medical terms are not
covered by the lexicon. The other errors are caused by
a too harsh ﬁltering by Celex (Eng: 31% and Dutch:
22.6% of the errors). There were several causes for
ﬁltering out medical terms: Scientiﬁc words that have
evolved towards common vocabulary, such as obese,
oestrogen and hepatitis were ﬁltered by Celex. Furthermore, polysemous words with one scientiﬁc meaning, such as agent were also ﬁltered by Celex because
of high frequencies. Finally, some scientiﬁc words have
frequencies that are just above the threshold such as
dehydration (13 occurrences) or concomitant (17 occurrences) and were ﬁltered away erroneously.
In order to overcome the low coverage (see also [1]) of
this type of exogenous lexicon-based disambiguation,
we investigated a baseline machine learning based approach to scientiﬁc term extraction, which only relies
on text-internal information.

3.2

Endogenous Learning-based Term
Extraction

As a second baseline, we experimented with a machine learning approach which does not include any
text-external lexical resources, nor the word (lemma
and part-of-speech) of interest itself.

The use of machine learning approaches to automatic
term extraction has already been explored in for example biomedical term extraction (see for example [5]).
In a machine learning approach, training data are used
to learn features that are useful and relevant for automatic term recognition and classiﬁcation. In this paper, we investigate how memory-based learning (MBL)
approach can be applied to the automatic detection
of scientiﬁc versus popular terms in EPARs. An
MBL system consists of two components: a memorybased learning component and a similarity-based performance component. During learning, the learning
component adds new training instances to the memory
without any abstraction or restructuring (Lazy learning). At classiﬁcation time, the algorithm classiﬁes
new instances by searching for the nearest neighbors
to the new instance using a similarity metric, and extrapolating from their class. In our experiments we
use the timbl [7] software package that implements a
version of the k nearest neighbour algorithm optimised
for working with linguistic datasets and that provides
several similarity metrics and variations of the basic
algorithm. The choice in favour of MBL can be motivated by the observation in previous work [9] that
timbl is quite robust in case of a largely imbalanced
class distribution, such as the one we are confronted
with in this experiment. In a lazy learning approach,
all examples are stored in memory and no attempt is
made to simplify the model by eliminating low frequency events, which would be harmful in this type of
imbalanced data sets.
For the baseline experiment, in which we used the
learner in its default settings, we selected the following
basic features for disambiguation:
• Morpho-lexical local context features which
provide information on the word form, lemma and
part-of-speech of two words before and after the
focus word.
• Orthographic features which inform on the
presence or absence of numeric symbols in the
terms and which inform on the use of multiple
capital letters in one word.
• Two trigram features which represent the initial and ﬁnal trigram of a given word.
The learner had to diﬀerentiate between three classes:
“scientiﬁc”, “scientiﬁc ambig” and ”popular”. The
scientiﬁc category represents the terms on which
both annotators agreed; this was also our category
of interest in the evaluation in the previous section.
The scientiﬁc ambig class, on the other hand, represents the words which received a scientiﬁc label
by one of the two annotators. The reason for this
annotation was double. We wanted to see whether
the disagreement of both annotators was reﬂected
by a lower accuracy on this category. Furthermore, reformulating the learning task as a binary
classiﬁcation task would have led to an arbitrary
addition of this ambiguous class to the scientiﬁc or
popular class. Finally, the popular category covers all
other, i.e. the ‘medium’ and the ‘popular’ annotations.
For the experiments, we performed k-fold crossvalidation on the data sets, which implies hat the data
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is split into k subsets. Iteratively, each portion is used
as a hold-out test set, whereas the remaining (k - 1)/k
balance of the data is used for training. For our experiments, k was set to 20, the number of documents
in each data set. Table 5 gives an overview of the
performance of the baseline timbl on the three categories. As opposed to the lexicon-based approach,
which showed a large performance diﬀerence between
both languages and which contrasted high precision
scores with low recall scores, the learning-based approach reveals similar and more balanced results for
both languages. For both Dutch and English, the
learning approach which is based on endogenous information and which does not use word, lemma and POS
information on the focus word, yields an F-score of
about 65% (Eng: 64.7% and Dutch: 66.9%). In both
experiments, the two trigram features had the highest
informativeness values (gain ratio=0.06 and 0.05).
Prec.

Rec.

F=1

scientiﬁc
scientiﬁc ambig
popular

69.66
41.09
95.25

60.44
33.41
97.36

64.72
36.85
96.29

scientiﬁc
scientiﬁc ambig
popular

73.59
40.21
95.54

61.32
31.98
97.81

66.90
35.63
96.67

English

Dutch

Table 5: Precision, recall and F=1 scores of timbl
on the three classes. The feature vector does not incorporate the features based on external lexical sources
nor the word, lemma and POS feature describing the
focus word.

and parameter optimization. Although timbl provides sensible default settings which are evaluated on
a number of NLP tasks, it is by no means certain that
they will be the optimal parameter settings for our
task of scientiﬁc terminology extraction. Furthermore,
although the learner incorporates diﬀerent feature
weighting metrics, such as information gain, gain ratio
[15] and chi-squared weighting [17], learning speed
and classiﬁcation accuracy can still be negatively inﬂuenced by features which add no or little information
beyond the information provided by the other features.
In order to manage the computational expense of
joint feature selection and parameter optimization,
optimization was performed by means of a genetic
algorithm (GA). We used a generational GA with a
population of 10 individuals over a maximal number
of 30 generations, using uniform crossover (rate: 0.9),
tournament selection (size: 2) and discrete and Gaussian mutation on the features. For our experiments,
each individual is represented as a string and contains
particular values for all algorithm parameters (see [7])
and for the selection of the 21 features which are
represented in the chromosome as ternary alleles
(ignore, weighted overlap or modiﬁed value diﬀerence
metric). Figure 1 gives a schematic view of an example individual. In order to decide which individuals
will survive into the next generation, we opted for the
F-score on the “scientiﬁc” class, which is our main
class of interest, as ﬁtness function.

Values: 0,1,2

4

Optimized Hybrid Term Extraction

011020010120110020100111020 3
Features

Having explored two extreme perspectives in the baselines, we opted for an optimized hybrid learning-based
term extraction. In order to overcome the low coverage of the lexicon-based pattern-matching approach,
we included our lexical resources as two additional features in the feature vector: one feature which informs
on the presence or absence of the word in the languagespeciﬁc combined medical lexicon (MeSH, Taalvlinder
and Ziekenhuis.nl) and a second feature which checks
for the presence or absence of the word in the CELEX
lexicon. Furthermore, we also included morpho-lexical
features, which give information on the focus word itself (word form, lemma and part-of speech information).

4.1

Experimental setup

For the experiments, we again performed 20-fold
cross-validation on the data sets. Since the outcome
of a machine learning experiment can be strongly inﬂuenced by for example the data set used, its internal
class distribution, the information sources and the parameters of the learner (see for example [3] or [6]), we
ran an internal 19-fold cross-validation optimization
loop on the training data for joint feature selection
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Feature Neighbour
weighting weighting
(0,1,2,3,4) (0,1,2,3) k parameter

2 2.0288721872088433
Parameters

Fig. 1: A GA individual with particular values for the
features and the algorithm parameters.
The internal 19-fold cross-validation loop led to the
selection of one optimal individual for each of the 20
test folds. If we consider the predominant feature selection and the informativeness of the selected features
after optimization, the following could be observed for
Dutch and English. Feature selection has mainly led
to ﬁltering out some lemma and POS information of
the surrounding words. For Dutch, the gain ratio values of the remaining selected features show that the
highest value is assigned to the feature which informs
on the presence or absence of the word in the languagespeciﬁc combined medical lexicon consisting of MeSH,
Taalvlinder and Ziekenhuis.nl (information gain=0.1,
gain ratio=0.5). Strangely enough, this feature is completely ﬁltered out in the optimal setting for English.
Further informative features for both languages are the
ones checking for the presence or absence of the word
in the CELEX lexicon, followed by the two trigram
features and the lemma and POS feature of the focus
word.
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4.2

Results on the Hold-out Test Data

Table 6 gives an overview of the performance of the
GA optimized timbl on the three categories. It yields
highly accurate results on the predominant (> 90% of
the instances) popular class. As expected, the lowest
results, i.e. an F-score of 41% for Dutch and 45% for
English, are obtained for the ambiguous, and low frequent (ca. 3% of the instances) scientiﬁc ambig class.
The results on the scientiﬁc class show that a learningbased approach compares favorably to the lexiconbased approach. Both precision and recall scores are
more than 20% higher, whereas the lexicon-based approach suﬀered from low recall scores. Furthermore,
Table 6 shows similar results for both languages, in
contrast to the lexicon-based approach which was not
stable across the two languages.
Prec.

Rec.

F=1

scientiﬁc
scientiﬁc ambig
popular

80.28
61.01
96.24

75.78
36.17
99.01

77.96
45.42
97.61

scientiﬁc
scientiﬁc ambig
popular

83.45
58.81
96.95

77.29
31.64
99.38

80.25
41.14
98.15

English

Dutch

Table 6: Optimized precision, recall and F=1 scores
of timbl on the three classes.
In order to discover regularities in the errors committed by timbl, we also performed a manual error analysis on the “scientiﬁc” class in both languages.

5

Qualitative error analysis

For the manual error analysis, we started from the confusion matrices in Tables 7 and 8, which show similar
tendencies.

English
scientiﬁc
scient. ambig
popular
total
Dutch
scientiﬁc
scient. ambig
popular
total

scient.

scient.
ambig

pop.

total

973
102
209
1284

194
327
383
904

45
107
15,171
15,323

1212
536
15,763
17,511

1099
78
245
1422

178
187
226
591

39
53
14,988
15,080

1316
318
15,459
17,093

Table 7: Confusion matrix showing the number of
words per error class for Dutch and English. Column
labels are referring to manual annotation whereas row
labels refer to system output.
Looking into more detail into the diﬀerent error
classes, a number of observations can be made.
• Popular terms being predicted as scientiﬁc
or scientiﬁc ambiguous: The items belonging
to these classes (1% of all words and 14% of all

English
scientiﬁc
scient. ambig
popular
total
Dutch
scientiﬁc
scient. ambig
popular
total

scient.

scient.
ambig

pop.

total

275
55
146
476

92
73
235
400

42
64
1459
1565

409
192
1840
2441

326
47
186
559

105
44
156
305

38
43
1703
1784

469
134
2045
2648

Table 8: Confusion matrix showing the number of
types (unique words) per error class for Dutch and English.
wrong labels in English) share a number of characteristics. The majority are morphologically more
complex words, such as post-autorisation, animalderived, short-acting, anti-sickness and less frequent words (e.g deﬁciency, cartridges). Another
category are those words that annotators haven’t
labeled as scientiﬁc because they can’t be replaced
by a popular variant, such as acronyms (e.g RH12,
M05) or proper names referring to pharmaceutical companies (e.g GlaxoSmithKline). A possible
solution for this problem would be a postprocessing step that removes scientiﬁc labels for words
occurring in a specialised EPAR lexicon containing frequently used proper names and acronyms.
Another subclass points to real labeling errors,
such as biochemical, chemotherapy, diagnosis, receptor, hypersensitivity). Only a small set of
words reveals real prediction errors, such as blood,
place, active, type and II. A number of these words
form a scientiﬁc term together with the preceding
or following word, which might explain why annotators have sometimes labeled these as scientiﬁc
(e.g type II).
• Mismatch between scientiﬁc and scientiﬁc
ambiguous: Labeling a scientiﬁc word as scientiﬁc ambiguous and vice versa (2% of all words
and 28% of all wrong labels in English) is probably
not as damaging as labeling it as popular. This
hypothesis is conﬁrmed when inspecting the items
of both these classes. Most of the items are real
scientiﬁc terms such as pharmacodynamics, diabetic, glucose, insulin, hypersensitive, schizophrenia, an observation which would probably justify
a merger of the scientiﬁc and scientiﬁc ambiguous
classes.
• Scientiﬁc and scientiﬁc ambiguous terms
being predicted as popular: This error class
is the most problematic one, both quantitatively
(3.5% of all words and 57% of all wrong labels
in English) and qualitatively (given the ﬁnal goal
of this study that consists in replacing scientiﬁc
terms by their popular variant). A large number
of the items belonging to this class are real scientiﬁc terms where our approach fails (e.g. oncology,
dehydration, episcleritis, oestrogen). There are a
number of possible reasons for this failure:
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– The skewed class distribution: as the majority “popular” class covers over 87% of the
instances in our training set, the learned algorithm is biased towards this majority class
label.
– The very limited feature set which does not
always allow for disambiguation: manual inspection of items that are both predicted
correctly and incorrectly (e.g coagulation,
osteoporosis, congestion, dialysis) reveals a
big feature overlap in both cases. This
could be solved by a more exhaustive feature set which incorporates more linguistic
(e.g. chunk) information, morphological information, a full trigram composition, etc. ,
together with a larger and more varied training corpus for achieving better results.
– The limited lexicon: the lexicon feature also
provoques a number of problems that have
already been described in Section 3, which
could partially be solved by the inclusion
of more lexical resources, such as for example MedDRA (Medical Dictionary for Regulatory Activities). The current low added
value of this lexical information might explain that this feature was even ﬁltered out
in the ﬁnal English learning experiment.
– The scope of the scientiﬁc terms: in our
approach we have mainly focussed on isolated words, assuming that multiword terms
would be retrieved implicitely by considering
the local context as an important feature.
The performance on 2-word terms (e.g insulinedependent diabetes, protease inhibitor)
seems reasonable as we haven’t done anything special for these multiword terms (32%
labeled correctly on a total of 115). If we
also take into account the scientiﬁc ambiguous labels, the improvement is considerable
(54% labeled correctly). The ﬁgures for 3and 4-word terms such as body mass index
look much worse. Here, we only retrieve 4
correct instances on a total of 27 terms. This
could be solved by incorporating chunk information in the feature vector and by taking
into account previous decisions into the decision process for a given instance.

6

Concluding Remarks

In this paper, we investigated the presence of scientiﬁc terms in a patient information corpus of EPARs.
Annotation experiments on a parallel corpus of Dutch
and English terms showed that about 10% of the words
in both languages can be labeled as scientiﬁc. In order to assess the complexity of medical term detection
in patient leaﬂets, we experimented with two baseline approaches and an optimized hybrid learning approach. We showed that the learning approach which
relied on a limited number of straightforward features
and which did not use any lexical information outperformed the lexicon-based approach. The hybrid
learner obtained an F-score of about 80% for both lan-
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guages. However, the majority of the errors committed
by the learner involves a false ‘popular’ classiﬁcation
for a scientiﬁc term, which might be due to the small
and imbalanced data set, the rather rudimentary feature set and the low coverage of the existing medical
lexicons. We plan to further investigate each of these
sources of errors. In a next step, we plan the automatic
replacement of these scientiﬁc terms by their popular
alternative and the evaluation of the (improved) readability of the resulting patient information by a balanced patient group.
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Abstract
The identification of cognate word pairs has recently started
to attract the attention of NLP research, but it is still a rather
unexplored area requiring more focused attention. This paper
builds on a purely orthographic approach to this task by
introducing semantic evidence in the form of monolingual
thesauri and corpora to support the identification process. The
proposed method is easily portable between languages and
specialisation domains, since it does not depend on the
availability of parallel texts or extensive knowledge
resources, requiring only monolingual corpora and a bilingual
dictionary encoding correspondences only the core
vocabularies of both languages. Our evaluation of the method
on four different language pairs suggests that the introduction
of semantic evidence in cognate detection helps to
substantially increase the precision of cognate identification.
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1. Introduction

cognates,

orthographic

similarity,

Cognates are words that have similar spelling and meaning
across different languages, such as Bibliothek in German,
bibliothèque in French and biblioteca in Spanish. Cognates
play an important role in many NLP tasks. They account for
a considerable portion of a general vocabulary of a
language; their proportion in specialised domains such as
technical ones is typically very high. Automatic detection of
cognates can prove useful in different multilingual NLP
tasks, due to the fact that orthographic similarity between
cognates, which is relatively easy to recognise, can serve as
indication as to translational equivalence between words,
i.e., knowledge that is otherwise quite hard to come by
automatically. Identification of cognates has already proved
beneficial in tasks such as statistical machine translation
[20, 23], bilingual terminology acquisition [2, 9], and
translation studies [13]. Similar techniques are used for
named entity transliteration [8]. Recognising the need in
accurate and robust methods for automatic cognate
extraction, a considerable amount of recent research efforts
has been focused on the cognate identification problem [1,
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2, 7, 10, 11].
Most of the previous work has been concerned with the
orthographic evidence as to the translational equivalence
between words. In this paper, we attempt to combine
orthographic and semantic evidence on words of different
languages, expecting an improved performance, particularly
in those cases where the use of one kind of evidence alone –
be it orthographic or semantic – does not allow one to
reliably classify a word pair as cognates. The presented
method for cognate identification is relatively easy to adapt
to any new language pair, requiring only that the languages
have a certain similarity in their orthographic systems and
that comparable corpora, a basic bilingual dictionary, and a
list of known cognates for the two languages are available.
The paper is organised as follows. Section 2 deals with
previous work done on the field of cognate recognition,
while Sections 3, 4, and 5 describes in detail the algorithm
used for this study. An evaluation scenario will be drawn in
Section 6, while Section 7 will outline the directions we
intend to take in the next months.

2. Previous Work

So far using spelling similarities between words has been
the traditional approach to cognate recognition. It relies on a
certain measure of spelling similarity such as Edit Distance
[16] that calculates the number of edit operations needed in
order to transform one word into another. ED was used in
[9] to expand a list of English-German cognate words,
which were used as seed pairs for the task of acquiring
translational equivalents from comparable corpora. In [17] it
was used to induce translation lexicons between crossfamily languages via third languages, for then expanding
them to intra-family languages by means of cognate pairs
and cognate distance. The fact that relations between intrafamily languages and a pivot language were established, for
then comparing pivot languages between themselves,
allowed to overcome the need of a specific dictionary for
every single language pair analysed. Another well-known
technique to measure orthographic similarity is the Longest
Common Subsequence Ratio, the ratio between the length
of the longest common subsequence of letters between two
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tokens and the length of the longer one [19]. A range of
other methods have been introduced to deal specifically
with detection of cognates. For example, the method
developed by [5] associates two words by calculating the
number of matching consonants. A number of other
methods to assess orthographic similarity are analysed in
[7], who also addressed the problem of automatic
classification of word pairs as cognates or false friends.
The growing body of work on automatic named entity
transliteration often crosses paths with the research on
cognate recognition, where orthographic similarity between
named entities of different languages is taken to be an
indication that they have the same referents, see e.g. [1,12].
It should be mentioned that while semantic similarity,
alongside with orthographic similarity, is a distinctive
property of cognates, it has not yet been sufficiently
explored for the purposes of cognate detection. One notable
exception is [10], who first highlighted the importance of
genetic cognates by comparing the phonetic similarity of
lexemes with the semantic similarity, approximated as
similarity of the glosses of the two words, both expressed in
English. The combination of phonetic (ALINE) and
semantic modules produce a substantial increase in
performance, even if the phonetic module takes the lion's
share. Another attempt to introduce a semantic weight into
the identification of cognate meaning is [6], who try to
distinguish between the cognate and the false-friend
meaning of partial cognates. They devise a supervised and
semi-supervised method that aim to determine which word
sense (cognate vs. false-friend sense) is present in a
particular occurrence of the word. To do that, they train a
classifier over bag-of-words representations of contexts of a
word’s occurrence. The semi-supervised method consists in
expanding the training sentences by adding unlabelled
examples taken from monolingual or bilingual – by means
of an online translation tool – corpora. Results seem to
suggest that bilingual bootstrapping offers the best
combination for partial cognate sense detection. Thus, while
[10] obtains semantic evidence using a taxonomy, in [6]
semantic similarities are detected with the help of a
parallel/comparable corpora. In this paper, we investigate
the semantic evidence on candidate cognates, modelled by a
combination of a background knowledge in the form of a
semantic taxonomy and co-occurrence statistics extracted
from comparable corpora.

3. Methodology

The procedure for automatic identification of cognates we
adopt consists of two major stages. The first stage involves
the extraction of candidate cognate pairs from comparable
bilingual corpora using orthographic similarity between
words, while the second stage is concerned with the
refinement of the extracted pairs using corpus evidence
about their semantic similarity.
While there may be different ways to combine
orthographic and semantic similarity between words of
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different languages in order to identify them as cognates or
non-cognates, in this paper, for the sake of efficiency, we
opt for a linear combination of the two approaches. The
orthographic module is much faster than the semantic one,
and computing semantic similarities between all possible
word pairs might turn out to be computationally prohibitive.
Therefore our method first computes candidate cognate
pairs using orthographic similarity between words and then
makes a final decision based on their semantic similarity.

4. Orthographic Similarity

In determining orthographically similar word pairs, we
follow [9] and [24] and assume that words in one language
tend to undergo certain regular changes in spelling when
they are being introduced into another language. For
example, the English word computer in Polish became
komputer, reflecting the fact that English c is likely to
become k if an English word with initial c is introduced into
Polish. These orthographic transformation rules can be used
to account for possible differences in spelling between
cognates and extract them with greater accuracy.
Rather than designing such rules by hand, we learn
them from a list of known cognates. Supplied with such a
list, our algorithm first finds edit operations (matches,
substitutions, insertions and deletions) needed to obtain one
cognate from the other, and then extracts the most strongly
associated one, two, and three letter sequences in the two
languages involved in edit operations (for a detailed
description of the algorithm to discover orthographic
transformation rules, see [21]). Table 1 shows some
examples of the rules extracted (the first column shows
rules describing correspondences of English letter
sequences to German ones, the second column shows the
association between the two letter sequences measured as
the chi-square, and the third column gives examples of
cognates that conform to these rules).
Table 1. Example rules extracted from a list of known
English-German cognates
Rule
c/k

Ȥ2
386.87

d/t
ary/är
my/mie

345.69
187.93
187.93

hy/hie

187.93

Examples
abacus-Abakus,
abstractabstrakt
dance-tanzen, drink-trinken
military-militär, sanitary-sanitär
academy-Akademie, economyÖkonomie
apathy-Apathie,
monarchyMonarchie

Before calculating the orthographic similarity between
the words in the pair, we apply them to each possible word
pair that is to substitute relevant letter sequences with their
counterpart in the target language.
To measure orthographic similarity, we use Longest
Common Subsequence Ratio (LCSR). A list of cognates is
then extracted as pairs with greatest orthographic similarity,
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passing a certain threshold such as the top number of most
similar pairs or pairs with similarity greater than a
threshold. A case in point is represented by the EnglishGerman entry “electric/elektrisch”: the original LCSR is
0.7, but if the rules “c/k” and “ic/isch” are previously
applied to the pair, the new LCSR is 1.0.

5. Semantic Similarity

We assume that given a certain semantic similarity measure,
cognates will tend to have high similarity scores, while noncognate low ones. Therefore, we first estimate a threshold
for the similarity score that best separates cognates from
non-cognates on training data of known cognates. The
threshold is then used in the classification of the test data. In
the following sections we examine a number of possibilities
to measure the semantic similarity between words in a pair
of candidate cognates.

5.1 Distributional Similarity

As a growing body of research shows (e.g., [4, 15]),
distributional similarity (DS) is a good approximation of
semantic similarity between words. In fact, since
taxonomies with wide coverage are not always readily
available, semantic similarity can also be modelled via word
co-occurrences in corpora. Every word w j is represented
by the set of words wi1}n with which it co-occurs. For
deriving a representation of

w j , all occurrences of w j and

all words in the context of w j are identified and counted.

ª len c1 , c 2 º
sim LC c1 , c 2 = log «
»
¬ 2 u MAX ¼
Specifically, the distance is computed by counting the
number of nodes in the shortest path between c1 and c2 and
dividing it by twice the maximum depth of the taxonomy.
Wu and Palmer’s [26] measure is based on edge
distance, but also takes into account the most specific node
dominating the two concepts c1 and c2 :

simWP c1 ,c 2 =

where c3 is the maximally specific superclass of c1 and

c2 , d c3 is the depth of c3 (the distance from the root of
the taxonomy), and d c1 and d c2 are the depths of c1
and c2 .
Each word, however, can have one or more meanings –
or rather senses – mapping to different concepts in the
ontology. Using s w to represent the set of concepts in the

taxonomy that are senses of the word w , the word
similarity can be defined as in [22]:

wsim w1 , w2 = max >sim c1 ,c 2

In order to delimit the context of w j , one can either
use a window of a certain size around the word or limit the
context to words appearing in a certain syntactic relation to
w j , such as direct objects of a verb. Once the cooccurrence data is collected, the semantics of w j are
modelled as a vector in an n-dimensional space where n is
the number of words co-occurring with w j and the features
of the vector are the probabilities of the co-occurrences
established from their observed frequencies:

C w j = P w j | wi1 , P w j | wi2 ,} , P w j | win
Semantic similarity between two words is then
operationalised via the distance between their vectors. In
this study, we use skew divergence [15] since it performed
best during pilot tests.

5.2 Taxonomic Similarity

While a number of semantic similarity measures based on
taxonomies exist (see [3] for an overview), in this study we
experiment with two measures. Leacock and Chodorow’s
[14] measure uses the normalised path length between the
two concepts c1 and c2 and is computed as follows:

2 u d c3
d c1 + d c 2

@

c1 , c 2
where c1 ranges over s w1 and c2 ranges over s w2 .

5.3 Measuring Cross-Language Semantic
Similarity

The method described in this paper is based on the
assumption that if two words have similar meanings – and
are therefore cognates – they should be semantically close
to roughly the same set of words in both (or more)
languages; two words which do not have similar meanings –
and are therefore false friends – will not be semantically
close to the same set of words in both or more languages.
The method can be formally described as follows:
S

T

(a) Start with two words ( w , w ) in languages S and

T , ( w S  S, wT  T ).

(b) According to a chosen similarity measure, determine
two sets of

W

T

T
1

N words W S w1S , w2S ,} , wNS

T
2

w , w ,} , w

T
N

and

among unique words in the

comparable corpora, such that w iS is the i-th most
similar word to w

S

T

and wi

is the i-th most similar

Workshop Acquisition and Management of Multilingual Lexicons’2007 - Borovets, Bulgaria

51

T

word to w (the value of N
is chosen
experimentally).
(c) Look up a bilingual dictionary to establish the
correspondences between the two sets of nearest
neighbours. A connection between two neighbours is
made when one of them is listed as a translation of the
other in the dictionary.
(d) Create a collision set between the two sets of
neighbours, adding to it those words that have at least
one translation in the counterpart set.
(e) Calculate a Dice Coefficient ([18], Ch. 8) quantifying
the similarity of the two sets.
English:
wS:

article

French:
wT:

article

WS:

WT:

book
letter
paper
report
work
programme
story
number
word
text

texte
livre
autre
ouvrage
lettre
fois
rapport
oeuvre
programme
dɣclaration

Figure 1. Measuring similarity between two sets of nearest
neighbours in a candidate cognate pair.
Figure 1 illustrates this algorithm: for each of the two
cognates, Eng. article and Fre. article, it shows a set of its
ten most similar words in the respective languages (N=10)
as well as correspondencies between the two sets looked up
in a bilingual dictionary. Since the collision set contains 5
items, the similarity between the two sets, and consequently
the two putative cognates, is calculated as 10/(10+10) = 0.5.

5.4. Combining Distributional and Thesaurus Data

If the pair of cognates /false friends under consideration are
present in a taxonomical thesaurus, computing the semantic
similarity directly from the taxonomy seems to be the best
way forward, since it exploits previously established
semantic relations. On the other hand, the absence of words
in the thesaurus could result in a lower recall, which speaks
for the more robust properties of distributional similarity.
For this reason, we envisaged the possibility of combining
the advantages of both approaches by outlining three
different implementation scenarios:
(a) Distributional similarity alone (DS);
(b) Distributional similarity and taxonomic similarity,
using Leacock and Chodorow's association measure
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(DS+LC): taxonomic similarities are used to build a set
of nearest neighbours, falling back to DS when a word
is not present in the taxonomy (EuroWordNet);
(c) Distributional similarity and taxonomic similarity, using
Wu and Palmer's association measure (DS+WP): the
same as for DS+LC, but using Wu and Palmer's score.

6. Evaluation
6.1 Experimental design

Dictionary. To measure taxonomic similarity between
words of the same language (Section 4.2), we used the
English, French, German, and Spanish noun taxonomies
available in EuroWordNet. In order to measure the crosslanguage similarity between sets of nearest neighbours (see
Section 4.3), we used pairs of equivalents nouns involving
the languages in question extracted from EuroWordNet. If a
certain noun had multiple translations in the opposite
language, a corresponding number of translation pairs were
created, which were treated in the same manner as pairs
created from monosemous nouns, i.e. no special weights
were applied for pairs involving nouns with multiple
translations.
Corpus data. To extract co-occurrence data, we used
the following corpora:
x the Wall Street Journal (1987-89) part of the
AQUAINT corpus for English,
x the Le Monde (1994-96) corpus for French,
x the Tageszeitung (1987-89) corpus for German,
x the EFE (1994-95) corpus for Spanish.
The English and Spanish corpora were processed with
the Connexor FDG parser, French with Xerox Xelda, and
German with Versley’s parser [25].
From the parsed corpora we extracted verb–direct
object dependencies, where the noun was used as the head
of the modifier phrase. Because German compound nouns
typically correspond to multiword noun phrases in the other
three languages, they were split using a heuristic based on
dictionary look-up and only the main element of the
compound was retained (e.g., Exportwirtschaft ‘export
economy’ was transformed into Wirtschaft ‘economy’).
Cognate pairs. The proposed cognate detection
methods were evaluated on word pairs involving four
language pairs: English-French, English-German, EnglishSpanish, and French-Spanish. The word pairs were
extracted from pairs of corpora of corresponding languages
described in Section X. From each pair of corpora, all
unique words were extracted and all possible pairs of words
from the two languages were created. The orthographic
similarity in each pair was measured using LCSR and the
500 most similar pairs were chosen as an evaluation sample.
Each 500 pair sample was manually annotated by a
trained linguist proficient in both languages in terms of two
categories: COGNATES and NON-COGNATES. Thereby, they
were asked to annotate as COGNATES those word pairs
which involved etymologically motivated orthographic
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similarities and were exact or very close translational
equivalents in both languages. Thus, the COGNATES
category included borrowings, i.e. words that have recently
came into one language from another, but excluded such
historical cognates whose meanings have diverged so much
over time that they came to be translationally nonequivalent. The NON-COGNATES category included any
word pair where the meanings of the words were nonequivalent. Table 2 describes the number and the ratio of
COGNATES for each language pair.
Table 2. The proportion of cognates in the samples for
the four language pairs
Language Pair

Cognates

Proportion,
%

English-French

381

76.20

English-German

389

77.80

English-Spanish

370

74.00

French-Spanish

345

69.00

Evaluation measures. As a baseline for cognate detection,
we chose LCSR, one of traditional measures used for this
task. Because one cannot possibly know the number of
cognates contained in a pair of two large corpora, we can
measure the precision of the cognate identification method,
but not its recall. Nonetheless, we would like to form an
idea about advantages and disadvantages that the use of
semantic similarity offers compared to using the
orthographic similarity only, both in terms of precision and
coverage. For that reason, in the following experiments we
will measure the “bounded” recall of the semantic similarity
method that is the proportion of true cognates it identifies
among the true cognates already identified by the
orthographic similarity method. Thus the recall of our
baseline, the orthographic similarity method, is 100% and
its precision is the proportion of cognates in the 500 pair
samples. From the precision and recall figures we calculate
F1 score for the baseline, which amounts to 86.49% for
English-French, 87.52% for English-German, 85.06% for
English-Spanish, and 81.66% for French-Spanish. The goal
of applying the semantic similarity method can thus be
phrased as to increase the precision of cognate recognition
at the expense of losing as little recall as possible, and to
achieve an increase in F1 score.
The evaluation is performed using ten-fold crossvalidation, at each of the 10 runs estimating the similarity
measure threshold on 9/10 of the data and testing it on the
remaining part. The figures reported below are averages,
calculated over the ten runs.

6.2 Results

During the experiments, we varied N, the number of nearest

neighbours (see Section 4.3), between 1 and 150, and the
figures below report results obtained on the most optimal N
for each method to measure semantic similarity. The
threshold on similarity measures used for separating
cognates from non-cognates was estimated in a way to
maximise F1 score for cognates. The results of these
experiments are shown in Table 3 (the results of the method
with the greatest F1 score are shown in bold).
Table 3. Precision, bounded recall, and F1 score after
the application of the semantic similarity method
P

English-French
DS
76.20
DS+LC
77.20
DS+WP
78.30
Baseline
76.20
English-German
DS
77.80
DS+LC
85.83
DS+WP
86.31
Baseline
77.80
English-Spanish
DS
87.3
DS+LC
91.85
DS+WP
97.39
Baseline
74.00
French-Spanish
DS
82.90
DS+LC
86.89
DS+WP
78.03
Baseline
69.00

R

F1

100
99.5
98.9
100

86.49
86.94
87.39
86.49

100
97.94
91.54
100

87.52
91.23
88.85
87.52

88.65
91.62
82.97
100

87.97
91.74
89.61
85.06

95.38
91.29
86.07
100

88.70
89.04
81.85
81.66

These results show that the use of semantic evidence
indeed helps to achieve greater precision of cognate
recognition in comparison with using only orthographic
similarity between words, as well as a greater F1 score: for
all the four language pairs, the precision rate rose by 2% to
18% and F1 score by 0.9% to 7%. For example, on the
English-German data, an increase in precision by 7% and
F1 score by 4% was possible at the expense of only a loss of
2% in recall.
These results also suggest that a good way to measure
the semantic similarity between words within a candidate
pair is to combine DS with the taxonomic one: DS+LC and
DS+WP almost always outperform both the baseline and
DS. There are, however, no considerable differences in the
performance of the two hybrid methods.

7. Conclusions

In this paper we have proposed a new method to combine
orthographic and semantic kinds of evidence in an
algorithm for automatic identification of cognates.
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Evaluating the method on four language pairs, we find that
it indeed makes it possible to increase the accuracy of
cognate identification, achieving greater precision and Fscore rates, however often at the expense of a small
reduction in recall. We compared different ways to model
the semantic similarity between words in a candidate pair,
finding that a method that makes use of monolingual
thesauri in addition to bilingual comparable corpora
produces the best results.

[11] Grzegorz Kondrak and Bonnie J. Dorr. 2004. Identification of
confusable drug names. Proceedings of COLING 2004: 20th
International Conference on Computational LInguistics, 952958.
[12] Alexandre Klementiev and Dan Roth. 2006. Named entity
transliteration and discovery from multilingual comparable
corpora. In HLT-NAACL, pages 82–88.
[13] Sara Laviosa. 2001. Corpus-based Translation Studies:
Theory, Findings, Applications. Rodopi, Amsterdam.

References

[1] Shane Bergsma and Greg Kondrak. 2007. Alignment-Based
Discriminative String Similarity. Proceedings of the 45th
Annual Meeting of the Association of Computational
Linguistics, Prague, Czech Republic, 656-663.

[14] Claudia Leacock and Martin Chodorow. 1998. Combining
local context and WordNet similarity for word sense
identification. In: Christiane Fellbaum. 1998. WordNet: An
Electronic Lexical Database. MIT Press, Cambridge, MA,
265–283.

[2] Chris Brew and David McKelvie. 1996. Word-Pair Extraction
for Lexicography. Proceedings of the Second International
Conference on New Methods in Language Processing, 45-55.

[15] Lillian Lee. 1999. Measures of distributional similarity.
Proceedings of 37th Annual Meeting of the Association for
Computational Linguistics. 25-32.

[3] Alexander Budanitsky and Graeme Hirst. 2001. Semantic
Distance in WordNet: An Experimental, Application-oriented
Evaluation of Five Measures. Proceeding of the Workshop on
WordNet and Other Lexical Resources, North American
Chapter of the Association for Computational Linguistics
(NAACL-2001), Pittsburgh, PA.

[16] Vladimir I. Levenshtein. 1965. Binary codes capable of
correcting deletions, insertions and reversals. Doklady
Akademii Nauk SSSR, 163(4):845-848.

[4] Ido Dagan, Lillian Lee, Fernando Pereira. 1999. Similaritybased models of word co-occurrence probabilities. Machine
Learning, 34(1-3):43-69.
[5] Pernilla Danielsson and Katarina Muehlenbock. 2000. Small
but Efficient: The Misconception of High-Frequency Words
in Scandinavian Translation. Proceedings of the 4th
Conference of the Association for Machine Translation in the
Americas on Envisioning Machine Translation in the
Information Future, 158-168.
[6] Oana Frunza and Diana Inkpen. 2006. Semi-Supervised
Learning of Partial Cognates Using Bilingual Bootstrapping.

㪧㫉㫆㪺㪼㪼㪻㫀㫅㪾㫊㩷 㫆㪽㩷 㫋㪿㪼㩷 㪡㫆㫀㫅㫋㩷 㪚㫆㫅㪽㪼㫉㪼㫅㪺㪼㩷 㫆㪽㩷 㫋㪿㪼㩷 㪠㫅㫋㪼㫉㫅㪸㫋㫀㫆㫅㪸㫃㩷
㪚㫆㫄㫄㫀㫋㫋㪼㪼㩷 㫆㫅㩷 㪚㫆㫄㫇㫌㫋㪸㫋㫀㫆㫅㪸㫃㩷 㪣㫀㫅㪾㫌㫀㫊㫋㫀㪺㫊㩷 㪸㫅㪻㩷 㫋㪿㪼㩷
㪘㫊㫊㫆㪺㫀㪸㫋㫀㫆㫅㩷 㪽㫆㫉㩷 㪚㫆㫄㫇㫌㫋㪸㫋㫀㫆㫅㪸㫃㩷 㪣㫀㫅㪾㫌㫀㫊㫋㫀㪺㫊㪃㩷 㪚㪦㪣㪠㪥㪞㪄㪘㪚㪣㩷
㪉㪇㪇㪍㪃㩷㪪㫐㪻㫅㪼㫐㪃㩷㪘㫌㫊㫋㫉㪸㫃㫀㪸㪅㩷
[7] Diana Inkpen, Oana Frunza and Grzegorz Kondrak. 2005.
Automatic Identification of Cognates and False Friends in
French and English. Proceedings of the International
Conference Recent Advances in Natural Language
Processing, 251-257.
[8] Mehdi M. Kashani, Fred Popowich, and Fatiha Sadat. 2006.
Automatic Transliteration of Proper Nouns from Arabic to
English. The Challenge of Arabic For NLP/MT, 76-84.
[9] Philipp Koehn and Kevin Knight. 2002. Estimating Word
Translation Probabilities From Unrelated Monolingual
Corpora Using the EM Algorithm. Proceedings of the 17th
AAAI conference, 711-715.
[10] Grzegorz Kondrak. 2001. Identifying Cognates by Phonetic
and Semantic Similarity. Proceedings of the 2nd Meeting of
the North American Chapter of the Association o
Computational Linguistics, 103-110.

54

[17] Gideon S. Mann and David Yarowsky. 2001. Multipath
Translation Lexicon Induction via Bridge Languages.
Proceedings of NAACL 2001: 2nd Meeting of the North
American Chapter of the Association for Computational
Linguistics, 151-158.
[18] Christopher D. Manning and Hinrich Schuetze. 1999.
Foundations of Statistical Natural Language Processing. MIT
Press.
[19] I. Dan Melamed. 1999. Bitext Maps and Alignment via
Pattern Recognition. Computational Linguistics, 25(1):107130.
[20] I. Dan Melamed. 2001. Empirical Methods for Exploiting
Parallel Texts. MIT Press, Cambridge, MA.
[21] Andrea Mulloni and Viktor Pekar. 2006. Automatic Detection
of Orthographic Cues for Cognate Recognition. Proceedings
of LREC 2006, 2387-2390.
[22] Philip Resnik. 1999. Semantic Similarity in a Taxonomy: An
Information-Based Measure and its Application to Problems
of Ambiguity in Natural Language. Journal of Artificial
Intelligence Research, (11):95-130.
[23] Michel Simard, George F. Foster and Pierre Isabelle. 1992.
Using Cognates to Align Sentences in Bilingual Corpora.
Proceedings of the 4th International Conference on
Theoretical and Methodological Issues in Machine
Translation, Montreal, Canada, 67-81.
[24] Joerg Tiedemann. 1999. Automatic construction of weighted
string similarity measures. EMNLP-VLC, 213–219.
[25] Yannick Versley. 2005. Parser evaluation across text types.
Proc. the Fourth Workshop on Treebanks and Linguistic
Theories (TLT). Prague, Czech Republic.
[26] Zhibiao Wu and Martha Palmer. 1994. Verb Semantics and
Lexical Selection. Proceedings of the 32nd Annual Meeting of
the Association for Computational Linguistics, Las Cruces,
New Mexico.

Workshop Acquisition and Management of Multilingual Lexicons’2007 - Borovets, Bulgaria

Cognate or False Friend? Ask the Web!
Svetlin Nakov
Soﬁa University
5 James Boucher Blvd.
Soﬁa, Bulgaria
nakov @fmi.uni-soﬁa.bg

Preslav Nakov
Univ. of Cal. Berkeley
EECS, CS division
Berkeley, CA 94720
nakov @cs.berkeley.edu

• Gift means a poison in German, but a present in
English;

Abstract
We propose a novel unsupervised semantic
method for distinguishing cognates from false
friends. The basic intuition is that if two words
are cognates, then most of the words in their
respective local contexts should be translations
of each other. The idea is formalised using the
Web as a corpus, a glossary of known word translations used as cross-linguistic “bridges”, and
the vector space model. Unlike traditional orthographic similarity measures, our method can
easily handle words with identical spelling. The
evaluation on 200 Bulgarian-Russian word pairs
shows this is a very promising approach.

• Prost means cheers in German, but stupid in Bulgarian.
And some examples with a diﬀerent orthography:
• embaraçada means embarrassed in Portuguese,
while embarazada means pregnant in Spanish;
• spenden means to donate in German, but to
spend means to use up or to pay out in English;
• bachelier means a person who passed his bac
exam in French, but in English bachelor means
an unmarried man;

Keywords

• babichka (babiqka) means an old woman in Bulgarian, but babochka (baboqka) is a butterﬂy in
Russian;

Cognates, false friends, semantic similarity, Web as a corpus.
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Introduction

• godina (godina) means a year in Russian, but
godzina is an hour in Polish.

Linguists deﬁne cognates as words derived from a common root. For example, the Electronic Glossary of
Linguistic Terms gives the following deﬁnition [5]:

In the present paper, we describe a novel semantic
approach to distinguishing cognates from false friends.
The paper is organised as follows: Sections 2 explains
the method, section 3 describes the resources, section
4 presents the data set, section 5 describes the experiments, section 6 discusses the results of the evaluation,
and section 7 points to important related work. We
conclude with directions for future work in section 8.

Two words (or other structures) in related
languages are cognate if they come from the
same original word (or other structure). Generally cognates will have similar, though often not identical, phonological and semantic
structures (sounds and meanings). For instance, Latin tu, Spanish tú, Greek sú, German du, and English thou are all cognates; all
mean ‘second person singular’, but they diﬀer
in form and in whether they mean speciﬁcally
‘familiar’ (non-honoriﬁc).

2
2.1

Method
Contextual Web Similarity

We propose an unsupervised algorithm, which given
a Russian word wru and a Bulgarian word wbg to be
compared, measures the semantic similarity between
them using the Web as a corpus and a glossary G
of known Russian-Bulgarian translation pairs, used as
“bridges”. The basic idea is that if two words are
translations, then the words in their respective local
contexts should be translations as well. The idea is formalised using the Web as a corpus, a glossary of known
word translations serving as cross-linguistic “bridges”,
and the vector space model. We measure the semantic
similarity between a Bulgarian and a Russian word,
wbg and wru , by construct corresponding contextual
semantic vectors Vbg and Vru , translating Vru into Bulgarian, and comparing it to Vbg .

Following previous researchers in computational linguistics [4, 22, 25], we adopt a simpliﬁed deﬁnition,
which ignores origin, deﬁning cognates (or true friends)
as words in diﬀerent languages that are translations
and have a similar orthography. Similarly, we deﬁne
false friends as words in diﬀerent languages with similar orthography that are not translations. Here are
some identically-spelled examples of false friends:
• pozor (pozor) means a disgrace in Bulgarian, but
attention in Czech;
• mart (mart) means March in Bulgarian, but a
market in English;
1
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The process of building Vbg , starts with a query
to Google limited to Bulgarian pages for the target
word wbg . We collect the resulting text snippets (up
to 1,000), and we remove all stop words – prepositions, pronouns, conjunctions, interjections and some
adverbs. We then identify the occurrences of wbg , and
we extract three words on either side of it. We ﬁlter
out the words that do not appear on the Bulgarian side
of G. Finally, for each retained word, we calculate the
number of times it has been extracted, thus producing
a frequency vector Vbg . We repeat the procedure for
wru to obtain a Russian frequency vector Vru , which
is then “translated” into Bulgarian by replacing each
Russian word with its translation(s) in G, retaining the
co-occurrence frequencies. In case of multiple Bulgarian translations for some Russian word, we distribute
the corresponding frequency equally among them, and
in case of multiple Russian words with the same Bulgarian translation, we sum up the corresponding frequencies. As a result, we end up with a Bulgarian
vector Vru→bg for the Russian word wru . Finally, we
calculate the semantic similarity between wbg and wru
as the cosine between their corresponding Bulgarian
vectors, Vbg and Vru→bg .

2.2

and gbg on the Web, where gbg immediately precedes
or immediately follows wbg . This number is calculated
using Google page hits as a proxy for bigram frequencies: we issue two exact phrase queries “wbg gbg ” and
“gbg wbg ”, and we sum the corresponding numbers of
page hits. We repeat the same procedure with wru and
gru in order to obtain the values for the corresponding coordinates of the Russian vector Vru . Finally, we
calculate the semantic similarity between wbg and wru
as the cosine between Vbg and Vru .

3

Resources

3.1

Grammatical Resources

We use two monolingual dictionaries for lemmatisation. For Bulgarian, we have a large morphological
dictionary, containing about 1,000,000 wordforms and
70,000 lemmata [29], created at the Linguistic Modeling Department, Institute for Parallel Processing, Bulgarian Academy of Sciences. Each dictionary entry
consists of a wordform, a corresponding lemma, followed by morphological and grammatical information.
There can be multiple entries for the same wordform,
in case of multiple homographs. We also use a large
grammatical dictionary of Russian in the same format, consisting of 1,500,000 wordforms and 100,000
lemmata, based on the Grammatical Dictionary of A.
Zaliznjak [35]. Its electronic version was supplied by
the Computerised fund of Russian language, Institute
of Russian language, Russian Academy of Sciences.

Reverse Context Lookup

The reverse context lookup is a modiﬁcation of the
above algorithm. The original algorithm implicitly assumes that, given a word w, the words in the local
context of w are semantically associated with it, which
is often wrong due to Web-speciﬁc words like home,
site, page, click, link, download, up, down, back, etc.
Since their Bulgarian and Russian equivalents are in
the glossary G, we can get very high similarity for unrelated words. For the same reason, we cannot judge
such navigational words as true/false friends.
The reverse context lookup copes with the problem
as follows: in order to consider w associated with a
word wc from the local context of w, it requires that
w appear in the local context of wc as well1 . More
formally, let #(x, y) be the number of occurrences of x
in the local context of y. The strength of association is
calculated as p(w, wc ) = min{#(w, wc ), #(wc , w)} and
is used in the vector coordinates instead of #(w, wc ),
which is used in the original algorithm.

We built a bilingual glossary using an online RussianBulgarian dictionary3 with 3,982 entries in the following format: a Russian word, an optional grammatical
marker, optional stylistic references, and a list of Bulgarian translation equivalents. First, we removed all
multi-word expressions. Then we combined each Russian word with each of its Bulgarian translations –
due to polysemy/homonymy some words had multiple
translations. As a result, we obtained a glossary G of
4,563 word-word translation pairs (3,794 if we exclude
the stop words).

2.3

3.3

3.2

Web Similarity Using Seed Words

2

Huge Bilingual Glossary

Similarly, we adapted a much larger Bulgarian-Russian
electronic dictionary, transforming it into a bilingual
glossary with 59,583 word-word translation pairs.

For comparison purposes, we also experiment with the
seed words algorithm of Fung&Yee’98 [12], which we
adapt to use the Web. We prepare a small glossary of
300 Russian-Bulgarian word translation pairs, which
is a subset of the glossary used for our contextual Web
similarity algorithm2 . Given a Bulgarian word wbg and
a Russian word wru to compare, we build two vectors,
one Bulgarian (Vbg ) and one Russian (Vru ), both of
size 300, where each coordinate corresponds to a particular glossary entry (gru , gbg ). Therefore, we have a
direct correspondence between the coordinates of Vbg
and Vru . The coordinate value for gbg in Vbg is calculated as the total number of co-occurrences of wbg
1

Bilingual Glossary

4

Data Set

4.1

Overview

Our evaluation data set consists of 200 BulgarianRussian pairs – 100 cognates and 100 false friends. It
has been extracted from two large lists of cognates
and false friends, manually assembled by a linguist
from several monolingual and bilingual dictionaries.
We limited the scope of our evaluation to nouns only.

These contexts are collected using a separate query for wc .
We chose those 300 words from the glossary that occur most
frequently on the Web.

3

http://www.bgru.net/intr/dictionary/

2
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As Table 1 shows, most of the words in our pairs constitute a perfect orthographic match: this is the case
for 79 of the false friends and for 71 of the cognates.
The remaining ones exhibit minor variations, e.g.:

• Absolute falseness: same lemma, same POS,
same number of senses, but diﬀerent meanings for
all senses, e.g. r. est (‘a tin’) and b. est
(‘a gesture’);

• y → i (r. ryba → b. riba, ‘a ﬁsh’);

• Partial lemma falseness: same lemma, same
POS, but diﬀerent number of senses, and diﬀerent
meanings for some senses. For example, the r. bas
(‘bass, voice’) is a cognate of the ﬁrst sense of the
b. bas, ‘bass, voice’, but a false friend of its second
sense ‘a bet’ (the Russian for a bet is pari). On
the other hand, the r. pari is a false friend of the
ﬁrst sense of the b. pari (‘money’); the Russian
for money is dengi. In addition, the b. pari can
also be the plural for the b. para (‘a vapour’),
which translates into Russian as ispareni. This
quite complex example shows that the falseness
is not a symmetric cross-linguistic relation. It is
shown schematically on Figure 1.

•  → e (r. ta → b. eta, ‘a ﬂoor’);
•  → ∅ (r. kost → b. kost, ‘a bone’);
• double consonant → single consonant (r.
programma → b. programa, ‘a programme’);
• etc.

4.2

Discussion

There are two general approaches to testing a statistical hypothesis about a linguistic problem: (1) from the
data to the rules, and (2) from the rules to the data.
In the ﬁrst approach, we need to collect a large number of instances of potential interest and then to ﬁlter
out the bad ones using lexical and grammatical competence, linguistic rules as formulated in grammars and
dictionaries, etc. This direction is from the data to the
rules, and the ﬁnal evaluation is made by a linguist.
The second approach requires to formulate the postulates of the method from a linguistic point of view,
and then to check its consistency on a large volume of
data. Again, the check is done by a linguist, but the
direction is from the rules to the data.
We combined both approaches. We started with two
large lists of cognates and false friends, manually assembled by a linguist from several monolingual and
bilingual dictionaries: Bulgarian [2, 3, 8, 19, 20, 30],
Russian [10], and Bulgarian-Russian [6, 28]. From
these lists, we repeatedly extracted Russian-Bulgarian
word pairs (nouns), cognates and false friends, which
were further checked against our monolingual electronic dictionaries, described in section 3. The process
was repeated until we were able to collect 100 cognates
and 100 false friends.
Given an example pair exhibiting orthographic differences between Bulgarian and Russian, we tested
against our electronic dictionaries the corresponding
letter sequences substitutions. While the four correspondences in section 4.1 have proven incontestable,
other have been found inconsistent. For example, the
correspondence between the Russian -oro- and the
Bulgarian -ra- (e.g. r. goroh → b. grah, ‘peas’), mentioned in many comparative Russian-Bulgarian studies, does not always hold, as it is formulated for root
morphemes only. This correspondence fails in cases
where these strings occur outside the root morpheme
or at morpheme boundaries, e.g. r. plodorodie →
b. plodorodie, ‘fruitfulness, fertility’. We excluded
all examples exhibiting inconsistent orthographic alternations between Bulgarian and Russian.
The linguistic check against the grammatical dictionaries further revealed diﬀerent interactions between
orthography, part-of-speech (POS), grammatical function, and sense, suggesting the following degrees of
falseness:

• Partial wordform falseness: the number of
senses is not relevant, the POS can diﬀer, the
lemmata are diﬀerent, but some wordform of the
lemma in one language is identical to a wordform
of the lemma in the second language. For example, the b. hotel (‘a hotel’) is the same as
the inﬂected form r. hotel (past tense, singular,
masculine of hotet, ‘to want’).
Our list of true and false friends contains only absolute false friends and cognates, excluding any partial
cognates. Note that we should not expect to have a
full identity between all wordforms of the cognates for
a given pair of lemmata, since the rules for inﬂections
are diﬀerent for Bulgarian and Russian.

Fig. 1: Falseness example: double lines link cognates, dotted lines link false friends, and solid lines
link translations.

3
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5

Experiments and Evaluation

In our experiments, we calculate the semantic (or orthographic) similarity between each pair of words from
the data set. We then order the pairs in ascending
order, so that the ones near the top are likely to be
false friends, while those near the bottom are likely
to be cognates. Following Bergsma&Kondrak’07 [4]
and Kondrak&Sherif’06 [18], we measure the quality
of the ranking using 11-point average precision. We
experiment with the following similarity measures:

– reverse:
lookup;

web3 with reverse context

– reverse+tf.idf: web3 with reverse context lookup and tf.idf-weighting;
– combined: web3 with lemmatisation, huge
glossary, and reverse context lookup;
– combined+tf.idf:
tf.idf-weighting.

combined

with

• Baseline
– baseline: random.
• Orthographic Similarity
– medr: minimum edit distance ratio, deﬁned
|MED(s1 ,s2 )|
, where |s|
as medr(s1 ,s2 ) = 1 − max(|s
1 |,|s2 |)
is the length of the string s, and med is the
minimum edit distance or Levenshtein distance [21], calculated as the minimum number of edit operations – insert, replace,
delete – needed to transform s1 into s2 .
For example, the med between b. mlko
(‘milk’) and r. moloko (‘milk’) is two: one
replace operation ( → o) and one insert operation (of o). Therefore we obtain
medr(mlko, moloko) = 1 − 2/6 ≈ 0.667;

– lcsr: longest common subsequence ratio
|LCS(s1 ,s2 )|
[24], deﬁned as lcs(s1 ,s2 ) = max(|s
,
1 |,|s2 |)
where lcs(s1 , s2 ) is the longest common subsequence of s1 and s2 . For example, the
lcs(mlko, moloko) = mlko, and therefore lcsr(mlko, moloko) = 4/6 ≈ 0.667.
• Semantic Similarity
– seed: our implementation and adaptation
of the seed words algorithm of Fung&Yee’98
[12];
– web3: the Web-based similarity algorithm
with the default parameters: local context
size of 3, the smaller bilingual glossary, stop
words ﬁltering, no lemmatisation, no reverse
context lookup, no tf.idf-weighting;
– no-stop:
moval;

web3 without stop words re-

Fig. 2: Evaluation, 11-point average precision.
Comparing web3 with baseline and three old algorithms – lcsr, medr and seed.
First, we compare two semantic similarity measures,
web3 and seed, with the orthographic similarity measures, lcsr and medr, and with baseline; the results are shown on Figure 2. The baseline algorithm
achieves 50% on 11-point average precision, and outperforms the orthographic similarity measures lcsr
and medr, which achieve 45.08% and 44.99%. This is
not surprising since most of our pairs consist of identical words. The semantic similarity measures, seed
and web3 perform much better, achieving 64.74% and
92.05% on 11-point average precision. The huge absolute diﬀerence in performance (almost 30%) between
seed and web3 suggests that building a dynamic set
of textual contexts from which to extract words cooccurring with the target is a much better idea than
using a ﬁxed set of seed words and page hits as a proxy
for Web frequencies.

– web1: web3 with local context size of 1;
– web2: web3 with local context size of 2;
– web4: web3 with local context size of 4;
– web5: web3 with local context size of 5;
– web3+tf.idf: web3 with context size of 1;
– lemma: web3 with lemmatisation;
– lemma+tf.idf: web3 with lemmatisation
and tf.idf-weighting;
– hugedict: web3 with the huge glossary;
– hugedict+tf.idf: web3 with the huge
glossary and tf.idf-weighting;
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Fig. 3: Evaluation, 11-point average precision.
Diﬀerent context sizes; keeping the stop words.
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The remaining experiments try diﬀerent variations
of the contextual Web similarity algorithm web3.
First, we tested the impact of stop words removal. Recall that web3 removes the stop words from the text
snippets returned by Google; therefore, we tried a version of it, no-stop, which keeps them. As Figure 3
shows, this was a bad idea yielding about 28% absolute loss in accuracy – from 92.05% to 63.94%. We also
tried diﬀerent context sizes: 1, 2, 3, 4 and 5. Context
size 3 performed best, but the diﬀerences are small.
We also experimented with diﬀerent modiﬁcations of
web3: using lemmatisation, tf.idf-weighting, reverse
lookup, a bigger glossary, and a combination of them.
The results are shown on Figure 5.
First, we tried lemmatising the words from the snippets using the monolingual grammatical dictionaries
described in section 3.1. We tried both with and without tf.idf-weighting, achieving in either case an improvement of about 2% over web3: as Figure 5 shows,
lemma and lemma+tf.idf yield an 11-point average
precision of 94.00% and 94.17%, respectively.
In our next experiment, we used the thirteen times
larger glossary described in section 3.3, which yielded
an 11-point average precision of 94.37% – an absolute
improvement of 2.3% compared to web3 (Figure 5,
hugedict). Interestingly, when we tried using tf.idfweighting together with this glossary, we achieved only
93.31% (Figure 5, hugedict-tf.idf).
We also tried the reverse context lookup described
in section 2.2, which improved the results by 3.64% to
95.69%. Again, combining it with tf.idf-weighting,
performed worse: 94.58%.
Finally, we tried a combination of web3 with lemmatisation, reverse lookup and the huge glossary,
achieving an 11-point average precision of 95.84%,
which is our best result. Adding tf.idf-weighting to
the combination yielded slightly worse results: 94.23%.
Figure 4 shows the precision-recall curves for lcsr,
seed, web3, and combined. We can see that web3
and combined clearly outperform lcsr and seed.

Fig. 4: Precision-Recall Curve. Comparing web3
with lcsr, seed and combined.

6

Discussion

Ideally, our algorithm would rank ﬁrst all false friends
and only then the cognates. Indeed, in the ranking
produced by combined, the top 75 pairs are false
friends, while the last 48 are cognates; things get
mixed in the middle.
The two lowest-ranked (misplaced) by combined
false friends are vrata (‘a door’ in Bulgarian, but ‘an
entrance’ in Russian) at rank 152, and abiturient
(‘a person who just graduated from a high school’ in
Bulgarian, but ‘a person who just enrolled in an university’ in Russian) at rank 148. These pairs are problematic for our semantic similarity algorithms, since
while the senses diﬀer in Bulgarian and Russian, they
are related – a door is a kind of entrance, and the newly
admitted freshmen in an university are very likely to
have just graduated from a high school.
The highest-ranked (misplaced) by combined cognate is the pair b. gordost / r. gordost (‘pride’) at
position 76. On the Web, this word often appears in
historical and/or cultural contexts, which are nationspeciﬁc. As a result the word’s contexts appear misleadingly diﬀerent in Bulgarian and Russian.
In addition, when querying Google, we only have
access to at most 1,000 top-ranked results. Since
Google’s ranking often prefers commercial sites, travel
agencies, news portals, etc., over books, scientiﬁc articles, forum posts, etc., this introduces a bias on the
kinds of contexts we extract.

7

Related Work

Many researchers have exploited the intuition that
words in two diﬀerent languages with similar or identical spelling are likely to be translations of each other.
Al-Onaizan&al.’99 [1] create improved CzechEnglish word alignments using probable cognates extracted with one of the variations of lcsr [24] described in [34]. Using a variation of that technique,
Kondrak&al.’03 [17] demonstrate improved translation quality for nine European languages.
Koehn&Knight’02 [15] describe several techniques
for inducing translation lexicons. Starting with unrelated German and English corpora, they look for (1)
identical words, (2) cognates, (3) words with similar
frequencies, (4) words with similar meanings, and (5)
words with similar contexts. This is a bootstrapping
process, where new translation pairs are added to the
lexicon at each iteration.
Rapp’95 [31] describes a correlation between the
co-occurrences of words that are translations of each
other. In particular, he shows that if in a text in one
language two words A and B co-occur more often than
expected by chance, then in a text in another language
the translations of A and B are also likely to co-occur
frequently. Based on this observation, he proposes a
model for ﬁnding the most accurate cross-linguistic
mapping between German and English words using
non-parallel corpora. His approach diﬀers from ours
in the similarity measure, the text source, and the addressed problem. In later work on the same problem,
Rapp’99 [32] represents the context of the target word
with four vectors: one for the words immediately pre-
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Fig. 5: Evaluation, 11-point average precision. Diﬀerent improvements of web3.
ceding the target, another one for the ones immediately following the target, and two more for the words
one more word before/after the target.
Fung&Yee’98 [12] extract word-level translations
from non-parallel corpora. They count the number
of sentence-level co-occurrences of the target word
with a ﬁxed set of “seed” words in order to rank
the candidates in a vector-space model using diﬀerent
similarity measures, after normalisation and tf.idfweighting. The process starts with a small initial set
of seed words, which are dynamically augmented as
new translation pairs are identiﬁed. As we have seen
above, an adaptation of this algorithm, seed, yielded
signiﬁcantly worse results compared to web3. Another problem of that algorithm is that for a glossary
of size |G|, it requires 4 × |G| queries, which makes
it too expensive for practical use. We tried another
adaptation: given the words A and B, instead of using the exact phrase queries "A B" and "B A" and then
adding the page hits, to use the page hits for A and
B. This performed even worse.
Diab&Finch’00 [9] present a model for statistical
word-level translation between comparable corpora.
They count the co-occurrences for each pair of words in
each corpus and assign a cross-linguistic mapping between the words in the corpora such that it preserves
the co-occurrences between the words in the source
language as closely as possible to the co-occurrences
of their mappings in the target language.
Zhang&al.’05 [36] present an algorithm that uses a
search engine to improve query translation in order
to carry out cross-lingual information retrieval. They
issue a query for a word in language A and tell the
search engine to return the results only in language
B and expect the possible translations of the query
terms from language A to language B to be found in

the title and summary of returned search results. They
then look for the most frequently occurring word in the
search results and apply tf.idf-weighting.
Finally, there is a lot of research on string similarity that has been applied to cognate identiﬁcation: Ristad&Yianilos’98 [33] and Mann&Yarowsky’01
[22] learn the med weights using a stochastic transducer.
Tiedemann’99 [34] and Mulloni&Pekar’06
[26] learn spelling changes between two languages
for lcsr and for medr respectively. Kondrak’05
[16] proposes longest common preﬁx ratio, and
longest common subsequence formula, which counters lcsr’s preference for short words. Klementiev&Roth’06 [14] and Bergsma&Kondrak’07 [4] propose discriminative frameworks for string similarity.
Rappoport&Levent-Levi’06 [23] learn substring correspondences for cognates, using string-level substitutions method of Brill&Moore’00 [7]. Inkpen&al.’05
[13] compare several orthographic similarity measures.
Frunza&Inkpen’06 [11] disambiguate partial cognates.
While these algorithms can successfully distinguish
cognates from false friends based on orthographic similarity, they do not use semantics and therefore cannot
distinguish between equally spelled cognates and false
friends (with the notable exception of [4], which can
do so in some cases).
Unlike the above-mentioned methods, our approach:
• uses semantic similarity measure – not orthographical or phonetic;
• uses the Web, rather than pre-existing corpora to
extract the local context of the target word when
collecting semantic information about it;
• is applied to a diﬀerent problem: classiﬁcation of
(nearly) identically-spelled false/true friends.
6
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Conclusions and Future Work

We have proposed a novel unsupervised semantic
method for distinguishing cognates from false friends,
based on the intuition that if two words are cognates,
then the words in their local contexts should be translations of each other, and we have demonstrated that
this is a very promising approach.
There are many ways in which we could improve
the proposed algorithm. First, we would like to automatically expand the bilingual glossary with more
word translation pairs using bootstrapping as well as
to combine the method with (language-speciﬁc) orthographic similarity measures, as done in [27]. We also
plan to apply this approach to other language pairs
and to other tasks, e.g. to improving word alignments.
Acknowledgments. We would like to thank the
anonymous reviewers for their useful comments.
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r

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
...
76
77
78
79
80
81
...
97
98
99
100
101
102
103
...
154
155
156
157
158
159
160
161
162
...
185
186
187
188
189
190
191
192
193
194
195
196
197
198
199
200

Candidate (BG/RU)
mufta
bagrene / bagrene
dobitk / dobytok
mraz / mraz
plet / plet
plitka
kuqa
lepka
kaima
niz
geran / geran
pequrka
vatman
koreika
duma
tovar
katran
...
generator
lodka
buket
prah / poroh
vrata
klka
...
dvienie
komptr / kompter
vulkan
godina
but
zapovednik
baba
...
most
zvezda
brat
meqta
druestvo
mlko / moloko
klinika
glina
uqebnik
...
koren / koren
psihologi
qaika
spaln / spaln
masa / massa
benzin
pedagog
teori
brg / bereg
kontrast
sestra
finansi / finansy
srebro / serebro
nauka
flora
krasota

BG sense
gratis
mottle
livestock
chill
hedge
plait
doggish
bur
minced meat
string
draw-well
mushroom
tram-driver
korean
word
load
tar
...
generator
boat
bouquet
dust
door
gossip
...
motion
computer
volcano
year
leg
despot
grandmother
...
bridge
star
brother
dream
association
milk
clinic
clay
textbook
...
root
psychology
gull
bedroom
massage
gasoline
pedagogue
theory
shore
contrast
sister
ﬁnances
silver
science
ﬂora
beauty

RU sense
Sim. Cogn.?
muﬀ
0.0085
no
gaﬀ
0.0130
no
income
0.0143
no
crud
0.0175
no
whip
0.0182
no
tile
0.0272
no
heap
0.0287
no
modeling
0.0301
no
selvage
0.0305
no
bottom
0.0324
no
geranium
0.0374
no
small stove
0.0379
no
whatman
0.0391
no
bacon
0.0396
no
thought
0.0398
no
commodity
0.0402
no
sea-kale
0.0420
no
...
...
...
generator
0.1621
yes
boat
0.1672
yes
bouquet
0.1714
yes
gunpowder
0.1725
no
entrance
0.1743
no
cammock
0.1754
no
...
...
...
motion
0.2023
yes
computer
0.2059
yes
volcano
0.2099
yes
time
0.2101
no
rubble
0.2130
no
reserve
0.2152
no
peasant woman 0.2154
no
...
...
...
bridge
0.3990
yes
star
0.4034
yes
brother
0.4073
yes
dream
0.4090
yes
friendship
0.4133
no
milk
0.4133
yes
clinic
0.4331
yes
clay
0.4361
yes
textbook
0.4458
yes
...
...
...
root
0.5498
yes
psychology
0.5501
yes
gull
0.5531
yes
bedroom
0.5557
yes
massage
0.5623
yes
gasoline
0.6097
yes
pedagogue
0.6459
yes
theory
0.6783
yes
shore
0.6862
yes
contrast
0.7471
yes
sister
0.7637
yes
ﬁnances
0.8017
yes
silver
0.8916
yes
science
0.9028
yes
ﬂora
0.9171
yes
beauty
0.9684
yes
11-point average precision:

P@r
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
...
94.74
93.51
92.31
92.41
92.50
92.59
...
83.51
82.65
81.82
82.00
82.12
82.35
82.52
...
62.99
62.58
62.18
61.78
62.03
61.64
61.25
60.87
60.49
...
54.35
54.05
53.76
53.48
53.19
52.91
52.63
52.36
52.08
51.81
51.55
51.28
50.76
50.51
50.25
50.00
92.05

R@r
1.00
2.00
3.00
4.00
5.00
6.00
7.00
8.00
9.00
10.00
11.00
12.00
13.00
14.00
15.00
16.00
17.00
...
72.00
72.00
72.00
73.00
74.00
75.00
...
81.00
81.00
81.00
82.00
83.00
84.00
85.00
...
97.00
97.00
97.00
97.00
98.00
98.00
98.00
98.00
98.00
...
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00

Table 1: Ranked examples from our data set for web3: Candidate is the candidate to be judged as being
cognate or not, Sim. is the Web similarity score, r is the rank, P@r and R@r are the precision and the recall
for the top r candidates. Cogn.? shows whether the words are cognates or not.
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