INTERNATIONAL WORKSHOP

Computer-Aided
Language Processing (CALP)
held in conjunction with the International Conference
RANLP - 2007, September 27-29, 2007, Borovets, Bulgaria

PROCEEDINGS
Edited by
Constantin Orasan and Sandra Kuebler

Borovets, Bulgaria
30th September 2007

International Workshop
Computer-Aided
Language Processing (CALP)

Proceedings
Borovets, Bulgaria
30th September 2007
ISBN 978-954-452-005-2
Designed and Printed by INCOMA Ltd.
Shoumen, Bulgaria

Organizers
Constantin Orasan, University of Wolverhampton, UK
Sandra Kuebler, Indiana University, USA

Program Committee
Amit Bagga, Ask Jeeves, USA
Kalina Bontcheva, University of Sheffield, UK
Robert Clark, Translution Ltd, UK and Leeds University, UK
Gloria Corpas Pastor, University of Malaga, Spain
Le An Ha, University of Wolverhampton, UK
Catalina Hallett, Open University, UK
Laura Hasler, University of Wolverhampton, UK
Erhard Hinrichs, University of Tuebingen, Germany
Martin Kay, Stanford University, USA
Elina Lagoudaki, Imperial College, UK
Inderjeet Mani, Georgetown University, USA
Patricio Martinez Barco, University of Alicante, Spain
Dalila Mekhaldi, University of Wolverhampton, UK
Andrea Mulloni, Cogito Srl, Italy
Masumi Narita, Tokyo International University, Japan
Matteo Negri, IRST, Italy
Gabor Proszeky, Morphologic, Hungary
Frederique Segond, Rank Xerox, France
Doina Tatar, Babes-Bolyai University, Romania

Introduction
The past years have seen a variety of promising NLP projects but in the vast
majority of real-world applications, fully automatic NLP is still far from
delivering reliable results. As a result, computer-aided methods have emerged
as a practical alternative. In the computer-aided scenario, processing is not
done entirely by computers. Instead, human intervention improves, postedits or validates the output of the computer program.
The aim of the workshop is to bring together researchers working on
Computer-Aided Language Processing (CALP) projects and to provide a
forum for fruitful discussion on related issues and further developments in the
field. Ten paper covering areas such as semi-automatic annotation, ontology
creation, computer-aided summarisation and semi-automatic generation of
multiple questions have been retained for oral presentation. The workshop
also features an invited speaker who will presentation several applications
where computer-aided language processing has proved useful. A round table
will provide researchers working in the area the opportunity to exchange
ideas and shape the future of this field.
We would like to thank the organisers of the Sixth International Conference
on Recent Advances in Natural Language Processing, RANLP 2007, for
hosting this workshop as one of their satellite events. We would also like to
thank the researchers who submitted papers and the members of Programme
Committee for their help in the reviewing process.
We hope you enjoy the workshop,
Sandra Kuebler and Constantin Orasan

TABLE OF CONTENTS
Corina Forăscu, Radu Ion and Dan Tufiş
Semi-Automatic Annotation of the Romanian TimeBank 1.2 ........................................................... 1
Le An Ha
Multiple-Choice Test Item Generation: A Demo .............................................................................. 7
Laura Hasler
From Extracts to Abstracts: Human Summary Production
Operations for Computer-Aided Summarisation ............................................................................ 11
Gerhard B. van Huyssteen, Martin J. Puttkammer, Suléne Pilon and
Handré J. Groenewald
Using Machine Learning to Annotate Data for NLP Tasks Semi-Automatically ........................... 19
Ivan Obradović and Ranka Stanković
Wordnet Development Using a Multifunctional Tool ..................................................................... 25
Davide Picca and Adrian Popescu
Using Wikipedia and Supersense Tagging
for Semi-Automatic Complex Taxonomy Construction .................................................................. 33
Hiroshi Sakaki, Takashi Tanaka and Michihiko Seki
A Language Transfer Procedure where Entire Transformation Process is Conducted
in the Letter String Region ............................................................................................................. 39
Kiril Simov, Petya Osenova, Alexander Simov, Anelia Tincheva, Borislav Kirilov
A System for A Semi-Automatic Ontology Annotation ................................................................... 45
Doina Tătar, Gabriela Şerban, Mihiş Andreea and Rada Mihalcea
Textual Entailment as a Directional Relation ................................................................................ 53
Yannick Versley, Holger Wunsch and Heike Zinsmeister
A Pilot Study on Computer-aided Coreference Annotation ........................................................... 59

Semi-automatic Annotation of the Romanian TimeBank 1.2
Corina Forăscu
Faculty of Computer Science,
Al.I. Cuza University of Iaúi, Romania;
Research Institute for Artificial
Intelligence,
Romanian Academy, Bucharest
16, Gen. Berthelot, Iaúi - 700483
corinfor@info.uaic.ro

Radu Ion
Research Institute for Artificial
Intelligence,
Romanian Academy, Bucharest
13, Calea 13 Septembrie,
radu@racai.ro
Artificial Intelligence,

Abstract
Temporal information is essential in many Natural Language
Processing applications. The paper presents our activities and
research towards obtaining a parallel version, EnglishRomanian, of the TimeBank 1.2. corpus, annotated according
to the TimeML 1.2.1. standard. The automatic import from
English to Romanian can be done automatically for 96.53% of
the temporal markups; it will determine the applicability of
the general temporal theories when used in Romanian. The
parallel corpus will be at the basis of other temporal
processing tools.

Keywords

Temporal information, language processing, lexical alignment,
annotation import.

1. Introduction

The temporal information can be verbalized in natural
language by:
x Time-denoting temporal expressions – references to a
calendar or clock system, expressed by NPs, PPs, or
AdvPs, as in Monday; tomorrow; the next week.
x Event-denoting
temporal
expressions
–
explicit/implicit/vague references to an event;
syntactically they are realized by:
o

sentences – more precisely their syntactic head,
the main verb, as in John listens to the music.

o

noun phrases, as in Israel will delay a military
strike against Iraq.

o

adjectives, predicative clauses or prepositional
phrases.

Recent work in document analysis started focusing on the
temporal information in documents, mainly for their use in
many practical Natural Language Processing (NLP)
applications such as:
x lexicon induction, translation and linguistic
investigation, using very large annotated corpora;
x question answering (questions like “when”, “how
often” or “how long”);
x information extraction or information retrieval;

Dan Tufiú
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x machine translation (translated and normalized
temporal references; mappings between different
behavior of tenses from language to language);
x discourse processing: temporal structure of discourse
and summarization (temporally ordered information,
biographic summaries)
To join this growing interest for temporal information, we
have decided to study the events, time expressions, their
temporally anchoring and ordering when applying general
temporal theories to the Romanian language.
In order to have linguistic evidence of how temporal
information is really used in Romanian, as source of
evidence to inform and substantiate the theory, we have
chosen to use the TimeML 1.2. annotation standard (Saurí
et al., 2006) together with the TimeBank 1.2. corpus, an
English news corpus manually annotated and widely used
in the temporal community (Pustejovsky et al., 2006). The
manual temporal annotation is very time consuming,
expensive (Pustejovsky et al., 2002) and error-prone, hence
it would be useful to use some help or back-up from the
same annotation applied to a parallel text.
While there are many Romanian and parallel linguistic
resources (Cristea, Forăscu, 2006), none supports temporal
annotation and currently, to our knowledge, there are no
software tools to deal with all temporal information in
Romanian texts.
Section 2 gives a brief state of the art in the field of
temporal annotations and information in NL. In section 3
the TimeML standard and the TimeBank corpus are briefly
presented. The next section details the work toward
obtaining the parallel English-Romanian corpus, the preprocessing, alignments and annotation import performed on
it. As the paper presents “work-in-progress”, the last
section presents the conclusions and discusses future plans
with regard to the corpus in order to see how temporal
linguistic theories can be applied to Romanian, and
applications to be developed by using it.

2. Temporal Information in NL

Much of the early work has adopted Allen's 13 temporal
binary relations between time intervals (Allen, 1984), and
has used meaning representations augmented with temporal

Workshop Computer-Aided Language Processing (CALP)’2007 - Borovets, Bulgaria

1

variables: in (Reichenbach, 1947), the verb tenses are
classified according to the ordering of three parameters: the
points of speech, of the event and of reference.

collection of tags intended to explicitly outline the
information about the events reported in a given text, as
well as about their temporal relations.

The work in the temporal annotation area has been
fostered by the Message Understanding Conference, MUC71 of 1998. Main activities connected to temporal
information and different types of temporal annotation
schemes have been developed since then (Mani et al.,
2005). The most used annotation schemes are TIMEX2
(Ferro et al., 2005) and TimeML (Saurí et al., 2006).
TIMEX2 is a component technology in ACE2, conceived to
fill the temporal attributes for extracted relations and
events. TimeML is more complex and it treats unitarily the
temporal aspects of texts, hence it is useful in much more
applications.
The TimeML standard integrates together two
annotation schemes: TIMEX2 and Sheffield STAG (Setzer
2001 – as a first complete mention of STAG3), a finegrained annotation scheme capturing events, times and
temporal relations between them, as well as other emerging
work (Katz and Arosio 2001).
Time corpora and taggers have been created mainly for
English, but French, German, Spanish, Chinese, Arabic and
Korean4 start to become prominent languages in the field.
Regarding the Semantic Web, some significant efforts
have been invested in order to develop ontologies of time,
for expressing the temporal content of web pages and
temporal properties of web pages and web services
(SUMO5, CYC6 among others). DAML-Time ontology
(Hobbs, 2002) is a collaborative effort towards
standardizing the basic topological temporal relations on
instants and intervals, measures of duration, clock and
calendar units, months and years, time and duration stamps,
including temporal aggregates (for the last four years),
deictic time (now) and vague temporal concepts (recently,
soon).
TIMEX2 scheme is compatible with the KSL-Time
ontology7, while TimeML is mapped to the DAML-Time
Ontology (Hobbs and Pustejovsky, 2003), hence advanced
inferential capabilities based on information extracted from
text are better supported.

The TimeML metadata standard marks:
x Events through the tags:

3. TimeML 1.2.1. and TimeBank 1.2.

The TimeML standard has been developed for the purpose
of automatically extracting information about the eventstructure of narrative texts, and has been applied mainly to
English news data. The mark-up language consists of a
1

http://www.itl.nist.gov/iaui/894.02/related_projects/muc/
http://www.nist.gov/speech/tests/ace/index.htm
3
We are grateful to our reviewers for pointing this
4
http://complingone.georgetown.edu/~linguist/

o

EVENT: it indicates situations that happen or occur,
states or circumstances in which something obtains or
holds true: We are waiting for him.

o

MAKEINSTANCE:

it marks how many different
instances or realizations have a given event; the tag
also carries the tense and aspect of the verbdenoted event: He learns twice today.

x temporal anchoring of events through the tags:
o

TIMEX3: it marks: times of a day, dates – calendar
dates or ranges, durations: 15 November; two days.

o

SIGNAL: it marks function words that indicate how
temporal objects are to be related to each other.

x links between events and/or timexes through the tags:
o

TLINK – Temporal Link – indicates 13 types of
temporal relations between two temporal elements
(event-event, event-timex).

o

ALINK – Aspectual Link (of type Initiation,
Culmination, Termination, Continuation) –

marks the relationship between an aspectual event and
its argument event.

o

SLINK – Subordination Link (of type Modal,
Factive, Evidential, Negative) – marks contexts

introducing relations between two events.

The creation of the TimeBank corpus started in 2002
during the TERQAS8 workshop, and it should be
considered preliminary. In (Boguraev, Ando, 2006) it is
shown that the corpus still needs improvements and
reviews. The dimension of the corpus (4715 sentences with
10586 unique lexical units, from a total of 61042 lexical
units) might be too small for robust statistical learning and
the annotation inconsistencies (incomplete or inconsistent
temporal or subordination links, perfectible event
classification, incomplete annotation of the tense and
aspect for some event) require corrections. Now it consists
of 183 news report documents, with XML markups for
document format and structure information, and named
entity recognition (ENAMEX, NUMEX, CARDINAL from
MUC-7), sentence boundary information. TimeBank 1.2. is
temporally annotated according to the TimeML 1.2.1
standard. Some statistics are shown in table 1.

2

5
6

http://ontology.teknowledge.com/rsigma/arch.html#Temporal

http://www.cyc.com/cycdoc/vocab/time-vocab.html
7
http://www.ksl.stanford.edu/ontologies/time/

2

8

http://www.timeml.org/site/terqas/index.html
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Table 1. Statistics on English TimeBank 1.2

TimeML

tags
events
7935
instances
7940
timexes
1414
signals
688
alinks
265
slinks
2932
tlinks
6418
TOTAL
27592
The corpus is distributed through LDC9 (Pustejovsky et al.,
2006) and it can be browsed online10.

4. Towards an English-Romanian
temporal annotated corpus

In the following subsections we detail the main steps
towards the targeted corpus (translation, preprocessing,
alignment, and annotation import) and comment on the
encountered problems and their (possible) solutions.

4.1 Corpus translation

In order to obtain the Romanian version of the raw text in
TimeBank, the corpus was distributed to two Master
students in Computational Linguistics with strong
background in English and Romanian philology and
translation11.
As the next step is the alignment of the English and
Romanian versions of the corpus, a minimal set of
translation recommendations was elaborated, in order not
only to ensure a literal translation - one which keeps as
close as possible to the original version, but also to permit a
best-possible word-alignment process. Some basic
translation principles are the followings:
x The sentences are translated in a 1:1 correspondence,
whenever the language permits it, so that the sentencealignment is directly obtained through translation.
x The translation equivalents have as much as possible
the same part-of-speech; when the English word has a
Romanian cognate (manually – manual), this is used in
translation, and not its Romanian paraphrase (de/cu/la
mână).
x All words are translated and stylistic variations are
avoided, so as not to introduce words or expressions
without an English equivalent.

9

http://www.ldc.upenn.edu/Catalog/CatalogEntry.jsp?catalogId=LD
C2006T08
10
http://www.timeml.org/site/timebank/browser_1.2/index.php
11

The reviewers’ suggestion – to use professional translators –
was our first intention, but impossible to put in practice

x The tense of verbs is mapped onto its corresponding
Romanian one, the modifications being accepted only
on linguistic grounds, but not stylistic.
x The format of the dates, moments of day and numbers
conforms to the norms of written Romanian.
A manual check performed on the parallel corpus allowed
us to detect and correct some lacks and inconsistencies in
the way the translators treated especially the header of the
documents.
In the 4715 sentences (translation units) of the current
version of the corpus there are 65375 lexical tokens,
including punctuation marks, representing 12640 lexical
types.

4.2 Preprocessing the parallel corpus

In order to run the lexical aligner, the English and
Romanian raw texts have to be preprocessed so as to obtain
the corpus in the required format. Thus, the texts are
tokenized, POS-tagged, lemmatized and chunked using the
TTL12 module (Ion, 2007). This module assembles the
bitext in an XML format similar to the XCES one (Ide et
al., 2000). Following, there is a brief description of the
preprocessing operations:
x tokenization: closely follows the MtSeg model
(Armstrong, 1996) dealing with multi-word expressions
and clitic splitting (arătat-o – showed it) by using lists
of those for every language;
x POS tagging: implements the TnT POS tagger (Brants,
2000) enriching it with some heuristics to determine the
part-of-speech of an unknown word (only open-class
words are considered because the grammatical
categories of functional words are thought to be known
for a given language);
x lemmatization: a stochastic process which automatically
learns lemmatization rules from a lexicon containing
triples word form, lemma and POS tag;
x chunking: non-recursive chunks are recognised using a
set of regular expressions defined over sequences of
POS tags: noun phrases, adjectival phrases (the most
beautiful – cea mai frumoasă), adverbial phrases,
prepositional phrases (by David – de David) and verb
complexes (will stay – vor sta).

4.3 Lexical alignment

Because our COWAL combined word alignment software
(Tufiú et al., 2006) is currently under major optimization,
for the work reported here only YAWA, one of the two
word aligners of the COWAL, was used. YAWA is a four
stage lexical aligner13 that uses bilingual translation
lexicons (Tufiú, 2002) and phrase boundaries detection to
12

Tokenizing, Tagging and Lemmatizing free running texts

13

Currently, YAWA only supports Romanian to English lexical
alignment.
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align words of a given bitext. In each of the first three
stages, YAWA adds new links to those already created in
the previous steps, without deleting from the existing ones.
Here is a short description of the alignment stages (all
evaluation scores are computed over the data in the Shared
Task on Word Alignment, Romanian-English track
organized at the ACL2005 (Martin, et al. 2005)):
1. Content words alignment: based on the translation
lexicons, the nouns, verbs, adjective and adverbs are
aligned. After this stage, YAWA has a high precision,
but the recall is improved during the next steps: P =
94.08%, R = 34.99%, F = 51.00%.
2. Inside-Chunks alignment: after a chunk-to-chunk
matching based on the first stage, YAWA uses simple
empirical rules to align the words within the
corresponding chunks; for example a Romanian noun
aligned to an English one preceded by an English
determiner will be also linked to the determiner (the
girl – fata). The evaluation after this step gives P =
89.90%, R = 53.90%, F = 67.40%.
3. Alignment in contiguous sequences of unaligned
words: using the POS-affinities of these unaligned
words and their relative positions, YAWA attempts to
heuristically match them.
4. Correction phase: the wrong links introduced mainly
in stage 3 are now removed.
The current evaluation of YAWA (P = 88.80%, R =
74.83%, F = 81.22%) (Tufiú et al., 2006) shows a
significant improvement over the accuracy reported in
(Martin, et al. 2005). The COWAL combiner of YAWA
and MEBA word aligners was rated the best out of 37
systems participating in the Shared Task, with the
following evaluation scores: P = 87.17%, R = 70.25%, F =
77.80% (Tufiú et al., 2005). As YAWA has already
achieved a very good accuracy it can be successfully used
on its own14.
The automatic alignment performed on the TimeBank
parallel corpus produced 91714 alignments out of which
25346 are NULL-alignments. In order to obtain an optimal
transfer of the temporal annotations from the English
version onto the Romanian one, all the alignments were
manually checked using MTKit (Ceauúu, 2005). We found
that most of the wrong alignments are due to incorrect
tokenization of some numbers and values, incorrect POStagging mainly for Romanian possessive pronouns, English
negations (no, n't, neither) and English adjectives (lower,
higher, smallest).

14

We estimate that when the new COWAL platform will be
finalized, the expected F-measure score will be higher than
85%.
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4.4 Import of the temporal mark-up

The translation of the English part of the TimeBank corpus
followed the sentence XML structure so it was possible to
parse the English corpus and for every sentence XML tag,
to extract its content and replace it with the Romanian
translation. Within a sentence, due to the nature of the
Romanian translations, we can not assume that the word
ordering in English is completely preserved into Romanian
and also that English received a literal (almost word by
word) translation into Romanian. Thus, we need to use the
Romanian to English lexical alignment to transfer the XML
markup from English to Romanian because, otherwise, we
could obtain the Romanian translation in a shuffled form if
the word order was not preserved. The transfer algorithm
goes as follows:
x for every pair of sentences Sro and Sen from the
TimeBank parallel corpus with the Ten English
equivalent sentence (Ten is the same sentence – same
raw text – as Sen with the exception that Ten has the
XML structure that we want to transfer).
x construct a list E of pairs of English text fragments with
sequences of English indexes from Sen and Ten. Due to
the fact that the tokenization of Sen is different from that
of Ten, the list E is needed in order to map English text
fragments from Ten with sequences of indexes from Sen
so as to be able to use the Romanian lexical alignments
which exist relative to these indexes. For instance,
looking at Figures 1 and 2,
E = {<”In the”; 1,2>, <”Philippines”; 3>,

<”, a”; 4,5>, <”four”; 6>, <”year”; 7>,
<”low .”; 8,9>}.
Figure 1 An example of the XML markup transfer from
English to Romanian

x add to every element of E the XML context in which
that text fragment appeared.
For instance, the first element of E, <“In the”;
th
1,2>, appears in the s context and 4 element,
<”four”; 6> appears in 3 contexts: s, TIMEX3, and
CARDINAL. Thus the list E becomes
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{<”In the”; 1,2; s>, <”Philippines”; 3;
s,ENAMEX>, …} (for every tag, its attributes - if
present - are stored).
x construct the list RW of Romanian words along with
Figure 2 The lexical alignment for the
sentences in Figure 1

the transferred XML contexts using E and the lexical
alignment between Sro and Sen. If a word in Sro is not
aligned, the top context for it, namely s, is
considered.
Using the example in Figures 1 and 2, RW =
{<”În”; s>, <”Filipine”; s,ENAMEX>, …}.
x construct the final list R of Romanian text fragments
from RW by conflating adjacent elements of RW that
appear in the same XML context. Output the list in
XML format (Figure 1 - the result of XML markup
transfer).
Table 2 Statistics on the Romanian TimeBank 1.2

TimeML tags
% transfered

events
7703
97.07
instances
7706
97.05
timexes
1356
95.89
signals
668
97.09
alinks
249
93.96
slinks
2831
96.55
tlinks
6122
95.38
TOTAL
26635
96.53
A TimeBank document can be seen as having three parts:
the header, the text and the time and event descriptions
(instances and links between temporal entities). The
transfer procedure is designated for the header and the text
parts only. The time and event descriptions make use of the
EVENT, TIMEX3 and SIGNAL IDs from the first two parts
(see MAKEINSTANCE, ALINK, TLINK and SLINK tags). For
these descriptions the transfer kept only those XML tags
from the English version whose IDs belong to XML
structures that have been transferred to Romanian. In Table

2 there is a statistic of the resulting Romanian TimeBank
corpus in terms of all TimeML transferred markups.

5. Conclusions and Future Work

The research proves that the automatic import of the
temporal annotations from English to Romanian is a worth
doing enterprise with a very high success rate (in our
experiments the transfer success rate was as high as
96.53%). The most important conclusion of the described
work is that, as the manual annotation of the temporal
expressions, events and their links is very time-consuming
and expensive (Pustejovsky et al., 2002), the automatic
transfer of annotations represents a solution, provided a
parallel corpus involving the target language exists, the
source language displays temporal annotation, and
adequate processing tools are available.
In order to reach one of the initial goals – to have an
English-Romanian parallel corpus, temporally annotated in
both languages, as a basis for further researches – the
annotation transfer has to be evaluated by using the
manually corrected markups in the parallel corpus. This
work permits to analyze the situations of perfect transfer
and compare them with those situations in which:
x the temporal annotation transfer has to be done with
some amendments when the temporal constructions in
the two languages are not similar but they can be
transferred using special developed rules, or
x it has to deal with language specific phenomena, such
as the treatment of clitics or the PRO-drop
phenomenon, specific to Romanian but not to English,
x or the transfer can not be performed (although, in our
present corpus we have not identified such a
situation).
This study opens the possibility to decide, based on corpusevidence, how well the temporal theories can be applied to
Romanian. In particular, the grammatical category of
“aspect” of Romanian verbs could be better defined.
The temporal annotations can be used to create lists of
Romanian triggers/non-triggers for specific purposes:
categorization of verbs according to their class; noundenoted and adjective-denoted events; specific temporal
signals and expressions.
The best methods developed until now – machine
learning-based or rule-based – will be studied, in order to
create or adapt a temporal tagger – such as TARSQI
(Verhagen et al., 2005) - for Romanian or even a language
independent one.
The temporal annotated data together with time
ontologies can be further used to represent the temporal
structure of the discourse and its possible relations with
other discourse structures, such as, for example, Rhetorical
Structure (Mann and Thomson, 1987) or Veins Theory
(Cristea et al., 1998; Forăscu et al., 2006).
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The cooperation with specialists in the Natural
Language Processing field will result in developing other
specific applications, using various language and/or web
resources: Reasoning with extracted temporal information,
Temporal Summarization, Temporal Discourse Structure,
Temporal Question-Answering, and Machine Translation.
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Abstract
In this paper, we discuss a demo of an NLP based
multiple-choice test item generation system. As the
methodology behind this system has already been discussed
in several papers ([2], [3]), only practical issues related to
the system will be presented here. We will discuss users’
feedbacks of the initial system, which are then translated
into additional features of the system. Some of these
features, although are not NLP related, will make an NLP
system more user-friendly. We will also present how
Wikipedia is mobilised for the task of distractor selection.
The utilisation of this popular resource would also make it
easy to describe the system to a lay user.

Keywords

Multiple-choice test item generation, NLP user-friendly
interface.

1. Introduction

Multiple-choice test item generation (MCTIG) is a new
NLP application in which an NLP system is used to
generate multiple-choice test items1 automatically. The
items are then presented to users to be post-edited. A
methodology for the automatic generation of multiplechoice test items has been proposed by Mitkov and Ha
(2003). In that work, an NLP engine is used to process
the input texts, extract important terms, construct
questions about those terms, and propose distractors that
are semantically close to the correct answer (term). The
purpose of using semantically close distractors is to
prevent not-so-confident test takers from guessing. An
example of an automatically generated multiple-choice
test item using this methodology is:
What does a prepositional phrase at the
beginning of a sentence constitute?
i.

a modifier that accompanies a noun

ii.

an associated modifier

iii.

an introductory modifier

iv.

a misplaced modifier

This item is derived from the statement “a prepositional
phrase at the beginning of a sentence constitutes an

introductory modifier”2 (Kies 2003). Using Kies’s
textbook of English grammar, the system identifies
introductory modifier as a term, a concept which can be
used to construct questions. After this, the system scans
the textbook for statements suitable for generating
questions (the example sentence beginning with “a
prepositional…” is considered to be suitable). Then a set
of transformation rules will be applied to turn the
statement into a question. An example of these
transformation rules is “SVO -> What does S V?” (S:
subject, V: verb, O: object; these constituents are
identified using a shallow parser), where the correct
answer is O. In the sample sentence, S is a prepositional
phrase at the beginning of a sentence, V is constitutes,
and O is an introductory modifier, thus the question
“What does a prepositional phrase at the beginning of a
sentence constitute?” is formulated. The other three
choices (a modifier that accompanies a noun, an
associated modifier, and a misplaced modifier) are
distractors that the system finds from the text and
considers semantically similar to the correct answer (an
introductory modifier).
The demo system has two phases: processing phase
(Figure 2) and post-editing phase (Figure 3). In the
processing phase, the system accepts a document from a
user, and produce MCTIs from it (as described above). In
the post-editing phase, the user will be able to pick usable
items, and post-edit them further. NLP technologies are
used in both phases.
The MCTIG engine has been subject to several
development circles, and received many feedbacks from
different users. In this paper, we focus on features which
arise from users’ feedbacks. These feedbacks often
concentrate more on the interactivity of the system, and
less on the actual performance of the NLP engine. This
indicates that, perhaps, NLP technologies have been
mature enough for certain NLP tasks, and the task now is
to put these NLP technologies into actual use. It is thus
important to find ways to present the outputs of these
NLP technologies to the end users, so that they can work
with, and benefit from them easily. These, in turn, would
help to improve productivity.
2

1

A multiple-choice test item comprises a question, the correct
answer, and a set of distractors. (In some of our other studies,
we use the term “multiple-choice question”.)

It should be noted that, at the moment, the system is unable to
assess whether or not the statement “a prepositional phrase at
the beginning of a sentence constitutes an introductory
modifier” is a valid statement in terms of content. In other
words, the system assumes that all input sentences are valid.
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This paper is organised as follows: this Section
introduce the MCTIG system, and the types of feedbacks
we received. Section 2 discusses the profiles of users who
have been providing these feedbacks and their different
needs. Section 3 discusses the interaction between users
and the system. Section 4 presents how different outputs
of different NLP technologies are presented to users,
facilitating the dissemination of these technologies. The
paper finishes with conclusion and future developments.
The actual demo will show the system in operation, and
how the features mentioned in this paper function. The
system will accept a document from a user and generate
MCTIs. The user will be able to post-edit the results
using a web-based interface. The post-edited results can
then be exported into XML format. Several screenshots
of the system are shown in this paper.

2. Users

Our users include experts in the development of multiplechoice tests and entrepreneurs who are experienced in
developing specialised software. Two groups of users
have provided two different perspectives for the system.
The experts in multiple-choice tests often ask for features
which are directly related to the generation of an MCQ
item, e.g. the ability to change a distractor, and to edit the
correct answer. The entrepreneurs, on the other hand,
have asked for features which are related to the ability of
the system to interoperate with others (e.g. the ability to
process different document formats, the possibility to
have a web service, or the ability to export the resulted
MCTIs to XML format). We believe that both
perspectives are very important for an NLP system: it is
important to meet the requirement of end-users, who need
to work with the system on a day-to-day basis, as well as
system developers, who need to make sure the system can
interoperate with other systems currently used by the
organisation.

3. Interactivity

According to users’ feedback, interactivity is among the
most important features of the system. This is expected,
as most of human-computer interfaces today are
interactive, and a normal user would expect the same for
an NLP system. Furthermore, interactivity will provide
the users an opportunity to exploit the system more
intuitively. In the developed system, interactivity is
provided to the users in both processing and post-editing
phrases.

3.1 Processing phase (Figure 2)

In processing phase, the system provides users
information about the current status of the system, as well
as the estimated time to the finish. In the web
environment, auto-refresh is used to provide this feature.
After the system finishes generating MCTIs, the results
are shown to users grouped by topics. When the user
moves the mouse over an item, that item will be fully
shown in a tooltip (shown in Figure 2). This allows users
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to have an overall picture of what have been generated by
the system. Clicking on a particular item will send the
user to the post-editing interface.

3.2 Post-editing phase (Figure 3)

In post-editing phase, the system allows users to
post-edit the item interactively. The users can easily edit
the question wordings, and change distractors by ticking
or unticking a distractor. The resulted item will be shown
to the user in a WYSIWYG (What you see is what you
get) manner (e.g. as soon as the user click on a distractor,
the distractor will be shown in the item immediately),
allowing them to review the item at anytime. Definitions
of distractors, when available, will also be shown when
the user moves the cursor over them (see the tooltip
shown in Figure 1).

4. Presenting outputs of different NLP
technologies

Several NLP technologies and resources have been
integrated into the system: parsing, automatic term
extractions, semantic similarity calculation, corpora and
ontologies. In our opinion, presenting these outputs to
end users in an appropriate way is also as challenging as
developing technologies to produce them. For example,
in automatic term extraction, the extracted list of terms is
often sorted according to some scoring function, but to
end users, the list of terms sorted in this way seems to be
difficult to work with. As a result, a more logical way to
present the list of extracted terms will be required. In the
following sections, we discuss how the lists of terms and
distractors are presented to users. We will also discuss the
incorporation of Wikipedia, as a “user-friendly” resource
in this application.

4.1 The list of terms

The list of terms identified by the system is organised into
topics before being presented to users. The topic of a
term is either its head (in the case of a multi-word term),
or its hypernym (in the case of a single-word term). The
list of topics are sorted according to the total frequency of
terms belong to a topic. In this way, the most frequent
topic in a text is shown first. The users’ impression is that
it seems to them that the system is able to identify the
topics of a text, and the first several questions seem to be
plausible. For each individual term, questions which
either contain the term, or have it as the correct answer,
will be shown (Figure 2).

4.2 Distractor list

Although the list of distractors is produced using
semantic similarity calculation, we soon realise that
presenting them in the order of similarity between a
distractor and the correct answer is not the best way. For
an end user, the list ordered by similarity seems to be
difficult to use. Instead, it is indicated that the distractor
list should be sorted alphabetically. In addition, it has also
been suggested that distractor list should also be
presented hierarchically to facilitate the manipulation of
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item difficulty. In order to present distractors
hierarchically, an ontology of the domain should be
obtainable. Figure 1 shows how the distractor list of
“asthma” can be arranged hierarchically.

developed system. We also want to test the system on
different domains, in order to identify strengths and
weaknesses of the system, and improve the system
further.

4.3 Using Wikipedia

6. References

End users may not be familiar with NLP jargons and
resources such as ontology, terminology, corpora, or
BNC. As a result, it is important to employ resources
which are both useful for the system, and familiar to
them, so that they find the system friendlier. During some
development circle, a user submits to the system several
articles from Wikipedia ([4]). As a result, we decided to
exploit Wikipedia in our system, as it would be easier to
explain to users that some of the results are derived from
this resource (as oppose to some other corpora, such as
BNC [1], which may not be as well-known). Currently it
(Wikipedia) is employed in the system as a source of
distractors. Specifically, entries from Wikipedia which
have the same head as the correct answer are used as its
distractors. In this way, the pool of distractors is
widening, enabling the users to have more choices.
Moreover, the inclusion of some distractors which are
obviously wrong can make an MCTI more amusing, and
thus suitable for certain purposes such as TV quizzes3.
For example, for the question “Which bonds are formed
when a hydrogen atom is shared between two
molecules?”, “financial bonds” should be an obviously
wrong answer, yet for certain types of quizzes, this type
of distractors may be still useful.

[1] BNC. 2001. The British National Corpus, version 2 (BNC
World). Distributed by Oxford University Computing
Services on behalf of the BNC Consortium.
[2] Karamanis, N., L. A. Ha, and R. Mitkov. 2006. Generating
Multiple-Choice Test Items from Medical Text: A Pilot
Study. In Proceedings of INLG 2006, Sydney, Australia.
[3] Mitkov, R., L. A. Ha, and N. Karamanis. 2006. A
computer-aided environment for generating multiplechoice test items. Natural Language Engineering 12(2):
177-194.
[4] http://www.wikipedia.org

5. Conclusions and future directions

This paper presents a demo version of an MCTI
generation system. It concentrates on the user’s feedbacks
of the system rather than the technologies employed. The
paper has argued that interactivity is very important for
the users. The paper has also argued that attention should
be paid on how to present NLP technologies to the users
so that they can work with and benefit from them
efficiently. The actual demo will show in detail how the
system functions as well as different features presented in
this paper in action. The system will accept a text
document (in either plaintext or word format), and
produce MCTIs. Users then will be able to post-edit the
generated items, and export them into xml format for
future use.
We intend to make the system more user-friendly, by
integrating it into popular word processing programs such
as Microsoft Word. In this way, a user can see potential
MCTIs generated from a text while compiling it. We also
want to develop a web service, so that the system can also
be easily integrated into other systems.

Figure 1: Distractors arranged hierarchically.

We also want to perform user evaluation, in order to
gain insights into how actual users can benefit from the
3

MCQs used in TV quizzes often include some obviously
wrong distractors.
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Figure 2: Processing phase

Figure 3: Post-editing phase

10

Workshop Computer-Aided Language Processing (CALP)’2007 - Borovets, Bulgaria

From Extracts to Abstracts: Human Summary Production
Operations for Computer-Aided Summarisation
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5.1 Deletion

Deletion    the process of removing a unit from
a certain place in the extract so that it does not appear in
the same place in the abstract     
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 Over the same distance, people use two and a half times more
energy (per kilogram of their bulk) than the average camel.
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5.2 Insertion
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not present in the extract into the abstract  
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unclear whether this theory is serious or a misunderstanding.
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6.1 Replacement

Replacement    the deletion of one unit and the
insertion of a different unit in the same place in the text
          
       
       
     
     reordering  merging 
         
          
       
       
         
    

 The Countryside Commission has just announced an
imaginative scheme for 12 “community forests” on marginal
urban fringe farmland. But the community forests - plus the
Commission's other plan for 100,000 acres of new forest in the
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Midlands, which will also soak up redundant land - together with
new land released for development, THIS will barely scratch the
surface of the problem.
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 Zhanat Carr, a radiation scientist with the WHO in Geneva, the
WHO says admits the 5000 deaths were omitted because the
report was a "political communication tool".
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6.2 Reordering

Reordering    the deletion of a unit from one
place in the extract and its insertion in a different place in
the abstract        
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 In October 1980 Zuccarelli filed a European patent
application, covering nine countries including Britain. … The
cost of pushing a European patent through in nine countries is
around $10000. The cost of application alone is around $2000
and Zuccarelli has already paid an extra $500 for a further stage
of official examination.In October 1980, he filed an
expensive European patent application, covering nine
countries including Britain.
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7.1 Centering Theory for evaluation
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7.2 The evaluation procedure
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7.3 Results and discussion
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Abstract
Developing digital resources is an expensive and timeconsuming endeavour, especially in the case of less-resourced
languages. We developed TurboAnnotate in an attempt to accelerate the annotation of linguistic data by means of bootstrapping linguistic data for machine-learning purposes. The
design and functionality of the tool is given to show how machine learning is used in the annotation process. It is shown
that TurboAnnotate does not only promise to help increase the
accuracy of human annotators, but also to save enormously on
human effort in terms of time.

Keywords

Machine learning, bootstrapping, linguistic data, TurboAnnotate,
Afrikaans, Setswana

1. Introduction

Less-resourced (a.k.a. resource-scarce) languages can generally be defined as "languages for which few digital resources exist; and thus, languages whose computerization
poses unique challenges. [They] are languages with limited
financial, political, and legal resources…" [4] Digital resources are very important for a less-resourced language
with a growing HLT industry, and a useful and effective
way of developing such resources semi-automatically, is by
means of bootstrapping.
However, less-resourced languages also often lack human resources, but this aspect seldom receives the necessary attention in research or discussions. It is often hard to
find computational linguists working on these languages
and therefore the task of annotating training data and training a machine-learning algorithm often falls to linguists or
mother-tongue speakers who are computer literate. Unfortunately, these individuals often lack the necessary skills to
collaborate in the computerization of less-resourced languages.
This lack in skills could cause delays in projects, since
large amounts of data need to be annotated manually because the annotators do not have the necessary skills to use
bootstrapping and engineers are too busy to constantly train
new, improved versions of an application. The manually
annotation process also necessitates extra quality control,
since the large amounts of data being annotated often lead
to annotation errors.

Since South Africa has ten official less-resourced languages, we had to find a way to empower linguists and
mother-tongue speakers with the necessary tools to deliver
high quality annotated data in the shortest possible time.
We conducted interviews with several annotators to determine what they required and then investigated ways to create user-friendly environments (i.e. software with graphical
user interfaces - GUIs) for escalating the annotation of linguistic data by mother-tongue speakers with little or no experience in computational linguistics. We also looked at
ways of automating machine learning and annotation of new
data by means of bootstrapping. Similar approaches include
Abdennadher, et al. [9] who uses bootstrapping to expedite
the annotation of speech data for emotion detection and
Brants and Plaehn [10] who uses Markov Models in a bootstrapping process to annotate syntactic data.
The interface presented here allows users to annotate
data, train a machine-learning algorithm, annotate new data
with the trained algorithm and check the annotated data
manually. All that is required of the user is to click on the
correct buttons. An algorithm is trained and new data is
annotated automatically. The newly annotated data is then
presented to the user who, in turn, can correct mistakes
made by the machine learner.
We developed TurboAnnotate (version 1.0.0) to simplify
the process of creating a machine learning classifier for
NLP tasks. We tested TurboAnnotate by developing hyphenated data for Afrikaans and Setswana as well as data
for an Afrikaans compound analyser. In Section 2 we discuss some general points of departure, based on our requirement analyses. Section 3 describes the system in detail, while Section 4 presents some results. This article concludes with ideas on future implementations.

2. Requirements

Our central point of departure in this project is that, for any
given language, annotators (e.g. linguists, mother-tongue
speakers with a linguistic sensitivity, or student assistants)
are invaluable resources towards the creation of digital resources for that language. Based on our experiences in the
past with less-resourced languages, it is often the case that
such annotators mostly have word processing skills in a
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GUI-based environment, and not necessarily advanced
skills in a computational or programming environment. In
worst cases, annotators sometimes have difficulties with file
management, unzipping, proper encoding of text files, etc.
The aim of this project is thus to maximize their experience,
by enabling them to focus on what they are good at: enriching data with their expert linguistic knowledge, while processes that can aid them in the annotation (i.e. bootstrapping)
and eventually training a machine learner with the annotated data should occur automatically.
In order to determine how we could enable annotators
(i.e. determine end-user requirements) we conducted unstructured interviews with four annotators who are currently
working on some of our data annotation projects (usually
working in simple text editors or spreadsheet programs).
We asked two basic questions: (1) What do you find unpleasant about your work as an annotator?; and (2) What
will make your life as an annotator easier?
All of them find the repetitiveness of annotation work
rather tedious and boring. Although they have a passion for
linguistics and "enjoy working with language", they often
feel "useless" because they do not "see the bigger picture".
Also related to this, is the fact that they do not see results:
"We send our work off to the developers, only to hear
weeks or months later what the results were."
With regard to question (2), the respondents described
their ideal working environment as a "friendly" environment (i.e. GUI-based, and not lists of words) and they prefer to work in chunks, finishing off "bite-sizes of data"
rather than "endless lists". They find it easier and quicker to
correct data (i.e. verification), than to annotate from
scratch. They just want to click or drag: "…no moving
around with arrows, or inserting symbols with difficult
hand-eye-coordination". Reference works (such as Google,
online dictionaries, etc.) need to be readily available – preferably without starting up various other applications. They
also have difficulty with managing their work in terms of
version control, saving, etc.
The above dislikes and preferences were analysed and
rendered into end-user requirements, which steered the design and development of our annotating system, called TurboAnnotate.

3. Using TurboAnnotate

TurboAnnotate is a user-friendly annotating environment
(i.e. tool) for bootstrapping linguistic data for machinelearning purposes, or for manually creating gold standards
or other annotated lists. In as such, the design of TurboAnnotate was inspired by two other annotating tools, viz. DictionaryMaker [8] and Alchemist [1].
DictionaryMaker is a pronunciation dictionary bootstrapping system, allowing "a speaker fluent in the target language to develop a pronunciation dictionary without requiring expert linguistic knowledge or programming expertise"

20

[8]. The backbone of the bootstrapping system is the Default&Refine algorithm, which is used for rule extraction
[6]. Positive results are reported in [7], indicating "[f]or a
10,000 word dictionary, the bootstrapping approach requires 23% of the effort of the manual approach."
Alchemist is a GUI-based tool, designed to create morphological gold standards for text data [3]. While it was
initially conceptualised as a tool to create data for machine
learning purposes, its wider applicability for field linguists
and in teaching was soon realized. In a computational linguistic environment, "Alchemist increases the efficiency of
the human researcher and shortens the time of creating
grammars, interlinear texts, and dictionaries" [3].
Drawing on the experiences of the aforementioned programs, as well as our end-user requirements, we developed
a first version of TurboAnnotate, specifically with the task
of hyphenation and compound analyses for South African
languages in mind.
Essentially, TurboAnnotate implements three steps,
which are next discussed in more detail (see Figure 1).
Figure 1: Simplified workflow of TurboAnnotate
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After a new project has been created, the first step is to create a gold standard – i.e. an independent test set that will be
used for evaluating the performance of classifiers. Note that
an annotator only has to select one file (the data file/base
list); the rest of file management is handled by the tool. A
random list of instances for the gold standard is automatically extracted from a base list (not indicated in Figure 1).
The size of the gold standard is by default set on a
1,000 words, but could be changed under the "Options" tab.
Although this might seem like a relatively small evaluation
set, it was decided to keep it rather small in order to make it
more manageable for annotators. Moreover, an exploratory
experiment with a training set of 42,967 hyphenated Afrikaans words indicated an accuracy of 99.20% on an evaluation set of 2,200 words, and 99.60% accuracy on an evaluation set of 1,000 words. It thus led us to believe that, at least
for the hyphenation task, a gold standard of a 1,000 words
would suffice, without presenting a completely skewed
view of the actual performance of the system.
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3.2.Create training set

Before the bootstrapping process can commence (step 3), a
training set to train a first classifier has to be created. Once
again, based on the annotators request for "bite-sizes of
data", we decided to experiment with very small sets of
training data. The default size is therefore set on 200 words,
which could also be changed under "Options". Data is being stored automatically both in annotated format (together
with the original word-form, in two columns), and in a format suitable for the machine learning system.
The annotation GUI (see Figure 2) is to some extent inspired by Alchemist: the annotator simply drags the mouse
over the part of the word to be annotated, and on release of
the mouse button, the selection changes colour, and an asterisk is inserted after the selection (in the case of data for
hyphenation). Alternatively, there is also an option available to use the keyboard only for annotation. When annotating data for purposes of compound analyses, the user clicks
on a location in the word and presses F8 to insert a plus (+)
to indicate a word boundary, or F9 to insert an underscore
to indicate a valence morpheme. In the "Search" tab (not
shown here), s/he can also search for words in training sets
that have already been annotated.
Figure 2: Screenshot: annotation environment
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The machine learning system that we use in our system is
the well-known Tilburg Memory-Based Learner
(TiMBL;[12]). The choice for TiMBL is based on its wide
success and applicability in the field of natural language
processing, its availability for research purposes, as well as
its relative ease to use. On the down-side, it is widely
known that memory-based machine learning systems perform best with large quantities of data, which is an undesirable characteristic for purposes of developing data for lessresourced languages; however, it will be indicated that, at
least for the tasks of hyphenation and compound analyses,
TiMBL performs quite well, even with little data available.
After a classifier has been trained, it is evaluated against the
complete gold standard to determine its accuracy. For hyphenation and for compound analyses, accuracy is determined on word-level (i.e. all hyphens, or word and morpheme boundaries in a word), and not per correct instance;

however, the user has the option to change this way of
evaluation under the "Option" tab. Simplified results are
displayed in the "Results" tab (not shown here), and the
user has the choice to save data and exit, or to continue with
the annotation process.
The features that are used when training a machine
learning algorithm will be discussed briefly in the following
subsection, after which we will indicate how parameter optimisation is done without any input from the user.

3.2.1. Features

In order to train and test the classifier, all input words are
converted into feature vectors. This is done by splitting the
word into letters and using a shifting window method with a
context of three positions to the left and three to the right.
This means that every instance contains seven values. The
first six values denote the context and the final value indicates the class. In this case, the class is an indication of
whether or not a break is present. In the case of compound
analysis, there are three possible classes: a plus sign indicates a word boundary, an underscore indicates a valence
morpheme and an equals sign indicates that no break is present. The Afrikaans word besigheidsure (business hours)
will be annotated as follows:
besigheid _ s + ure
‘business’ _ ‘valency’ + ‘hours’.
The compound eksamen + lokaal (‘examination room’) is
converted into the feature vectors depicted in Table 1 (using a context of three positions to the left and three to the
right). Note that the equals sign in the context region denotes a missing value, whilst the equals sign in the class
region denotes that no break is present at the current position. Table 1 shows that there should only be a breakpoint
between -men- and -lok- (indicated by “+”). No additional
breaks should be inserted at any position between the other
characters in the word.
Ambiguity in compound boundaries can be divided into
five groups. The first group contains compounds with truly
ambiguous boundaries, e.g. nagaap which can be analysed
as nag + aap (‘night’ + ‘monkey’) or na + gaap (‘after’ +
‘gawk’). Compounds with one correct, lexicalised analysis
and one uncommon analyses fall into the second group. An
example of a compound belonging to this group is wolfrokkie with lexicalised analysis wol + frokkie (‘wool’ + ‘vest’)
and uncommon analysis wolf + rokkie (‘wolf’ + ‘little
dress’). The third group contains stems that can erroneously
be analysed as compounds, e.g. malaria (‘malaria’) which
can be analysed into the words mal (‘crazy’) and aria
(‘aria’). The fourth group of ambiguous compounds are
actually inflectional forms that can erroneously be analysed
into two parts. An example is the derivative brander + tjie
(‘wave’ + ‘DIM’) which can be analysed into the words
brand (‘burn’) + ertjie (‘pea’). The last group contains
derivatives that appear to be compounds, e.g. gunsteling
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(‘favourite’) can be divided into the words guns (‘favour’)
and teling (‘breeding’).
The words belonging to groups two to five should not
be analysed and should pose no problem for the annotators
checking the data. Thus, group one (compounds with more
than one correct and frequently used analysis) is the only
ambiguous group that could be problematic. Since we use
memory based learning to train the classifiers, it is not desirable to have a string with the same features and different
classes, e.g. the third position in the string nagaap (i.e. after
the letter g) cannot have a class ‘+’ and a class ‘=’ for analysing the word as nag + aap and na + gaap respectively.
Therefore, only one of these possible analyses can be included in the data. We decided to give the classifier the
benefit of the doubt in these cases and if it presents the annotator with a correct and acceptable analysis, the analysis
should not be changed. If such a compound is not correctly
analysed, the annotator should analyse the word in the first
manner that comes to mind.
Table 1: Feature vector for eksamenlokaal
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For the task of hyphenation, the same approach is followed,
the only difference being that there are only two classes in
the training data, an asterisk indicating a break and an
equals sign indicating that no break is present. The example
above will be hyphenated as be * sig * heids * u * re.

3.2.2. Parameter optimisation

Large fluctuations in generalization accuracy can be observed when changing parameter settings of memory-based
learning algorithms like TiMBL [11]. One way of finding
the best algorithmic parameter settings is to perform an
exhaustive search throughout all of the valid combinations
of parameter settings. This approach is however mostly not
desirable, as it is computationally expensive and timeconsuming to experiment with all the combinations on the
full dataset.
As an alternative approach to an exhaustive search, Van
den Bosch [2] developed a tool (Paramsearch) that produces combinations of algorithmic parameters that are esti-
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mated to deliver best results. In order to determine the algorithmic parameter combinations that deliver the best performance in applications using machine learning algorithms, we developed and use PSearch. PSearch basically
operates on the same principles as the original Paramsearch,
with the major difference being the way that the sizes of the
training and evaluation sets are generated. In addition,
PSearch supports all of the TiMBL classification algorithms, as well as C4.5 [5]. PSearch is only implemented
after all the data has been annotated, ensuring the best classifier possible for the specific set of training data available
and took 2 hours and 21 minutes using PSearch to complete
on the compound data.

3.3.Verify annotated text

If the annotation GUI was inspired by Alchemist, then this
step was inspired by DictionaryMaker, since it represents
the iterative bootstrapping phase in the design.
New data is sourced from the base list (not shown in
Figure 1), in chunks determined under the "Options" tab
(default is 200 words). This data is automatically annotated
by the trained classifier (created in the previous step), and
presented to the human annotator in the "Annotate" tab.
Next, the annotator has to verify whether the annotated
word is correct by clicking on "Accept". Alternatively, s/he
can correct the input in the same manner as explained before. Verification, compared to annotating from scratch,
seems to have a positive effect on the human effort required
(in terms of time, at least), as well as on the accuracy of the
human annotators – see Table 3 below.
The verified data next serves as training data for developing a subsequent classifier. However, all previously created and verified training sets (i.e. excluding the gold standard) are automatically merged to form one single training
set. The training data for each subsequent classifier is thus
incrementally more, with a predicted increase in accuracy.
TurboAnnotate runs under the Linux environment and
requires Perl 5.8 and Gtk+ 2.10 or later. TiMBL (version
5.1) also needs to be installed, and the bin directory needs
to be added to the PATH environment variable. Source
code is freely available under an open-source license at
http://www.nwu.ac.za/ctext.

4. Evaluation

We evaluate our project in terms of two general criteria; viz.
accuracy, and human effort (in terms of time). All evaluations are done on Afrikaans and Setswana (in the case of
hyphenation), involving four human annotators in total; two
of the annotators are well-experienced in annotating, while
the other two could be considered novices in the field. Our
results and main findings are discussed in the following
subsections.
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4.1. Accuracy

For evaluating our effort, we are interested in two kinds of
accuracy: (1) classifier accuracy (i.e. how accurate is a classifier, and how much data is needed to approach the gold
standard?), and (2) human accuracy (i.e. does TurboAnnotate contribute towards more accurate annotations by human
annotators?). Accuracy is expressed as a percentage of correctly annotated words over the total number of words (either the gold standard, or another portion of data, depending on the evaluation). In all evaluations of classifiers, the
gold standard was excluded as training data.

Annotation
Tool
Text Editor (200
words)
TurboAnnotate
(200 words)

Accuracy
(Hyph)

Time (s)
(Hyph)

Accuracy
(CA)

Time (s)
(CA)

93.25%

1325

91.50%

802

98.34%

1258

94.00%

748

4.2.Human effort

200

Accuracy (Afrikaans)
38.60%

Accuracy
(Setswana)
94.50%

600

54.00%

98.30%

To determine whether TurboAnnotate would be beneficial
in terms of time saved on annotation, we asked two questions: (1) Is it faster to annotate with TurboAnnotate, than
with a text editor?; and if so, (2) What would be the predicted saving on human effort on a large dataset?
From Table 3 it is evident that it is more than 1 minute
faster to annotate 200 words for hyphenation with TurboAnnotate, than with a text editor. On a larger dataset, say of
40,000 words, that would mean a small difference of only
circa 3.5 uninterrupted human hours.

1000

58.30%

98.80%

Table 4: Human effort using TurboAnnotate

2000

68.50%

98.90%

Table 2: Classifier accuracy (Hyphenation)
Training
data

Table 2 clearly shows a huge difference between hyphenation for Afrikaans and Setswana: with only 200 training
words, the Setswana classifier already reaches an accuracy
of 94.50%, while the Afrikaans classifier only reaches
38.60%. This can be ascribed to the highly systematic CVsyllable structure of Setswana, thus proving that hyphenation for Setswana is rather trivial (a rule-based hyphenator
with even less human effort would probably result in even
better accuracy scores). For Afrikaans, however, the improvement is significant: after only 2,000 annotated words,
a human annotator would have to correct only 3 out of
every 10 words, thus promising less human effort towards
the development of a state-of-the-art hyphenator (even more
so when larger training sets will be used).
To determine human accuracy, we created two previously unseen datasets of 200 words each for each language.
The first dataset was annotated by each annotator in an ordinary text editor, by inserting a chosen symbol between
syllables. The second dataset was annotated using TurboAnnotate. For the hyphenation task (Hyph), the mean accuracy of the annotators on the first dataset was 93.25%,
while on the second dataset 98.34% - a difference of more
than 5% (see Table 3). With regards to compound analysis
(CA), the mean accuracy of the annotators was 91.5% on
the first dataset and 94% on the second. While this may
seem insignificant, it could have an important impact when
annotating large datasets for machine learning purposes.
It thus proves that TurboAnnotate could not only ensure
higher accuracy in human annotations, but could also save
on human effort required (at least in the case of Afrikaans).
The latter aspect is discussed in the next section.
Table 3: Comparison of human accuracy & effort

Training
Data

Time (s)
(Hyph)

Time (s)
(CA)

0

1258

748

600

663

614

2000

573

582

If one takes the effect of bootstrapping into consideration, a
different picture arises. In the fourth iteration of the bootstrapping process for hyphenation (i.e. after the classifier
was trained with 600 words), annotation time was measured, as well as after the last iteration (i.e. after the classifier was trained with 2,000 words). Annotators were not
made aware of time measurements, thus not influencing
their focus on accuracy. Table 4 represents the mean results, indicating that the bootstrapping process has a significant positive impact on human effort.
If we extrapolate this to a dataset of 42,967 words then
using TurboAnnotate could save almost 51 uninterrupted
human hours when annotating data for an Afrikaans hyphenator – a saving of almost 68%. In the case of compound analysis, the bootstrapping process in TurboAnnotate
already leads to a saving of more than 9 uninterrupted human hours on a dataset of 40,000 words - a saving of more
than 41%.

5. Conclusion

In this paper, we have presented the design and functionality TurboAnnotate, our free and open-source tool, which is
used for creating gold standards and annotating lexical data
through bootstrapping. We indicated that empowering linguists, mother-tongue speakers and student assistants by
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giving them access to this technique saves a large amount of
valuable time and improves accuracy.
Future work includes extending the tool's capability to
be scaled easily for other lexical annotation tasks, such as
creating lexicons for spelling checkers (by using n-grams
instead of machine learning to predict whether a word is
correctly spelled), and creating data for other forms of morphological analysis. We will also focus on further improving the GUI, as well as a network solution for multi-users.
We will also extend TurboAnnotate through active learning in order to decrease the annotation effort even further.
This will imply the selection of certain training instances to
act as training data in order to optimise prediction accuracy,
rather than relying on random samples.
Instead of TiMBL, we will also experiment with C5.0,
since commercial licenses for the latter is rather affordable,
an aspect that is relevant for the commercial exploitation of
HLTs, especially in developing countries.
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Abstract
In this paper we present a multifunctional tool for
manipulating heterogeneous language resources. The tool
handles electronic dictionaries, wordnets and aligned texts,
and provides for their synchronous use in various tasks. We
focus here on the description of the possibilities this tool
offers in the development of wordnets. Besides the wordnet
module which enables parallel handling of two wordnets,
other modules, such as the module for morphological
dictionaries and the module for aligned texts, as well as
available finite state transducers, can also be used to aid the
user in developing and refining the wordnet.

Keywords
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1. Introduction

The first wordnet, namely the Princeton WordNet (PWN),
or simply WordNet, was conceived in 1985 by George
Miller, a renowned professor of psychology at Princeton
University and his associates from the Cognitive Science
Laboratory. They started to develop PWN as a linguistic
database that maps the way the mind stores and uses
language, namely as some sort of a mental lexicon to be
used in the scope of psycholinguistic research projects [6].
PWN was formalized as a semantic network of concepts,
abstract ideas or mental symbols that denote objects in a
given category or class of entities, interactions, phenomena,
or relationships between them. In PWN, concepts are
lexicalized by one or more synonymous English words
(simple or compound) and represented by a synset, a set of
synonymous English word-sense pairs accompanied by a
definition of the concept. Concepts are interconnected by
various semantic relations, such as hypernym/hyponym
(kind of, e.g. animal/dog) or holonym/meronym (part of,
e.g. hand/finger). As of 2006, this database contains about
150,000 words organized in over 115,000 synsets for a
total of 207,000 word-sense pairs.
Wordnets for other languages followed, developed by
individual teams or through multilingual projects, such as
EuroWordNet, when wordnets for English, Dutch, Italian,
Spanish, French, German, Czech, and Estonian were
developed, based on the Princeton wordnet, and aligned by
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interconnecting synsets representing the same concept in
different languages via an Inter-Lingual-Index (ILI) [14].
This index also gives access to a shared top-ontology that
provides a common semantic framework for all the
languages, while language specific properties are
maintained in the individual wordnets. BalkaNet, a project
aimed at developing wordnets for Bulgarian, Greek,
Romanian, Serbian and Turkish and expanding the Czech
wordnet, followed an approach similar to EuroWordNet
[13]. Namely, BalkaNet wordnets were also developed on
basis of PWN and the top-ontology accepted in
EuroWordNet, and aligned by using ILI.
From a lexicographer’s point of view, the development
of a wordnet, perceived as a specific form of dictionary and
hierarchical thesaurus for a particular language, opens two
critical issues. The first pertains to the organization of the
conceptual network. Simply put, the issue is how to define
the concepts for a particular language and how to establish
links among them? In other words, how to place a concept
in the right position within the wordnet? Once this issue is
resolved, the second issue needs to be tackled. Namely,
how should the concept be lexicalized, namely, how two
select the set of word-sense pairs for the synset that
represents the concept?
Many wordnets approached the first problem by
relying on the conceptual network of PWN as the basis for
development. This approach appeared especially
convenient in cases of aligned multilingual wordnets, such
as EuroWordNet and BalkaNet, since a common
conceptual network substantially alleviated the alignment.
However, within the BalkaNet project the following
questions have often been raised: are concepts
linguistically independent or not, are the lexicalization
patterns for concepts universal, is the structure of PWN
valid for other languages as well, is the set of semantic
relations built in PWN sufficient for all languages [15].
Although the work on the development of specific
wordnets for Balkan languages often pointed to a negative
answer to these questions, this approach has essentially not
been abandoned. However, language specific concepts
were also developed for each particular wordnet, as well as
a set of concepts common to BalkaNet languages and
unknown to PWN [10].
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Once a concept has been accepted and placed within
the conceptual framework of a particular language, the
lexicographer is confronted with the problem of its
lexicalization. Besides selecting the appropriate synonyms,
he/she also needs to provide a gloss, and preferably usage
examples. As synset elements appear as a word-sense pairs
the lexicographer has to assign senses to all chosen words.
It goes without saying that other linguistic resources, such
as electronic dictionaries, bilingual word lists and corpora
can be of invaluable help to the lexicographer in
accomplishing this task.
In this paper we present a multifunctional tool which,
among its other functionalities, serves as an aid in
developing wordnets that offers more possibilities for
resolving the aforementioned problems than other wordnet
development tools.
In the next Section we will give a brief overview of the
best known wordnet development tools. Section 3 outlines
some of the functionalities our tool offers, which are
developed for resources other than wordnets, but which can
be very useful as an aid to the lexicographer in wordnet
development. Section 4 describes the wordnet module of
our tool, and how it operates in conjunction with other
modules in the wordnet development task. A conclusion
follows in Section 5.

2. Wordnet development tools

A number of software tools for wordnets have been
developed in the past decades. As it could have been
expected, the first wordnet browser was developed for
PWN. Its latest version is freely distributed with the
version 2.1 for Windows of the Princeton wordnet,1 while a
web application for PWN browsing is also available.2
Other wordnet tools have been initialized within larger
projects, such as EuroWordNet and BalkaNet, and we will
describe their basic features briefly. However, there are
also many other tools, developed for individual languages,
such as Russian [1].
Polaris, a tool for creating, editing and exporting
wordnets [11], and Periscope, a graphical database viewer
for viewing and exporting wordnets [5] were the two main
tools implemented and used within the EuroWordNet
project. Polaris allows the user to import wordnets from
properly formatted ASCII files, to edit and add relations in
the wordnets and to formulate queries. This tool also makes
it possible to visualize the semantic relations as a treestructure that can directly be edited. Trees and sub-trees
can be expanded, shrunk, and stored as distinct sets of
synsets, which can then be separately manipulated, saved
or loaded. In Polaris, it is also possible to switch between
the wordnets via the ILI, and to match sets of synsets
1

http://wordnet.princeton.edu/obtain

2

http://wordnet.princeton.edu/perl/webwn
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across wordnets. Periscope is a public viewer that can be
used to look at wordnets created by the Polaris tool. It has
some of the functionalities of Polaris, but it cannot be used
for importing or changing wordnets. Although Polaris, a
property of Lernout and Hauspie, can still be licensed
either directly from Lernout and Hauspie or from ELRA,
whereas Periscope is freely distributed,3 the development
of both tools ceased with the termination of EuroWordNet.
Other tools, such as WEI (Web EuroWordNet Interface),
have been developed within the EuroWordNet project [2],
but their further development has also terminated.
Another browser and editor, VisDic, was developed
within the framework of the BalkaNet project and used as
the main tool for building all BalkaNet wordnets [8].
Although VisDic, available for both Linux and Windows
platforms, has been primarily aimed at browsing and
editing wordnets, it has been developed as a more general
tool, namely, as a graphical application for viewing and
editing various types of dictionary databases stored in
XML format. This tool can be configured to handle
simultaneously up to 10 dictionaries, which can be
monolingual or translational dictionaries, but also thesauri
or plain corpora. Thus, VisDic went a step further as a tool
which can do more than just editing and browsing
wordnets. In addition to that, and contrary to the
EuroWordNet tools, the development of VisDic did not
discontinue with the termination of the BalkaNet project.
Although the development of VisDic itself has finished, a
completely new client-server version of this tool,
DEBVisDic, is now being developed [9], and can be
obtained free of charge, subject to registration.4
WS4LR (WorkStation for Lexical Resources), the tool
that we present in this paper builds on the features
developed by previous tools, especially VisDic, when
wordnets are concerned. However, it differs substantially
from other wordnet tools by the simple fact that it has not
been conceived primarily as a wordnet tool, and that
handling wordnets is only one of its functionalities.
Namely, WS4LR is a software tool aimed at manipulating
heterogeneous lexical resources, of which wordnets are just
one type. The tool enables integrated handling of electronic
dictionaries, wordnets, aligned texts and transducers
equally, and has already proved very useful for various
tasks. Although the tool has a module especially developed
for manipulating wordnets, the fact that all other resources
are also at hand, and that they can be exploited
simultaneously with wordnet development, means that the
lexicographer developing the wordnet can get more support
in the tasks he/she is confronted with, than the majority of
wordnet tools can offer.
3

http://www.illc.uva.nl/EuroWordNet/sample.html

4

http://nlp.fi.muni.cz/projekty/visdic/
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3. A Multifunctional Language Resource
Tool
3.1 Motivation

pd WS4LR moduls
WSLR moduls
+ CONVERSION

The Human Language Technology group at the University
of Belgrade has been developing various lexical resources
over quite a long period, reaching a considerable volume to
date. Given the fact that these resources have been
developed for many years, they have naturally been
conceived within different projects and frameworks, both
from the conceptual and the technological point of view.
Although the HLT group made every reasonable effort
to keep the ever growing pool of resources as coherent and
standardized as possible, a certain level of heterogeneity
was inevitable. Hence, due to the growth of the volume of
resources as well as their heterogeneity, there was a rising
need for developing a tool that would facilitate the
maintenance, exploitation and integration of available
resources as well as their further development. Embarking
on this task, the HLT group produced an integrated and
easily adjustable tool, the workstation for language
resources, labeled WS4LR, which greatly enhances the
potentials of manipulating each particular resource as well
as several resources simultaneously. Exploiting the synergy
of various resources, this tool proved very useful in many
HLT tasks, including wordnet development.

3.2 Structure

WS4LR is composed of several modules which perform the
following main functions (Figure 1):
- development and refinement of wordnets, where both
work with a monolingual wordnet and simultaneous usage
of two wordnets for different languages is supported
- management of a system of electronic dictionaries which
consist of morphological dictionaries of lemmas for simple
and compound words, but also of bilingual and
multilingual dictionaries
- manipulation of parallel aligned texts, allowing for
various forms of their presentation and usage
- conversions from different formats such as one character
encoding set to another, or one resource format to another
The tool is developed in C# and operates on the .NET
platform. An important feature of WS4LR is its flexibility
expressed both by the possibility of setting environment
parameters and by the possibility of invoking commandline routines and using external Perl, Awk, and XSLT
scripts. WS4LR functions and their usage are explained in
a printed manual that accompanies the software, as well as
in a concise on-line context sensitive help.
In this section we will briefly describe the WS4LR
functionalities which are not directly related to wordnet
manipulation, but which can be very useful in performing
this task.

+ DICTIONARY MANAGMENT

DICTIONARY MANAGMENT

+ WORDNET DEVELOPMENT
+ EXPLOITATION OF ALIGNED TEXTS

+ Simple words manipulation
+ Compound words management
+ Nooj dictionaries management

WORDNET DEVELOPMENT
+ Manipulation of one or two wordnets
+ Synsets retrievement using various methods
+ Navigation by following hypernym/hyponym relations
+ Copy of synsets with translation support
+ Exchange of information with morphological dictionaries
+ Production of Intex/Unitex graphs
+ Consistency checks on wordnets
(from Use Case View)

Figure 1. The UML diagram showing WS4LR modules

3.3 Dictionary management

The electronic dictionaries that WS4LR manipulates are
monolingual morphological dictionaries, but also a
bilingual word list and a multilingual dictionary of proper
names. However, the main task of this module is to enable
the manipulation of the system of morphological
dictionaries of canonical forms, or lemmas, for both simple
and compound words. Morphological dictionaries are of
great importance for highly inflective languages, such as
the group of Slavic languages. The absence of
morphological information in wordnets has turned out to be
a serious flaw in many applications. Thus the possibility,
offered by WS4LR to simultaneously exploit both
resources proved to be a great advantage in wordnet
development. Given the importance of morphological, but
also bilingual and multilingual dictionaries in wordnet
development, we will now briefly describe the basic
features of the dictionary management module.
The lemma in a morphological dictionary of simple
words has the following format:
lemma.Knnn [+SinSem]*
where lemma is the word form used in traditional
dictionaries, K represents the part of speech (noun, verb,
adjective, etc.), and nnn the inflectional class code of the
lemma, whose characteristics are described by a
corresponding transductor labeled Knnn. A set of optional
tags +SinSem follows, which describe the syntactic,
semantic, derivational and other properties of the lemma.
The format of the lemmas for compound words is more
complex, but it basically relies on the same principles.
The format used in the system of morphological
dictionaries is known as the LADL format [4]. The first
system developed for processing of texts using dictionaries
in LADL format was a system called Intex [12]. Intex uses
dictionaries in combination with regular expressions and
inflectional and morphological finite state transducers
(FSTs) to locate morphological, lexical and syntactic
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patterns, remove ambiguities, and tag simple and
compound words in texts. The text parsing possibilities
offered by regular expressions and FSTs proved also useful
in wordnet development, and we will give some more
details on that in the following section.
Although Intex has been developed for many years and
used by over 80 HLT laboratories, it had a serious
shortcoming. Namely, Intex did not support the processing
of texts in Unicode, and as the usage of this encoding
became more and more frequent, the development of a new
tool that could handle text in Unicode became inevitable.
Building on the functionalities of Intex, but allowing the
processing of texts in Unicode, such a new tool has been
5
developed under the name of NooJ . Another system,
Unitex, based on LADL format and supporting resources in
Unicode has been developed in parallel, and is also
available6.
Since all three systems (Intex, Unitex, and NooJ)
provide for processing of texts on basis of dictionaries, in
combination with regular expressions and FSTs, and each
of them has some useful specific features, the dictionary
management module allows the user to activate the
functions of the Intex, Unitex and/or NooJ system, and
select a list of dictionaries he/she wants to use. As none of
the three systems offers possibilities for managing the
content of dictionaries themselves, the WS4LR dictionary
management module has been developed to enable the
entry, editing and review of lemmas of simple and
compound words, supporting the specific features of all
three solutions. Dictionaries are organized in a modular
fashion, in several sub-dictionaries as separate files. This is
not only important from the practical point of view, since
smaller files are easier to manipulate, but also because of
the fact that in text recognition by Intex/Unitex the usage
of all dictionaries is not always necessary, or even
recommended.
Without going into details of dictionary management,
we will just point out that the dictionary management
module enables the user to modify or delete all the
information attached to a lemma, or the lemma itself, as
well as to add new entries. A new entry can be generated
from scratch or by copying an existing lemma, which in
some cases facilitates the work. The regular expression or a
FST graph describing the inflectional properties of the
selected lemma can be inspected and corrected if found
inadequate.
An important feature of this module is the ability of
retrieving efficiently a subset of lemmas by matching the
lemmas, their part of speech, inflectional class code,
syntactic and semantic markers or their Boolean
combination. For instance, one can look for all the
5

http://www.nooj4nlp.net

6

http://igm.univ-mlv.fr/~unitex/
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dictionary entries starting or ending with a search string.
(Figure 2). The latter is particularly useful when the
inflectional class code of a new lemma is being established,
since this code depends on the lemma ending.

Figure 2. Retrieval of all words starting with “lice”

Given the fact that compound words pose a specific
problem for lexicographers, and that in the wordnet
development task the dictionaries of compound words can
be a valuable resource, we will now very briefly sketch the
handling of dictionaries of compound lemmas.

Figure 3. Form for compound entries

The form for new entries in these dictionaries is more
complex since more information need to be supplied. In the
upper part of the form the information pertaining to the
entry as a whole is displayed or typed, while in the lower
part the information associated to the compound lemma
constituents is entered (Figure 3). For inflected compound
constituents additional information is needed: the lemma,
its inflectional class code, as well as the list of grammatical
categories of the form that appears in the compound
lemma. For example, in the compound crno-beli film (black
and white movie), the lemma for the constituent form beli
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is beo. The form of this adjective in the compound lemma
is inflected in order to agree in gender with the noun film.
As we have already mentioned, WS4LR also handles
bilingual word lists, but also multilingual dictionaries, such
as Prolex, the multilingual dictionary of proper names
based on an ontology built around the conceptual proper
name and its relations [7]. This adds additional
functionality to the integration of lexical resources offered
by WS4LR in various tasks, including wordnet
development.

3.4 Management of aligned parallel texts

Parallel texts, which usually originate from a text in one
language and its translation in another, are often aligned at
a certain level (paragraph, sentence, etc) by matching the
corresponding segments of the original and its translation.
Aligned parallel texts are a valuable lexical resource which
can be used for many HLT tasks, but we also found them
very useful in wordnet development, as we shall illustrate
in the next section.
The WS4LR module for management of aligned
parallel texts uses texts which have previously been aligned
using Xalign as an alignment tool [3]. The module converts
these texts to the Translation Memory eXchange (TMX)
format, which is becoming the standard format for aligned
texts. Figure 4 depicts the form with parameters for TMX
file generation and a part of a TMX document. Needless to
say, the module can use texts that are already in that
format.

character encoding set to another is extremely important for
languages such as Serbian, where two alphabets, Cyrillic
and Latin are equally used. WS4LR enables the
exploitation of language resources both in Cyrillic and
Latin alphabet, as well as in a special encoding, that uses
the ASCII character set and that can be unambiguously
transformed into Serbian Latin or Serbian Cyrillic alphabet.
WS4LR offers to the user the option to apply the
transformation only to a part of the file, such as an XML
file where only the text should be converted while the
XML tags shouldn’t be altered. Similarly, when a
dictionary type file is transformed, only lemmas and word
forms are converted, not the part of speech and
grammatical codes. The user can choose a conversion Perl
or awk script suitable for the specific file type, or produce
his/her own script easily. The module also makes switching
between Intex and Unitex easy. This would otherwise be a
problem since Intex does not support Unicode and Unitex
works only with Unicode.

4. Wordnet management

The wordnet management module supports search of
wordnets, their visualization, as well as their development
and refinement. When this module is activated, the main
form opens with two wordnet windows, thus offering to the
user the possibility to work with one or two wordnets. In
the current version of WS4LR these two wordnets are the
Serbian and English wordnet, but the tool can be easily
adapted for any two wordnets. If the user decides to work
with both wordnets in parallel, he/she can always
synchronize them via the ILI. The main form for wordnet
management also opens a window with a bilingual word
list (Figure 5).

Figure 4. TMX generations parameters and part of the TMX
document

Aligned texts can be visualized in various ways by
choosing the appropriate XSLT stylesheet. Namely, the
user can obtain the aligned texts in HTML format, but also
in textual, XML, tabular or TMX format.

3.5 Conversion

The conversion module is important since it adds to the
flexibility of resources exploitation. Conversion from one

Figure 5. Main form for wordnet management

4.1 Search, visualization and modification

The search of wordnets can be performed in several ways,
and the user can always choose whether he/she wants to
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search just one wordnet or both of them. Namely, synsets
can be retrieved from wordnets into the two available
wordnet windows using various methods, from simple
string matching to complex Xpath expressions. The user
can, for example, specify one or two strings, depending on
whether he/she wants to search one or both wordnets for
synsets containing words that match the string(s). The user
can also specify whether he/she wants an exact match or
not, and in the latter case the system will retrieve not only
all synsets with words matching the search string(s), but
also those that contain words which contain the specified
string(s) as their part. On the other hand, the user can use
an Xpath expression to retrieve synsets on basis of various
other criteria, such as the domain synsets belong to. Thus,
for instance, by means of the Xpath expression:
“//SYNSET[DOMAIN='geology']”
the user can retrieve all synsets from the wordnet that
belong to the domain of geology, or more precisely, that
contain the XML tag <DOMAIN> with the content
“geology”. WS4LR offers predefined Xpath expressions,
but the user can also define these expressions him/herself.
Once the user has retrieved the synsets of interest from
the wordnet, he/she can now proceed to their modification
or generation of new synsets. Every retrieved synset can be
visualized in various forms: as text, XML or
hypernym/hyponym
tree
(Figure
6).
In
the
hypernym/hyponym view, the user can easily navigate
through its hypernym/hyponym tree and proceed to further
modifications of synsets. There is also an edit view for the
synset which allows the user to modify the synset contents:
words-sense pairs, definition, usage, but also other
properties, such as semantic relations to other synsets
(Figure 7).

Figure 6. The hypernym/hyponym view of a synset
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Figure 7. The edit view of a synset

4.2 Adding new synsets

WS4LR allows for adding of new synsets to wordnets
using predefined forms. As we have noted previously the
two main problems is how to place the synset in the
conceptual network, and how to select the appropriate
word-sense pairs to represent the concept of the synset.
With a particular concept in mind, one approach of the
lexicographer to the solution of the first problem would be
an inspection of the part of the wordnet where he/she
believes a hypernym of the new synset might be found, and
if an appropriate hypernym is found, placing the new
synset as its hyponym. In order to find such a hyponym the
search possibilities offered by WS4LR could be exploited,
as well as the possibility of navigation through the
hypernym/hyponym tree.
Another, more frequently used option is to exploit the
possibility of working simultaneously with two wordnets.
Namely, as we have already pointed the majority of
wordnets tend to be aligned with PWN. Thus, if the
wordnet that is being developed is used in parallel with
PWN, then the lexicographer might first attempt to identify
the English synset that corresponds to the concept he/she
wants to add to the wordnet. The available bilingual word
list can help the user locate the candidate PWN synsets by
typing the words in Serbian that denote the concept he/she
has in mind, and retrieving all synsets containing the
corresponding English words from the bilingual list. This
procedure is fully automated in WS4LR.

Workshop Computer-Aided Language Processing (CALP)’2007 - Borovets, Bulgaria

If the corresponding synset in PWN is found, the new
Serbian synset can easily be inserted in the appropriate
place in the wordnet using the WS4LR option “Create
synset in the other language”. This option creates a copy of
the PWN synset in the Serbian wordnet, and if necessary, it
also creates copies of all its missing hypernyms, to prevent
the new synset of becoming a “dangling” synset. Once a
copy of a synset is created the user has to make the
necessary modifications: its definition, usage examples,
and above all, the synonymous word-sense pairs denoting
the concept this synset relates to. As we noted before, the
two wordnets are presently the Serbian and English
wordnet, but they can be any two wordnets, and the new
synset can be created by aligning the wordnet that is being
developed with some other wordnet, which is not
necessarily PWN. This could be the case, for example,
when new synsets are defined for concepts not recognized
in PWN but which exist in other wordnets, such as Balkan
specific concepts.
WS4LR also offers substantial aid in solving the
second task, namely, the selection of synonymous words
for the synset, and the assignment of meanings to these
words. Although it is reasonable to assume that the
wordnet developer has a pretty good idea of the candidate
words for the synset of the concept he/she wants to add to
the wordnet, it is also possible that he/she might neglect
some of them. As the simplest and most straightforward aid
the bilingual wordlist can be used. Words from the source
(English) synset can be matched with words in the target
language as probable candidates. The multilingual
dictionary Prolex could be used in a similar manner.

for the target synset. Then, if a highlighted word found in
the text in English does not have a highlighted match in the
text in the target language, the lexicographer should inspect
the sentence in the target language for a possible match,
which would then be a new candidate for the synset.
Once the user has rounded all the candidate words for
the synset he/she might be in doubt whether one or more
words properly fit into the synset. In that case the user
might want to observe these words within a context, which
can be done by searching a corpus for these words and
obtaining concordances. By getting the occurrences of the
words within the context, the user will be able to make a
better assessment whether they are really appropriate or
not. In WS4LR this can be realized by creating a regular
expression or FST graph from one or more words, and
using it to search a text in the target language (Figure 9).
In the case when the user is working on a particular set
of synsets, e.g. on adding concepts to a certain domain,
he/she might find it useful to retrieve all PWN synsets from
that domain by means of an Xpath expression and then
using the wordnet module option “Match by ID” which
matches synsets in the source and target wordnet via the
ILI. This options indicates which PWN synsets have a
match in the target language, regardless of the fact whether
these target language synsets have previously been
retrieved from the wordnet by the user or not, and which
PWN synsets do not have a match. The latter are obviously
candidates for new synsets in the target language.

Figure 9. Concordances obtained by searching a text with a
regular expression

Figure 8. Aligned texts with highlighted words

Another, more complex option is to use aligned texts.
If PWN is used for the source synset, then the language of
one of the parallel texts must be English. Namely, WS4LR
allows the user to search aligned texts using words from
both parallel texts. All of the words found in both texts will
be highlighted (in blue color) (Figure 8). A lexicographer
can use this option to extract possible candidate words for a
synset by searching aligned texts with words from the
original PWN synset and words he/she has already selected

The WS4LR wordnet module also performs various
consistency checks on wordnets. For example, when word
senses are in question, WS4LR provides information of the
senses that have already been used for a word, so the user
can assign a sense tag that has not previously been
assigned, thus preventing duplicate word-sense pairs. The
wordnet module can also detect dangling relations, and the
use of the same word in a hypernym/hyponym pair, which
is not allowed.
Morphological dictionaries extend the search
possibilities within WS4LR by enabling searches with all
inflected forms of the words, as can be observed on
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wordnet related searches depicted on Figures 8 and 9. This
is of great importance in the case of highly inflective
languages, such as Serbian. The possibility of performing
the searches in aligned and monolingual texts using all
inflective forms, greatly improves the recall and thus the
usability of their results.
Finally, we should note that WS4LR enables the
enrichment of synsets with morphosyntactic information
from morphological dictionaries. The tool can search for all
synset words in morphological dictionaries of simple or
compound lemmas, retrieve their inflectional class codes,
and assign them to synset words using the <LNOTE> XML
tag. If more lemmas of the same form exist, they are all
offered to the user to choose the appropriate one. The
missing morphosyntactic information can thus be added to
wordnets.

5. Conclusion

Wordnet refinement and development described in this
paper relies on WS4LR, a multifunctional tool that
integrates diverse language resources and is thus more
powerful than the majority of other wordnet tools. The
desktop version of WS4LR is fully operational and is
already being used as the main tool for developing
resources in Serbian, including the Serbian wordnet, but its
commercial applications have not yet been considered.
Although a systematic evaluation of WS4LR has not been
performed, there have already been several enhancements
of the tool on basis of user feedback. Such enhancements
include specific search mechanisms and mechanisms for
extraction of groups of synsets on basis of various criteria.
The HLT group is now working on porting the most
important functions of WS4LR on the web. The ambition
of the HLT group is to make a full-scale web version of
this tool which would, among other things, enable its usage
in wordnet development by several lexicographers
concurrently, with all the possibilities the desktop version
now offers. Presently, some of the WS4LR functions are
available on the web for searches based on morphological
(using dictionaries) semantic (using wordnets) and
multilingual (using aligned multilingual wordnets)
expansions of the initial query.
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1

Introduction

In the Semantic Web paradigm it is required to provide a structured view of the unstructured information expressed in texts. For instance, ontologies, an
explicit representation of the knowledge shared by a
community, represent a way of organizing domain related knowledge.
When one seeks to deﬁne a well-structured taxonomy, it is necessary to specify a set of classes and subclasses in an unambiguous way. In order to be more
formal, we use the FCA formalism [12] to explain. In
fact, as well formalized in [12] a triple
K := (G, M, I)

(1)

consisting of two sets G and M and a binary relation
I ∈ GXM is called formal context. The elements in
G are called objects and those in M attributes and I
is the incidence of the context. So a formal concept in
a formal context K is a duality relationship between
a subset of objects denoted by A and a subset of attributes denoted by B where all attributes common

to objects in A (intent) and all objects common to
attributes in B (extent) must be the same. This duality relationship is given by: A taxonomy is often
arranged in a hierarchical order based on a ≤ relation between concepts. A concept (A1 , B1 ) is a subconcept of a concept (A2 , B2 ) if A1 ⊆ A2 or B2 ⊆ B1 .
Correspondingly, (A2 , B2 ) is a superconcept of (A1 , B1 ,
hence (A1 , B1 ) ≤ (A2 , B2 ). Taxonomy maps an ordering from the most general to the most speciﬁc concept,
top to bottom. The top most concept is called the
supremum and the bottom most concept is called the
inﬁmum. First we try to automatically populate the
“class” category which deﬁnes a group of individuals
sharing some high-level properties (intent). For example, the class Person includes all human entities without speciﬁc distinctions. In order to be more precise,
“classes” can be organized in a more speciﬁc hierarchy
using “subClassOf”[18]. So a subclass is a speciﬁcation
of the more general category “class”. Hence, we try to
deﬁne a partial order lattice. For example, the class
Professor could be stated to be a subclass of the class
Person. Finally the category “individual” deﬁnes instances of classes. For example, Albert Einstein is an
instance of the subclass Professor. In this paper we
explore the possibility of combining the use of a semistructured resource, Wikipedia, and an open-domain
supersense tagger for automating the acquisition of a
conceptual hierarchy following this structure. Subsequently these tagged categories can be easily exploited
for semi-automatically building a domain-oriented ontology (section 8). Our method is based on a combination of two basic approaches: (i) Super Sense Tagging
(SST) and (ii) Wikipedia categories exploiting. We
adopt SST as a preprocessing step (see Section 4) so as
to assign a “supersense” category (e.g. person, act)
to contextual term meanings. SST is the problem to
identify terms in texts, assigning a “supersense” category (e.g. person, act) to their senses in context and
apply it to recognize concepts and instances in large
scale textual collections.” of texts. Then we perform a
distributional analysis of the occurrences of such terms

Workshop Computer-Aided Language Processing (CALP)’2007 - Borovets, Bulgaria

33

in the corpus, with the goal of ﬁnding domain relations
among them as deﬁned in [16]. This step permits to extract and tag terms that will be assembled in a speciﬁc
domain ontology. We choose three diﬀerent domains,
Music, Sport, Religion for experimentation and use
Wikipedia categories for distinguishing between subclasses and individuals in each domain (see Section
6). As illustrated in Section 7, the proposed approach
achieves good results when compared to similar methods and constitutes an innovative approach to the ontology learning ﬁeld and taxonomic construction.

2

Related work

An important research eﬀort was directed toward the
development of automatic or semi-automatic techniques for annotating classes, subclasses and individuals [15] [8]. Many authors exploit Name Entity Recognition (NER) techniques[15] [14] [1] [10], whereas others use statistical approaches based on the distribution of context in corpus [7] [17]. Usually, these approaches are focused on learning a single relation, i.e.
instanceOf, without paying attention to the diﬀerence
between “classes” and its subcategories [8] [3]. These
methods are very eﬃcient but they have the disadvantage to be less precise in deﬁning the relational lattice
K compromising the solidity of taxonomy. More precision can be obtained by exploiting Wikipedia categories, that structure the encyclopedic entries in a hierarchy. A number of recent works exploit Wikipedia
in NER tasks and we discuss the most relevant of them
hereafter. The approach that is the closest to ours
is presented in [19]. The authors use Wikipedia entries and analyze the content of articles and WordNet
nouns hierarchy to create dictionaries of proper names.
WordNet knowledge is employed so as to determine
whether a phrase is an instance or a class. Locations,
persons and organization names are extracted from a
set of 3517 Wikipedia entries. There are 236 person
names that are guessed in the dataset and the reported
precision is of 61% when only using Wikipedia and of
87% when a candidate matches as person name both
in Wikipedia and WordNet. Note that in the latter
situation, the recall drops from 77% to 30%. In [2]
Wikipedia categories are extracted and used for NER.
First, some categories (e.g.: Cleanup from December )
are removed because they are considered not to be
signiﬁcant outside context and second, the remaining
categories are ranked. This approach disregards pages
containing disambiguation related categories and the
authors acknowledge that, by doing so, they lose an
important source of information. In [4], the authors
exploit information in the collaborative encyclopedia
to disambiguate person names. A machine learning
technique (an SVM kernel) is used to create a taxonomy of people by occupation and the reported results are encouraging, with the accuracy around 75%.
Although the datasets used in the experiments contain tens of thousands entries, it is underlined in the
paper that an important limitation of the method in
[4] comes from the utilization of SVMs as it is diﬃcult to further scale-up the method. In [13], the authors propose a method that employs Wikipedia in
named entity recognition tasks. The ﬁrst sentence
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in a Wikipedia article is extracted and, via the use
of machine learning technique, named entities (person names, places and organizations) are discriminated
from other concepts. The precision in the person name
recognition task is of 90.1%. These good results are
partially explained by the fact that the information
found on disambiguation pages, which constitute the
hardest cases to analyze, is not parsed. The authors
also note that, in their vision, Wikipedia categories are
not all hypernyms of the analyzed concept (which is a
source of noise) and present their utilization as future
work.
The common point between our approach and the
ones cited in [19], [2], [4], [13] is the use of Wikipedia
information for NER. The main diﬀerence with [19]
arise from the way we aggregate Wikipedia and WordNet. In [2], the ambiguous classes are not considered
whereas they are included in the scope of the present
work. In [4], a machine learning technique is used to
classify entities while we propose a lightweight architecture that addresses the same task. Finally, when
compared to [13], our approach diﬀers in that it exploits a diﬀerent part of the Wikipedia pages (the categories), we use the information on the disambiguation pages and we do not employ any machine learning
technique.

3

Our proposal

In this paper we explore the possibility of combining
open-domain resources as Wikipedia and open-domain
supersense tagger for automating the acquisition of
conceptual hierarchy. Subsequently these tagged categories can be easily exploited for building a semiautomatic domain-oriented ontology.
The main contribution of this paper to the problem
of taxonomy learning is a novel method that can be
exploited for automatically acquiring and populating
domain speciﬁc ontologies. In particular, our goal is to
automatically detect and populate complex taxonomic
structures. Our method is based on a combination of
two basic approaches: (i) Super Sense Tagging (SST)
and (ii) Wikipedia categories retrieval.
First, our system retrieves subconcepts of supremum
concepts deﬁned by the WordNet supersenses, such as
“artifact”, “act” and “person”. Three diﬀerent domains (Music, Sport, Religion) are chosen in order
to guarantee a formal context and we use Wikipedia
categories to discriminate between subclasses and individuals in each domain.
We investigate the hypothesis that supersenses provide a stable and ﬁnite set of supremum concepts and,
when paired with Wikipedia categories, can produce
quite precise representations of complex taxonomies
up to inﬁmum concepts. As illustrated in Section 7,
the proposed method achieves good results, oﬀering an
innovative approach to the ontology learning ﬁeld.

4

Supersense Tagging

WordNet [11] deﬁnes 41 lexicographer’s categories,
also called supersenses [6], used by lexicographers to
provide an initial broad classiﬁcation for the lexicon
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entries1 . The supersense ontology has several attractive features for NLP purposes. First, concepts, although fairly general, are easily recognizable. Second,
the small number of classes of supremum concepts and
the tendency of similar word senses to be merged together, make this feature really important in order to
keep taxonomies as compacted as possible avoiding all
possible redundancies in the top level classiﬁcation.
For instance the noun folk has four ﬁne-grained senses,
at the supersense level it only has two as illustrated
below:
1. people in general (noun.group)
2. a social division of (usually preliterate) people
(noun.group)
3. people descended from a common ancestor
(noun.group)
4. the traditional and typically anonymous music
that is an expression of the life of people in a
community (noun.communication)
Thanks to this feature, we are able to guarantee a
certain coherence among classes and its members. In
this example we can assign the ﬁrst three senses of
the noun folk to the same class noun.group and only
the last one to a diﬀerent class Using the Semcor corpus, a fraction of the Brown corpus annotated with
WordNet word senses, a supersense tagger has been
implemented [5] which can be used for annotating large
collections of English text 2 . The tagger implements
a Hidden Markov Model, trained with the perceptron
algorithm introduced in [9] and it achieves a recall of
77.71% and a precision of 76.65% . The tagset used by
the tagger deﬁnes 26 supersense labels for nouns and
15 supersense labels for verbs. The tagger outputs
class label information, but also covers other relevant
categories and attempts lexical disambiguation at the
supersense level. The following is a sample output of
the tagger:
(2)

GunsB−noun.group
andI−noun.group
RosesI−noun.group playsB−verb.communication
atO theO stadiumB−noun.location

Compared to other semantic tagsets, supersenses have
the advantage of being designed to cover all possible open class words. Thus, in principle, there is a
supersense category for each word, known or novel.
Additionally, no distinction is made between proper
and common nouns, whereas the named entity tag set
tends to be biased towards the former. In order to
tackle this fundamental distinction we developed an
algorithm using Wikipedia as resource for accomplishing this task.

5

Wikipedia

Wikipedia is a collaborative eﬀort and its content is
partially organized, a property that renders the articles in the encyclopedia interesting in information
1
2

Throughout the paper we intend WordNet version 2.0.
The
tagger
is
publicly
available
http://sourceforge.net/projects/supersensetag/.

at:

retrieval tasks. The Wikipedia pages are designated
by unique string identiﬁers and, as underlined in [13],
there are diﬀerent parts in the structure of an article
that can be isolated using the syntax of the source ﬁles
and used for knowledge extraction. One can choose to
exploit the headings, the lists, the tables, the internal links or the categories in the articles. Wikipedia
categories 3 shape the encyclopedia into a tangled conceptual hierarchy. For example, the entry corresponding the the Italian composer Ferruccio Busoni belongs
to the following parent categories: 1866 births, 1924
deaths, People from the Province of Florence, 20th century classical composers, Italian classical pianists, Italian composers, Italian conductors, Italian opera composers, Romantic composers, Neoclassical composers,
Jadassohn students. We observe that the categories
include both general information about Busoni (e.g.:
1866 births or People from the Province of Florence)
and speciﬁc domain information (e.g.: Italian classical pianists or Romantic composers). As we describe
below, in our tentative to separate person names from
other classes, we use both types of information but
favour the second type against the ﬁrst. We propose
an example meant to give an idea about the depth of
the conceptual hierarchy in Wikipedia: the 20th century classical composers category. One line of parents
is: Classical composers, Composers by genre, Composers, Musicians, People by occupation, People and
self. For the moment, we only consider the categories
on the initial page.

5.1

Exploiting Wikipedia Categories

In this section we describe the way for exploiting categories in a class-instance separation task. When they
are created by the contributors, the Wikipedia entries
are necessarily assigned to at least one category [4] and
thus, belong to the tree of concepts in the encyclopedia. This ensures that categories can be exploited for
each concept that is represented in the encyclopedia.
The categorical information is already structured and
relevant for the annotated pages. We empirically determined that most of pages describing people have
attached categories that describe the semantic role of
that person and use domain concepts as subclasses
that will be searched among the categories presented
on a page. For example in the music domain, semantic roles as artist, musician, composer, guitarist are
employed. When deﬁning relevant subclasses for a
domain, we look ﬁrst at the WordNet nouns hierarchy that deﬁnes the concepts in that particular domain. For music, concepts under musician are retained building domain related subclasses. They are
more interesting than general categories because they
provide a ﬁner conceptual description. The domain
description provided by WordNet is not complete and
it is necessary to manually deﬁne some other relevant
terms. In the case of religion, we add philosopher
because there are philosophers that write about religion. For music we also use journalist as a descriptor
for people that analyze the musical world. Some examples of subclasses used to detect person names are
presented in table 1. If one or more of the terms cor3

http://en.wikipedia.org/wiki/Wikipedia:Categorical index
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responding to an entry in table 1 are found in the
category list extracted from the Wikipedia page of a
term, this last is considered as being a inﬁmum concept (a person name). There are rare occurrences of
pages in Wikipedia that are described only by general
terms that allow a classiﬁer to validate them as referring to person names and non-speciﬁc subclasses (e.g.:
birth, death years are used in these situations).
Domain
Sport
Music
Religion
General

Subclasses
player, coach, champion
artist, musician, composer, guitarist
saint, prophet, philosopher, bishop
birth, death

Table 1: Some examples patterns used to detect person names.

6

Methods and algorithms

In our experiments we used the British National Corpus. Each text is splitted into sub-portions of 40
sentences, and each portion is regarded as a diﬀerent document, collecting overall about 130,000 documents. Each document was annotated with the supersense tagger. A term by document matrix describing the whole corpus was extracted, where the terms
adopted are in the form term#supersense, as for example radio#artifact. To ﬁlter out less reliable lowfrequency terms, we considered only those terms occurring in more than 3 documents in the corpus, obtaining a vocabulary of about 450,000 terms. The
singular value decomposition (SVD) process was performed by considering the ﬁrst 100 dimensions. Three
diﬀerent queries were submitted to the system, each
one describing a semantic domain: Music, Religion
and Sport. In order to perform this step thresholds
θd and θt have been empirically set to 0.6, for terms,
observing that these assignments provide good quality
domain speciﬁc material for any query. Next, in order
to guarantee the comparison with the related works
taken as baselines for evaluation, the items labeled as
noun.person are selected from the dataset furnished by
the supersense tagger. For each one of these terms, the
corresponding Wikipedia pages are downloaded and
parsed so as to isolate the categories. At this point,
the algorithm evaluates the patterns that are considered relevant for person names against the categorical
information we extracted from the source pages and if
one or more matches are found, the query is considered to be a inﬁmum concept otherwise is classiﬁed as
an intermediate concept. We provide a description of
the employed procedure in ﬁgure 1. The algorithm is
computationally very simple but eﬃcient.
We mention that the three examined domains are disjoint and each particular individual in the entry set is
already assigned to music, sport or religion. If none
of the domain or general terms is found, the query is
considered to be a something else and so discharged.
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Fig. 1: An algorithmic overview of our person names
discrimination procedure. Notations: Ii- input item;
Ed - entry dataset; M, S, R - respectively music, sport
or religion domain; Mp, Sp, Rp - respectively music,
sport and religion related patterns for person name
recognition; Gc - generic patterns for person name
recognition; Pn - person name; O - class.

7

Evaluation

In the following, an evaluation of the person names
separation method that employs Wikipedia. Some relevant statistics about the dataset we employed are to
be found in table 2.
Total number of noun.person items
Number of items processed with Wikipedia
Number of person names
Number of other concepts

529
424
214
210

Table 2: Supersenses categories for nouns.
The initial dataset contained 529 items labeled as
noun.person, out of which it was possible to analyze
424 using the collaborative encyclopedia. The phrases
belong to three domains: sport, music and religion.
Our method could not be applied to around 20% of the
phrases, that is items which do not have Wikipedia
entries or the relevance of the returned pages is too
low (we imposed a threshold at 10%). In order to
assess the quality of the obtained results, we manually labeled the components of the remaining dataset
discriminating between names (214 individuals) and
others (210). After the analysis, 220 items were considered as being person names, with 193 hits and 27
errors. The errors are of two types: either the person
names are mistaken as concepts (20 times) or inversely
(7 times).
The method provides a good match in 87.4% of the
cases analyzed with Wikipedia. Hereafter, we present
three failure examples of where person names were
misclassiﬁed as concepts. These examples illustrate
diﬀerent problems we encountered:
1. man Jesus - a phrase that was wrongly segmented
and has no directly corresponding Wikipedia page
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2. Abimelech - none of the patterns the method looks
for is to be found on the page
3. Dean Garcia - there is an automatic redirection
towards the entry corresponding to The Curve, a
music band Dean Garcia was in
The segmentation errors are the hardest to deal with
because it is highly probable that the algorithm
matches an incorrect Wikipedia page with the query.
In table 3, we synthesize the precision results obtained
when using only Wikipedia.

WordNet provides a distinction between concepts and
instances and it is possible to use it so as to ameliorate our separation method. The rationale for using the lexical hierarchy in a post-processing phase is
that it is not very developed on the instance side (in
all there are less than 20000 items catalogued as instances). Once the person names are completed using
Wikipedia we propose a post-processing of the results
employing WordNet. The total number of errors drops
from 27 to 17 and the overall precision of the method
passes from 87.4% to 92.1%.
Precision

Precision
Overall
Sport domain
Music sport
Religion domain

87.4%
100%
92.2%
80.6%

Table 3: Precision results when using only Wikipedia
to discriminate person names from intermediate concepts.

Fig. 2: Distribution of the number hits and errors with
respect to the type of the analyzed Wikipedia pages for
the three analyzed domains. Notations: NAMB - nonambiguous page; AMB - ambiguous page; IND - page
without an exact match. OK stands for a hit and ERR
for an error.
The hits were distributed as follows: 24 for sports
(100% accuracy), 82 for music (92.2% precision) and
87 for religion (80.6% accuracy). These values are
consistent with the fact that the entries in the encyclopedia were more ambiguous for religion (62%)
than for music (26.1%) and sport (12.5%). In ﬁgure
2, we analyze the hits and the errors for each one of
the three domains for the three types of responses we
obtained from Wikipedia: non-ambiguous pages, ambiguous ones and pages without an exact match. As
one would expect, the highest accuracy is obtained
in situations when there is no ambiguity (93.7%) and
lower values appear for ambiguous pages (80.6%) or no
exact match (76.2%). In the ﬁrst case, the categories
are directly analyzable, while in the latter situations,
the algorithm must choose among several options and
the probability of failure is increased.

Overall
Sport domain
Music sport
Religion domain

92.1%
100%
96.6%
83.3%

Table 4: Precision results when combing Wikipedia
and WordNet to discriminate person names from intermediate concepts.
If we look at the individual domains (see table 4), the
precision for music is now at 96.6% (from 92.2%) and
at 83.3% for religion (from 80.6%). This phase is based
on the separation between instances that are ranged
under person or deity in the lexical hierarchy and the
other concepts and it allows the correction of such errors like Rama, who is now recognized as an avatar of
Vishnu. Allah who is now recognized as an individual entity or rappers, a term that is correctly ranged
among classes.
In comparison, the dataset for person names in [19]
is similar in size with the one we evaluate here and precision results are reported for the use of Wikipedia and
Wikipedia and WordNet combined together. The precision of person name detection in [19] is of 61%, while
we obtain 87% of correct classiﬁcations. If we compare
the results when adding WordNet in the framework, it
passes to 86% in [19] and at 92% in the present work.
A noteworthy diﬀerence is that, with the introduction
of the post processing step, the recall is unaﬀected
here while it passes from 77% to 30% in [19]. This is a
consequence of the fact that we only use WordNet for
those items having an entry in the lexical hierarchy,
while the authors of [19] employ it to evaluate the entire person name space. When comparing our results
with those in [13], we obtain slightly better results
when analyzing unambiguous pages (93.7% vs 90.1%).
When using all the pages, the precision for our method
lowers at 87.4% because we analyze equally ambiguous
pages (where errors appear more often), which is not
the case in [13]. When adding WordNet in a postprocessing step, our method outperforms that in [13] by
2% even if ambiguous pages are included.

7.1

Discussion

We present hereafter some of the beneﬁts obtained
from introducing the semiautomatic taxonomy construction using SST and Wikipedia. In ﬁgure 3 we
present an excerpt of the result from the musical domain hierarchy. Second, as one individual can be representative for one or more classes, an instance can be
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assigned to a single category (Nick Cave) or to several
(Busoni, Stevie Wonder ). Third, this method provides a mean to deal with synonmy within domains.
For example, in music domain Busoni is synonym with
Ferruccio Busoni and these two phrases will compose
a single instance in the conceptual hierarchy. A similar example is that of Edberg and Stefan Edberg, both
terms appear in the initial dataset and, after comparing the Wikipedia categories, the two are considered
as synonyms is the sport hierarchy. This grouping is
allowed by the fact that, after disambiguation both
terms point toward the same page in the encyclopedia.

If we take the case of a musician, we can extract knowledge about the musical genres she plays, her collaborators, nationality or activity years. These information
can be parsed from tables in the Wikipedia entries or
from the full text and it will be used to feed relations
like ”playsMusicType”, ”hasCollaborators”, ”hasNationality”, ”hasActivityYears”.
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Abstract
This paper treats language transfer process in machine
translation system. At the process, partial trees in the
source language tree are transferred into target language
partial trees. Then target language partial trees are
merged into the target language tree. Entire data
structures processed in the system are letter strings.
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㧝㧚Forewords

Usually a machine translation system is composed of
analysis portion, transfer portion and generation portion.
This paper presents a method to compose the transfer
portion and generation portion of machine translation
system.
There reported two types of intermediate structure. The
first type takes the shape of dependency structure or Fstructure of LFG typically depicted by the papers by
Dorma and Uchida[1],[3]. The second type takes the shape
of phrase structural analysis tree typically represented by
papers of Sakaki and Watanabe[2][4]. The first type has the
advantage that it is suitable for multi-lingual translation.
The second type has the characteristics that no processing
to obtain intermediate structure is necessary because phrase
structural analysis result of source language sentence is
already the intermediate structure.

2. Expression of tree structures

A tree structure is expressed by letter string in the way of
Fig.1. Fig.1(a) shows universal illustration of the method.
The upper part is the tree structure and the lower part is its
letter string expression. As seen in Fig.1(a), the letter string
consists of a parenthesis pair in which the topmost node is
placed directly after the open parenthesis and child tree
structures are arranged keeping the order of existence at the
tree structural expression.
Each of child structures has its own letter string at which
the first and last letters are parenthesis. A child structure
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composed only of one node is expressed by the name of the
node.
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Figure 1 Expression of tree by letter string

Fig.1(b) is an example of letter string expression where
the upper part is tree structure and lower part is its letter
string expression. In this paper, word nodes are ex
pressed only by lower case letters. In this paper, the
explanation for categorical nodes is omitted because the
nature of these nodes does not affect the transfer operation.

3. Transfer by partial tree

3.1 Introduction to transfer by partial tree

Operate function (1)layer(source language data tree).
Operate function (2)transfer(sum).
Operate function (3)buildtree.
Operate function (4)generation.

Figure 2 Operation of process of transfer by partial tree
Fig.2 is the operation of process of transfer by partial
tree. Fig.3 defines the operation of function layer. Fig.4
and Fig.5 define the operation of function match and
function transfer respectively.
Though precise algorithm of this system is stated in Figs.
3, 4, 5, 8, 11 and 15, readers can obtain schema of system
by tracing the treatment of examples shown in sections 3.2
and 3.5.
As seen in Fig.3, function layer calls itself recurrently at
operation (1-3). Function match called at operation (1-1)
conducts substantial operation of function layer. The effect
of function match and function transfer is explained at
Section 3.2. The function buildtree is treated at Section3.6
and function generation is treated at Section 3.7. The
explanation of function layer is postponed to Section 3.5. 
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Function layer takes source language data tree that is a
partial tree of source language analysis tree, as the
argument. Hereafter, a digit in parenthesis affixed to each
function designates the function number.
(1)function layer(source language partial data tree)
(1-1)Operate function (5)match(source language
partial data tree, source language model tree)
scanning the register of transfer rules including
source language model trees. If function match fails
for entire source language model trees return failure
to upper layer. If function mach succeeds for a source
language model tree, go to operation (1-2).
(1-2)Store united body composed of source language
covering tree and target language model tree to
variable sum. Variable sum is accumulation portion of
the body. This body has been composed at function
match in operation (1-1).
(1-3)If no lower source language partial tree exists
go to operation (1-4). Otherwise recurrently operate
function (1)layer(lower source language partial
tree) for entire lower source language partial data
trees. If function layer fails for one of lower source
language partial data trees, return failure to upper
layer. If function layer succeeds for entire lower
source language partial trees, go to term (1-4).
(1-4)Return success to upper layer.
Figure 3 Operation of function layer

(5)function match(source language partial data tree,
source language model tree)
(5-1) Top-cover source language partial data tree
with source language model tree included in transfer
rule. If the top-covering is successful go to term (5-2).
If not return with failure.
(5-2)Create united body composed of source language
covering tree and target language model tree and set
the transfer rule as its initial value.
(5-3)Carry over the topmost node number of source
language partial data tree to the topmost node
number of source language covering tree in the
united body.
(5-4)Generate node numbers at the leaf nodes of
source language covering tree and the nodes of
source language partial data tree covered by the
leaf node. If a leaf node of source language partial
data tree coincides with a leaf node of source
language covering tree, no node number is generated.
This operation concludes generation of source
language covering tree.
(5-5)The portions not covered by source language
covering tree are designated as lower source
language partial data trees.
Figure 4 Operation of function match

(2)function transfer(sum)
(2-1)Introduce a united body composed of source
language covering tree and target language model
tree existing as an element of sum.
(2-2)Copy each node number of source language
covering tree to the node of target language model tree
having the same inside number. This operation
generates target language covering tree.
Figure 5 Operation of function transfer

40

3.2 Sketch of transfer by partial tree
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Figure 6 Configurations treated at function match
and function transfer
First, the definition of top-covering is necessary. topcovering is the process where the partial tree of the source
language partial data tree including the topmost node is
declared as the same as the entire construction of source
language model tree.
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Through the treatment of a simple example shown in
Fig.6, principal operation of process of transfer by partial
tree is sketched. In Fig.6, sub-figures with names without
primes show operations in tree structural description. Subfigures with names attached with primes show operations
in letter string region.
Fig.6(a) is source language partial data tree input to
function match. The node number &2 is already given to
the topmost node of the tree. A node number is defined to
be a sequence of designation letter "&" and a digit. Node
numbers are prefixed to the category names. Fig.6(b) is a
transfer rule. This shows that the source language model
tree to the left of the arrow is transferred to the target
language model tree situated to the right of the arrow.
Fig.6(c) is the result generated by top-covering the
source language partial data tree of Fig.6(a) with the
source language model tree in Fig.6(b). Input source
language partial data tree is divided into two portions
one of which is top-covered by source language covering
tree and the other of which exists out of covering range.
The border nodes exist in duplicated fashion.
The initial value of source language covering tree is
source language model tree that is a portion of transfer
rule and is obtained at operation (5-2). At the operation (54), node numbers &4 and &5 at the leaf positions are
newly given automatically by the system, whereas the node
number &2 at the topmost node is carried over from the
source language partial data tree through the operation
(5-3). The source language covering tree thus generated
is shown in Fig.6(d). The source language covering tree
and target language model tree constitute a united body.
The united body of source language covering tree and
target language model tree is added to the variable sum
by operation (1-2) of function layer. Function transfer
picks up the element of contents in variable sum later.
The portions existing below of covering range by source
language covering tree are generated by operation (5-5)
and becomes the lower source language partial data
trees input to function match of child layer as source
language partial data trees of the child layer. This portion
is shown in Fig.6(e). The topmost nodes at each of child
source language partial data trees in Fig.6(e) have node
numbers. As seen in the source language partial data tree
in Fig.6(a), the node number at the topmost node is given
by the parent stage.
The following is illustration of the function transfer.
The input to this function is a united body composed of
source language covering tree and target language
model tree shown in Fig.6(f). The introduction is made by
operation (2-1). This is an element in variable sum
generated by function match. To the topmost node and leaf
nodes of a source language covering tree, inside
numbers are attached. The numbers are designated using
pulled out lines in Fig.6(b) and Fig.6(f). These are so

designated because these numbers are not explicitly given.
To the topmost node, number 0 is given. Numbers at the
leaf nodes increase by the order of left to right.
To each node in target language model tree in Fig.6(f),
a inside number is given after the designation letter +.
Each node in the target language model tree is the
transfer result of the node of the same inside number in
the source language covering tree. In the case of Fig.6(f),
the change of relative positions among leaf nodes is
observed.
To the node wo in Fig.6(f), no inside number is attached
because this has no corresponding node at the source
language covering tree.
By the operation (2-2), the node number attached to each
node in the source language covering tree is transferred to
the node in target language covering tree having the same
inside number. The transfer is illustrated in Fig.6(f).
This generates the united body composed of source
language covering tree and target language covering
tree shown in Fig.6(g).

3.3 Operation of function match in letter
string region

This section deals with the operation of function match
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in letter string region. Here, formerly used example is used.
Fig.7 Letter strings treated at function match
In Fig.7, Fig.6(a)', Fig.6(b)', Fig.6(d)' and Fig.6(e)' are
respectively reproduced in Fig.7(a), (b), (c) and (d). For the
purpose of clarification, a space is expressed by a letter "_".
As the letter string in Fig.7(e) has the information of 2
letter strings in Fig.7(d), string in Fig.7(e) replaces that of
Fig.7(d). The information of Fig.7(d) is obtained from
letter string of Fig.7(e) by selection of sub-strings each of
which conforms to the condition that it begins with a
sequence composed of the letter & and a digit and that it
has the same number of open and close parenthesis.
Fig.8 is the operation of function match in letter string
region. Letter "s" is attached to each operation number to
designate that it treats letter string. In Fig.8, letter strings
composing source language partial data tree are
abbreviated as data. Letter strings composing source
language model tree or source language covering tree
are abbreviated as model. The term word means a
sequence of letters limited by the letters "(" or ")" or "_" at
both ends.
Here the operation in Fig.8 is applied to the input of
Fig.7(a) which is data and Fig.7(b) which contains model.
Fig.9 shows the process. In Fig.9, lines with arrows at both
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ends show the reading position. Double underlines are used
to clarify the reading positions.
(s-5)function match(source language partial data
tree, source language model tree)
(s-5-1)At the commencement of reading data, skip the
sequence composed of letter & and a digit.
(s-5-2) Go to operation (s-5-6) when exhaust of string
happens at both of data and model. If not go to next
operation.
(s-5-3)If the word beginning at present reading position
in data is identical with the word beginning at present
reading position in model, proceed to the position one
letter after the word end at both of data and model and
go to operation (s-5-2). If not go to next operation.
(s-5-4)If the letters at the reading positions of data and
model are identical and are "(" or ")" or "_", proceed
reading as long as the situation lasts. When the letters at
the reading position of data and mode are different
after the break of the situation, go to next operation.
When they are identical after the break of situation, go
to operation (s-5-2).
(s-5-5)If the letter at the reading position in "data" is
"(" and the word beginning at the position next to the
reading position is identical to the word beginning at
the reading position in model, attach node numbers to
words in either of data and model. In addition, proceed
to the position one letter after the word end at model.
Moreover, proceed to the position one letter after the
position where number of open and close parentheses
balances. Then go to operation (s-5-2). If above
condition is not met go to the operation (s-5-7).
(s-5-6)Operation of function match successfully ends.
(s-5-7)Operation of function match fails. This situation
means that no top-covering tree is detected.
Figure 8 Operation of function match in letter string region

Fig.9(1) shows the reading positions after the application
of operation (s-5-1). Fig.9(2) is the reading positions after
the effect of application of operations (s-5-3) and (s-5-4).
Here, the letter of reading position in data is "(" and the
word beginning at one letter after reading position in data
is V. This word is identical with the word beginning at the
reading position in model. This triggers operation (s-5-5).
First, automatically generated node numbers "&3" are
attached to either of data and model causing situation of
Fig.9(3). The reading positions remain at the same position
here. By the instruction of further statement in (s-5-5),
reading positions move to the positions shown in Fig.9(4).
By the effect of operation (s-5-4) reading positions at
both of data and model proceed by 1 letter reaching the
situation in Fig.9(5). First half of operation (s-5-5)
generates node number "&4" at either of data and model
giving rise to the situation in Fig.9(6). The later half
statements of operation (s-5-5) moves reading positions to
the position of Fig.9(7).
Then operation (s-5-4) moves reading positions by one
letter at both strings. This leads to the exhaust of strings
and the top-covering successfully terminates going
through operations (s-5-2) and (s-5-6).
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The result of operation so far illustrated brings about
two strings shown in Fig.9(7). The upper portion is lower
source language partial data trees of Fig.9(7) fed for
function match in child layers. The upper portion is
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identical to Fig.7(e).

Fig.9 Letter strings treated at the operation of function
match

To lower portion of Fig.9(7) the node number of source
language partial data tree existing in Fig.9(1) is attached
giving rise to the letter string in Fig.9(8). This is the source
language covering tree shown in Fig.7(c).

3.4 Operation of function transfer in letter
string region

Fig.10(b) shows a united body composed of source
language covering tree and target language covering
tree. This is duplication of Fig.6(g) which is output of
function transfer Fig.10(a)' is letter string expression of
Fig.10(a) that has the same information as Fig.6(f)'. The
letter "#" stands for an arrow in Fig.6 and designates the
transformation where the portion left of # is source
language covering tree and the portion to the right of # is
target language model tree. The letter "|" designates the end
of a united body.
This operation is illustrated by arrows in Fig.10(a)'.
Fig.10(b)' is letter string expression of the united body
composed of source language covering tree and target
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language covering tree. Fig.10(b)' is identical with
construction of Fig.10(b) or Fig.6(g).
Fig.11 is the operation of function transfer in letter string
region. In operation in Fig.11, parameter r represent inside
number common to source language covering tree and
target language model tree.
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Figure 10 Processing at the function transfer

(s-2)transfer(sum)
(s-2-1) Introduce united body composed of source
language covering tree and target language model
tree from variable sum.
(s-2-2) Set initial value of inside number r to 0. Then
go to next operation (s-2-3). If r'th '&' does not exist in
the string of source language covering tree situated
to the left of letter #, go to operation (s-2-7). Otherwise,
go to next operation.
(s-2-4) Scan source language covering tree string
and obtain node number attached to r'th '&'.
(s-2-5) Replace inside number r situated after the letter
'+' at target language model tree string with the node
number obtained by operation (s-2-3). Then go to next
operation.
(s-2-6) Increase value of r by 1. Then go to (s-2-3)
operation.
(s-2-7) Terminate transfer operation.
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Fig.11 operation of function transfer in letter string region

tree.

3.5 Application of the process of the transfer
by the partial tree

At the application of function layer to the root layer
depicted in Fig.3, the tree of Fig.12(1-1) is input as source
language data tree. By the operation (1-1) function match
succeeds using transfer rule of Fig.12(1-2). Function
match generates top-covering situation in Fig.12(1-3)
generating source language covering tree and lower
source language partial data trees. Among them source
language covering trees are accumulated in the variable
sum by the operation (1-2).
At the operation (1-3) 2 child layers are created and the
function layer is called twice respectively with the input of
source language partial trees of Fig.12(2-1) and
Fig.12(4-1). As these child layers return success, function
layer at root layer become successful.

In this section, the operation of process of transfer by
partial tree given in section 3.1 is applied to an analysis
tree representing whole sentence. As transfer operation is
possible by process in letter string region, only tree
structural expression is treated here.
The example treated here deals with English sentence
"tom loves mary" that includes former example as its local
structure. Fig.12 traces the transfer process for the example.
The first digits in the name of sub-figures represent
respective application layer of the function layer
introduced in Section 3.1. Sub-figures having digits 1, 2, 3,
4 at the second positions in their names respectively

Figure 12 Treatment of analysis tree of a sentence

Workshop Computer-Aided Language Processing (CALP)’2007 - Borovets, Bulgaria

43

Investigation is made for the layer input with the lower
source language partial data tree of Fig.12(2-1). This
layer succeeds using transfer rule of Fig.12 (2-2). It
generates top-covering situation of Fig.12(2-3). As the
child layer called at operation (1-3) is successful, this layer
become successful.
Then, investigation is made for child layer of the lastly
treated layer. The input is Fig.12(3-1). This layer succeeds
using transfer rule of Fig.12(3-2). It generates topcovering situation of Fig.12(3-3). This layer succeeds
because no child layer exists.
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Figure 13 Covering trees and target language tree

Fig.13(a) shows source language covering trees
existing in Fig.12. At Fig.13(a), identical nodes are placed
near to each other. Fig.13(b) shows target language
covering trees arranged similarly.
Incorporation of identical nodes in Fig.13(b) will bring
about target language tree aimed at. The result of
incorporation is shown in Fig.13(c).

3.6 Operation of function buildtree in letter
string region
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Figure 14 Letter strings treated at the Operation of function
buildtree

This section deals with the operation of function
buildtree in letter string region. This function takes
the input of target language covering trees shown in

Fig.13(b) and generates target language tree in
Fig.13(c).Fig.14 is the figure of letter strings generated at
operation of function buildtree working in letter string
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region. Fig.15 is the operation of function buildtree in
letter string region.
(3)buildtree
(s-3-1) Search node number from the rear of the
target language covering tree aggregation and
obtain the first node number encountered together
with the structure following the number. If the node
number is absent go to operation (s-3-3) else go to
next operation.
(s-3-2) Search node number identical with the
number obtained at operation (s-3-1) from the front
of the aggregation. Replace the node number and the
node attached to the number with the structure
obtained at operation (s-3-1).
(s-3-3) Terminate the tree connection operation.
Fig.15 Operation of function buildtree in letter string
region
The first line in Fig.14 is target language covering tree
aggregation obtained at the completion of function
transfer. By the consequence of operations (s-3-1) and (s3-2) the portions of target language covering tree having
node number &5 and &4 respectively replaces nodes with
node numbers &5 and &4. Continuing the operation the
line at the bottom is obtained. This is the target language
tree of Fig.13(c) which is the transfer result of the source
language tree in Fig.12(1-1).

4 Conclusion

A language transfer system utilizing transfer by partial
tree method and conducting entire operation in the letter
string region is built. This system uses phrase structural
tree as intermediate structure. As the large-scale system
called KATE utilizing transfer by partial tree can
translate complex sentences, this system will be also
capable of treating such sentences[2]. The operation of
KATE system is conducted in list structural region. The
direction of translation aimed at by the system of this paper
is solely English to Japanese translation.
A C language program of 300 lines realizing transfer by
partial tree is build. This relatively small line number is
the effect of treatment in letter string region.
The authors of this paper have also built a parser where
entire operation is conducted in letter string region. The
result is scheduled to appear in the proceedings of 7th
WSEAS Conference on Applied Informatics and
Communication (AIC’07)
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Abstract
Reliable automatic semantic annotation systems do not
exist for many languages. Their creation depends in
many respects on construction of gold standard corpora.
In this paper we present a system for supporting the
semi-automatic construction of such corpora. The general annotation architecture comprises two steps: chunk
annotation - identification of the text segment which represents a given concept or a relation in the text; concept selection - a chunk might represent more than one
concept depending on the context. Implementation of
the annotation architecture requires as a prerequisite the
following resources - ontology as a source of concepts
and relations for the annotation, terminological lexicons,
regular grammars linked to the ontology in such a way
that each rule incorporates the potential concepts or relations it could recognize in the text. In most cases the creation of a gold standard corpus annotated with semantic
information will require the ontology, the lexicons and
the regular grammars to be continually extended on the
basis of the actual annotation in the text.
The system is implemented as an extension of CLaRK
system which already supports similar functionalities on
the basis of regular grammar engine and the constraint
engine. In the new implementation these two engines
are integrated with each other. The new extension is the
access to the ontology engine and the possibilities for
writing of new grammar rules and/or context rules (implemented as constraints) in the process of annotation.

1 Introduction
Reliable automatic semantic annotation systems do not
exist for many languages. Their creation depends in
many respects on construction of gold standard corpora.
The prerequisite for the creation of such corpora is the
definition of comprehensive annotation guidelines, appropriate stock of semantic information and appropriate
tool for supporting the semi-automatic semantic annotation. In this paper we assume that the semantic information is represented in the form of ontology equipped
with a lexicon in the given language and an annotation

grammar. Then the annotation process follows the two
steps: chunk annotation - identification of the text segment which represents a given concept or a relation in
the text; concept selection - a chunk could represent
more than one concept or relation depending on the context. In our work we follow the ideas of (Erdmann et al.
2000) that the manual (or semi-automatic) semantic annotation is a cyclic process mixing the actual annotation
and the evolution of the ontology. In our case we also
include the lexicon and the annotation grammar in the
process of the concurrent development.
The process of concurrent development of the semantic annotation, the ontology and the annotation grammar
(which encodes the lexicon) requires the following functionalities: search for a text segment: this step helps the
annotator to determine the exact segment of text which
is the carrier of the concept or relation from the ontology1 ; concept selection: this step determines which concept/relation to be added to the annotation of the corresponding text segment. In case of non-ambiguity or
reliable disambiguation rules, the concept/relation could
be added automatically; ontology evolution: this step updates the ontology. The reasons for this change might be:
(1) new concept/relation is necessary for the annotation
of a text segment; (2) an existing concept needs to be
changed in order to be more precise; lexicon/grammar
evolution: update of the lexicon and the grammar is
necessary when: (1) there are changes in ontology;
(2) there are new expressions for already existing concepts/relations; annotation evolution: after changes in
the ontology and/or the lexicon/grammar it is necessary
to update the previously done annotations. In the imple1
In this paper we will not speculate on the question which kinds
of textual segments what kind of ontology information carry.
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mentation of these functionalities we follow the requirements for a semantic annotation system as they are stated
in (Uren et al. 2006).
The structure of the paper is as follows: in the next
section the main parameters of the semantic annotation
are described and the related problematic issues are discussed, section 3 presents the basic technologies of the
CLaRK System, section 4 discusses the extensions of
CLaRK with the new functionalities which to support
the semantic annotation. The last section concludes the
paper.

2 Parameters of Semantic Annotation
The semantic annotation has become a key ingredients of Semantic Web. There is already a vast quantity of literature and initiatives, which approach this
topic from various perspectives. For example, there
was SAAW 2006 - the First Semantic Authoring and
Annotation Workshop devoted on tools, standards and
practise of semantic annotation. We can also point
to existing annotation systems for Semantic Web (at:
www.ncb.ernet.in/groups/dake/annotate/index.shtml). As it was
mentioned above, many systems rely on the availability of gold standard data with semantic annotation (see
(Collier and Takeuchi 2002)). For discussion on manual,
semi-automatic and automatic annotation systems see in
(Reeve and Han 2005). Also in (Reeve and Han 2005) it
is said that ‘annotation systems require the initial definition of an ontology as well as a knowledge base’. Their
knowledge base is the wikipedia. In this requirement list
only one thing is not mentioned explicitly, namely the
tool, which annotates the text.
For us, the ideal situation for an adequate ontological
annotation would be the interaction between the domain
ontology, the related terminological lexicons as knowledge resources and grammars as the tool for annotation.
The ontology is connected to the lexicons. The lexicon,
however, is sparse with regard to the wording. It consists of lexicalized as well as non-lexicalized elements.
The non-lexicalized elements can vary syntactically. So,
very often we cannot be sure that all possibilities are captured. All the listed elements are mapped to the concepts
within the ontology. The grammars reflect the degree of
coverage and accuracy of both - the terminological lexi-
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con and the ontological concepts. The three interrelated
components need a facility for dynamic changes (additions, deletions, corrections)2 .
Let us consider each of them:
2.1

Domain ontology

The domain ontology consists of both - specific and
more general concepts. The specific concepts reflects
the domain, the more general concepts relate the domain
very specific concepts with the concepts in an upper ontology. As the ontology is language-independent, it relies on the quality of the definitions of concepts and relations rather than the concrete concept/relation naming.
Needless to say, some name is needed as a working label
to the concept. Usually it is in English as lingua franca.
Our approach is as follows: either we select the most
representative term naming, or we construct a name of
meaningful words that altogether do not form a good expression in the language in question. For the first case
let us have the following example: the name ‘ASCII’ is
chosen for a concept which has the definition Standard 8
bit coding system used in data communications. Otherwise, in the text there can be more complex expressions,
which come under the same concept, such as: ‘ASCII
code table’, ‘code table ASCII’, etc. For the illustration
of the second case we can cite the concept ‘BarWithButtons’, which is the non-lexicalized variant in English in
comparison to ‘toolbar’.
Some problems arise from the fact that the definitions,
in general, reflect various aspects of the concept, but
very often they are either too general, or too specific.
The reason for this is that definitions are usually created for human use. In such a case the human users are
completing the missing parts on the basis of their own
knowledge. Sometimes there are not enough definitions
per ambiguous concepts, which leads to availability of
beyond-domain interpretations only.
2.2

Lexicons

The main issues that have to be considered when constructing terminological lexicons for a language inde2

Due to the fact that we need to provide some illustrations of
our ideas, we will use the domain of Computer Science for nonspecialists

Workshop Computer-Aided Language Processing (CALP)’2007 - Borovets, Bulgaria

pendent ontology are as follows: (1) for some concepts
there is no lexicalized term in the language, and (2)
some important term in the language has no appropriate
concept in the ontology which to represent its meaning.
Thus, the entries in the lexicon should be viewed as lists
of various wordings of one and the same concept. This
approach becomes highly relevant in real search scenarios. Also, it is important for the ontology annotation
process. The more terminological expressions mapped
to the concepts, the better the annotation coverage. Of
course, it is impossible to predict all the wordings which
correspond to a concept. For that reason, we first concentrated on the most frequent ones. The generalized
structure of the lexicons is as follows: (1) a representative term which constitutes the meaning for all the term
wordings within the entry. This representative term usually ensures the mapping to the relevant concept; (2) explanation of the concept meaning in lingua franca (usually it is English, but in fact it might be any natural language); and (3) a set of terms in a given language that
have the meaning expressed by the representative term.
2.3 Grammars
As it was mentioned above, the grammars reflect the
coverage and precision of the ontology and the related
terminological lexicons. We call such grammars annotation grammars because they are using for recognition
of text chunks that are carriers of the concepts in the ontology. In most cases the grammars are implemented as
regular grammars. Since the ontology and the lexicons
are not perfect (they under- or overgenerate), the grammars are designed in such a way that they assign all the
possible mappings of the found terms to the ontology.
Then constraints are used on top of the grammars. The
constraints play a twofold role: 1. they help in manual disambiguation of the polysemous concepts within a
given context, and 2. they help in manual handling the
missing or incorrect concepts. For more details on how
the grammar and constraints work see Section 3, and for
annotation-oriented application see Section 4.
2.4 Problematic issues in Annotation process
The actual process of annotation showed us several problems. Below we will give a brief overview of them. Re-

call that examples will be in the domain of Computer
Science for non-specialists.
First of all, disambiguation among concepts is needed
depending on the context. For example, between ‘Connection’ as ‘A link between two communicating computers’ and ‘Hyperlink’ as ‘A link in a document to information within that document or another document’. In
English both of them might be called ‘link’. In Bulgarian these two concepts also share the same term. Other
examples are: ‘Display’ and ‘Screen’; ‘Image’ and ‘Picture’.
Because the domain part of the ontology is often incomplete, some other operations during the annotation
are needed: addition, extension, deletion of concepts or
their correction. The deletion operation is chosen by the
annotator when the concept is assigned to an accidental
word, which is not a term in the domain. For example, the word ‘sector’ in the expression ‘cultural sector’
does not corresponds to the concept ‘disc sector’ in the
computer science domain. The extension operation is
preferred when the suggested concept is too specific. It
is typical for multiword expressions. For example, ‘systems for personalization’ is a complex term, which could
not be recognized and hence, was not mapped to the concept. Thus, the mapped term ‘system’ has to be extended
to cover the whole textual segment. There is one more
repairing possibility, namely the option of introducing a
new candidate concept. This option is activated when a
more refined distinction is needed. For example, in the
ontology there is the concept ‘TableOfContents’ with the
meaning: the list of contents at the beginning of a book.
However, another concept is needed, namely the content
of an information object.
Also, it happens that there are spurious concept lists
(false ambiguity). For example, the concept ‘FormField’
and ‘Field’ are semantically identical. The same goes for
‘ComputerLanguage’ and ‘ComputerProgrammingLanguage’; ‘Search’ and ‘Searching’ etc. We should mention here that sometimes this spuriousness on the surface
might in fact encode some more detailed relation, which
we just decided to ignore. For example, ‘Search’ might
be the functionality, while ‘Searching’ - the actual process.
Additionally, sometimes the context is not suffice for
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a good ambiguity resolution. Then either the ambiguity
is preserved, or one of the options is selected by chance.
From the discussion in this section it follows (as
a rule) that the steps of creating: semantically annotated corpora, domain ontologies, terminological lexicons and annotation grammars are interconnected, and in
many cases the work on one of these resources requires
changes in the others. This is not surprising having in
mind that these resources reflect the various aspects of
the description of the domain. The corpus explicates
the occurrences of domain concepts in text and serves
as a training material for different machine learning approaches for semantic annotation; the ontology structures formally the domain conceptualization; the grammars mediate between the ontology and the text structure; the lexicon provides the connection to the human
user. In order to support the development of a semantically annotated corpus, a system has to provide an integrated support towards the creation of each of these resources and a flexible mechanism for switching between
the various tasks. Here we present such a system which
extends the functionalities of the CLaRK System to support all the listed above features.

3 The CLaRK System
The implementation of the necessary functionalities discussed above is done by an extension of the CLaRK System3 — (Simov et. al. 2001). In this section we first
describe the basic technologies of the CLaRK System.
Then we describe the implementation of the new functionalities. CLaRK is an XML-based software system
for corpora development. It incorporates several technologies: XML technology; Unicode; Regular Grammars; and Constraints over XML Documents.
3.1 XML Technology
The XML technology is at the heart of the CLaRK System. It is implemented as a set of utilities for data structuring, manipulation and management. We have chosen
the XML technology because of its popularity, its ease of
understanding and its already wide use in description of
linguistic information. In addition to the XML language
3
For
the
latest
version
of
the
system
see
http://www.bultreebank.org/clark/index.html.
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(XML 2000) processor itself, we have implemented an
XPath language (XPath 1999) engine for navigation in
documents and an XSLT engine (XSLT 1999) for transformation of XML documents. We started with basic facilities for creation, editing, storing and querying XML
documents and developed further this inventory towards
a powerful system for processing not only single XML
documents but an integrated set of documents. The main
goal of this development is to allow the user to add the
desirable semantics to the XML documents. The XPath
language is used extensively to direct the processing of
the document pointing where to apply a certain tool. It is
also used to check whether some conditions are present
in a set of documents.
3.2

Tokenization

The CLaRK System supports a user-defined hierarchy
of tokenizers. At the very basic level the user can define a tokenizer in terms of a set of token types. In this
basic tokenizer each token type is defined by a set of
UNICODE symbols. Above this basic level tokenizers
the user can define other tokenizers for which the token
types are defined as regular expressions over the tokens
of some other tokenizer, the so called parent tokenizer.
For each tokenizer an alphabetical order over the token
types is defined. This order is used for operations like
the comparison between two tokens, sorting and similar.
3.3

Regular Grammars in CLaRK System

The regular grammars in CLaRK System work over token and element values generated from the content of an
XML document and they incorporate their results back
in the document as XML markup (called return markup)
(Simov, Kouylekov and Simov 2002). The tokens are determined by the corresponding tokenizer. The element
values are defined with the help of XPath expressions,
which determine the important information for each element. In the grammars, the token and element values are
described by token and element descriptions. These descriptions could contain wildcard symbols and variables.
The variables are shared among the token descriptions
within a regular expression and can be used for the treatment of phenomena like syntactic agreement. The grammars are applied in a cascaded manner. The general idea
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underlying the cascaded application is that there is a set
of regular grammars. The grammars in the set are in a
particular order. The input of a given grammar in the
set is either the input string, if the grammar is first in
the order, or the output string of the previous grammar.
The evaluation of the regular expressions that define the
rules, can be guided by the user. We allow the following strategies for evaluation: ‘longest match’, ‘shortest
match’ and several backtracking strategies.
Here is an example, which demonstrates the cascaded
application of two grammars. The first grammar consists
of the following rule:
<np aa="NPns">\w</np> ->
<("An#"|"Pd@@@sn")>,
<("Pneo-sn"|"Pfeo-sn")>

Here the token description4 "An#" matches all morphosyntactic tags for adjectives of neuter gender, the token description "Pd@@@sn" matches all morphosyntactic tags for demonstrative pronouns of neuter gender,
singular, the description "Pneo-sn" is a morphosyntactic tag for the negative pronoun, neuter gender, singular, and the description "Pfeo-sn" is a morphosyntactic tag for the indefinite pronoun, neuter gender, singular. The brackets < and > delimit the element descriptions within the rule. This rule recognizes as a noun
phrase each sequence of two elements where the first element has an element value corresponding to an adjective
or demonstrative pronoun with appropriate grammatical
features, followed by an element with element value corresponding to a negative or an indefinite pronoun. Notice the attribute aa of the rule’s category. It represents
the information that the resulting noun phrase is singular,
neuter gender. Let us now suppose that the next grammar aims at the determination of prepositional phrases
and it is defined as follows:
<pp>\w</pp> -> <"R"><"N#">

where "R" is the morphosyntactic tag for prepositions. Let us trace the application of the two grammars one after another on the following XML element:
<text>
<w aa="R">s</w>
<w aa="Ansd">golyamoto</w>
<w aa="Pneo-sn">nisto</w>
</text>
4

Here # and @ are wildcard symbols.

First, we define the element value for the elements
with tag w with the XPath expression: “attribute::aa”.
Then the cascaded regular grammar processor calculates
the input word for the first grammar: "<" "R" ">" "<"
"Ansd" ">" "<" "Pneo-sn" ">". Then the first
grammar is applied on this input words and it recognizes
the last two elements as a noun phrase. This results in
two actions: first, the markup of the rule is incorporated
into the original XML document:
<text>
<w aa="R">s</w>
<np aa="NPns">
<w aa="Ansd">golyamoto</w>
<w aa="Pneo-sn">nisto</w>
</np>
</text>

Second, the element value for the new element <np>
is calculated and it is substituted in the input word of the
first grammar. In this way the input word for the second
grammar is constructed: "<" "R" ">" "<" "NPns"
">". Then the second grammar is applied on this word
and the result is incorporated in the XML document:
<text>
<pp>
<w aa="R">s</w>
<np aa="NPns">
<w aa="Ansd">golyamoto</w>
<w aa="Pneo-sn">nisto</w>
</np>
</pp>
</text>

The following rule demonstrates the usage of variables in a rule:
<np aa="NP&G&N">\w</np> ->
(<"A&G&Nd">,<"A&G&Ni">*)?,<"N@&G&Ni">

Here &G and &N are variables whose use will ensure
the agreement in gender and number. The variables can
take as values arbitrary non-empty strings within a token. Additionally, the user can define a domain for a
certain variable (a set of permissible values) and a negative domain (a set of values which are not allowable). In
the example above, the domain for variable &G can be:
f, m or n (standing for feminine, masculine and neuter
gender). If no (positive) domain is defined then the variable can have any string, which is not presented in the
negative domain, as a value. The rule itself says that an
np is a sequence of a definite adjective followed by any
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number of indefinite adjectives and an indefinite noun.
The variable ensures the agreement in gender and number and their values are copied to the resulting annotation
for the np.
The target of a grammar application is determined by
an XPath expression, we call this expression a target description. The grammar is applied over the context of the
elements described by the target description (selected by
the XPath expression). This possibility gives us a flexible way to determine where to apply the grammar depending on the context of the elements. Another mechanism offered by the system is the filtering of the input for
the grammar. We are able to hide some elements from
the content of the element which the grammar is applied
to. In this way, for example, we can hide some parenthetical expressions when they are inside some chunk.
3.4 Constraints over XML Documents
The constraints that we have implemented in the CLaRK
System are generally based on the XPath language (see
(Simov, Simov and Kouylekov 2003)). We use XPath
expressions to determine some data within one or several
XML documents and thus we evaluate some predicates
over the data. Generally, there are two modes of using
a constraint. In the first mode validation, the constraint
is used for a validity check, similar to the validity check,
which is based on a DTD or an XML schema. In the
second mode insertion, the constraint is used to support
the change of the document to satisfy the constraint. The
constraints in the CLaRK System are defined in the following way: (Selector, Condition, Event,
Action), where the selector defines to which node(s)
in the document the constraint is applicable; the condition defines the state of the document when the constraint is applied. The condition is stated as an XPath
expression, which is evaluated with respect to each node,
selected by the selector. If the XPath expression is evaluated as true, then the constraint is applied; the event
defines when this constraint is checked for application.
Such events can be: selection of a menu item, pressing
of a key shortcut, an editing command; the action defines
the way of the actual constraint application.
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3.5

Cascaded Processing

The central idea behind the CLaRK System is that every XML document can be seen as a “blackboard” on
which different tools write some information, reorder it
or delete it. The user can arrange the applications of the
different tools (not just regular grammars) to achieve the
required processing. This possibility is called cascaded
processing.
In the CLaRK System most of the tools support a
mechanism for describing their settings. On the basis
of these descriptions (called queries) a tool can be applied only by pointing to a certain description record.
Each query contains the states of all settings and options
which the corresponding tool has. In other words, each
query has all the necessary information for applying the
tool without any additional information or user interaction.
For user convenience and debugging purposes the
queries themselves are represented in XML format.
Within the system they can be treated like ordinary XML
documents having their names and DTD assignments.
For each kind of queries there is a special DTD included
in the distribution package of the system. There the user
can see the required structure for an XML document to
serve as a query.
Once having this kind of queries there is a special
tool for combining and applying them in groups (macros
called multiqueries). During application the queries are
executed successively and the result from an application
is an input for the next one. The final result is given by
the last query application.
3.6

Control Operators

For a better control on the process of applying several
queries in one we introduce several conditional operators. These operators can determine the next query for
application depending on certain conditions. When a
condition for such an operator is satisfied, the execution continues from a location defined in the operator.
The mechanism for addressing queries is based on user
defined labels. When a condition is not satisfied the operator is ignored and the process continues from the position following the operator. In this way constructions
like IF-THEN-ELSE and WHILE-DO easily can be ex-
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pressed.
The system supports five types of control operators:
IF (XPath): the condition is an XPath expression
which is evaluated on the current working document.
If the result is a non-empty node-set, non-empty string,
positive number or true boolean value the condition is
satisfied; IF NOT (XPath): the same kind of condition as the previous one but the result from the evaluation of the XPath expression is negated; IF CHANGED:
the condition is satisfied if the preceding operation has
changed the current working document or has produced
a non-empty result document (depending on the operation); IF NOT CHANGED: the condition is satisfied if
either the previous operation did not change the working
document or did not produce a non-empty result; GOTO:
unconditional changing the execution position.
Each macro defined in the system can have its own
query and can be incorporated in another macro. In
this way some limited form of subroutine can be implemented.

4 Combining Grammar and Constraint Tools
for Semi-Automatic Semantic Annotation
In order to achieve the necessary functionalities discussed in the previous sections we combine the grammar
and constraint tools in a joint tool. The automatic part is
ensured by the grammars. When there are no competing
concepts per text segment, then we can assume that the
appropriate concept was assigned. In case of ambiguities, the constraint module is executed, and the annotator
is supposed to take decisions at each choice point.
However, the above described situation is far from
ideal. In order to capture the inconsistencies within the
ontology and lexicons in the beginning, we also provide
some ‘slower’ annotation possibility. This is when each
annotated text segment becomes a choice point, at which
the annotator can modify, delete, add. We describe the
procedures below more extensively.
The application scenario comprises two main steps as
it was discussed above:
Search for a text segment.
An appropriate set of grammars is run in a cascaded
manner. The rules in the grammars recognize textual
segments related to ontological information. The return

markup of the rules reflects the necessary information
for the ontological annotation.
Additionally, we extend the return markup with calls
to queries of other tools in the system. When such a
rule succeeds, then the corresponding query is run for
the annotation added to the document by the rule.
Concept selection.
The concept selection is done by the query, which is
run when the textual segment is annotated. The main
type of queries for concept selection is the constraint
queries. The constraints are applied to the new annotation done by the grammars. On the basis of the context
they could automatically select a concept/relation for the
new textual segment or consult the annotator to select the
right choice.
When the annotator is consulted there are some extensions of the possible actions of the user. First, the
annotator has access to the possible concepts/relations
for the annotation of the textual segment as they are
stored in the return markup of the corresponding rule.
For each of these possibilities the annotator could receive additional information on the basis of the definitions of the concepts/relations and their position within
the ontology. If necessary, the user could select a different concept/relation from the ontology as an annotation
for the segment. For example, when a more specific concept/relation is denoted by a segment for a more general
concept. For instance, in the text segment ‘computer’ is
used to denote the concept ‘notebook’.
Second, the annotator realizes that there is a missing
concept/relation. For example, when the ontology contains the concept ‘server’ for a kind of hardware, but
not as a software. Then the user accesses an ontology
editor with the help of which the ontology is updated.
Such a change causes additional changes in the lexicon
aligned to the ontology by adding terms for the new concept/relation. The annotation grammars are changed by
construction of new rules or by modification of the existing ones. The modified grammars are compiled before
the process of semantic annotation proceeds.
Third, the annotator recognizes that the selected segment is a part of a bigger segment which denotes a different concept/relation. For example, the segment ‘computer’ is selected, but it is a part of the segment ‘portable
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computer’. In this case, the annotator needs to change
the annotation grammar. The change in the grammar
might require also a change in the ontology if the concept/relation for the bigger segment does not exist in the
ontology.
After each of these three actions the system proceeds
further with the processing of the document by searching for next textual segmentation. In case of grammar
change the new version of the grammars is used.
In addition to the above annotation scenario which allows for mutual semantic annotation, ontology development and lexicon/grammar development, we need also to
re-annotate the documents that already were annotated
with the older versions of the ontology and the annotation grammars. In order to do this, we run the new grammars over these documents in such a way that we keep
the old annotation for the places where there were no
changes from the previous version of the ontology and
the grammars. Thus, the annotator needs to reconsider
only the new added changes. The comparison between
the previous versions of the ontology and the grammars,
and the new versions is done on the basis of the recognized textual segments and the return markup for them.

5 Conclusion
In this paper we presented an architecture for the semantic annotation of XML documents in some domain.
The idea was described from both sides of view — linguistic adequacy and implementation. We consider the
semantic annotation as based on an ontology. The ontology is the source for the semantic information as
well as the relations between relevant terms within text.
The ontology information and the terminological lexicons are mediated by cascaded regular grammars. The
process of semantic annotation interleaves with ontology/lexicon/grammar evolution. This way of combining
the three tasks allows the annotation process also to develop from almost completely manual work towards an
effective semi-automatic support module.
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answer form. Similarly, in Information Retrieval (IR)
the concept denoted by a query expression should be
entailed from relevant retrieved documents. In multidocument summarization a redundant sentence or expression, to be omitted from the summary, should be
entailed from other expressions in the summary. In
Information Extraction (IE) entailment holds between
diﬀerent text variants that express the same target
relation. In Machine Translation (MT) evaluation a
correct translation should be semantically equivalent
to the standard translation, and thus both translations have to entail each other. Thus, in a similar way
with Word Sense Disambiguation which is recognized
as generic tasks, solving textual entailment may consolidate the research on applied semantic inference.
Although the problem is not new, most of the automatic approaches have been proposed only recently
within the framework of the Pascal Textual Entailment
Challenges RTE-1 (2005), RTE-2 (2006) and RTE-3
(2007). The methods implemented by diﬀerent teams
participating at the RTE events cover domains such
as machine learning ([7], [9]), semantic graphs ([9]),
logical forms ([13]), theorem proving ([1]) and others.
Nonetheless, only few authors exploited the directional
character of the entailment relation, which means that
if T → H it is unlikely that the reverse H → T also
holds. From a logical point of view, the entailment
relation is alike to the implication which, contrary to
the equivalence, is not symmetric. In this paper we
present methods for proving textual entailment using
the directional character of this relation. In section 1,
we review some directional methods used by the best
performing systems participating in the RTE-1 and
RTE-2 challenges. In section 2 we show how the classical resolution could beneﬁt from some lexical aspects
of the texts T and H in a lexical refutation method.
In section 3 the directional text similarities introduced
in [2] is presented and the text entailment is related
with them. In this way, the textual entailment veriﬁcation is reduced to a comparison of two diﬀerent
similarities between T and H. A system that uses this
method is also presented and evaluated. In section 4
three directional cosine measures and a corresponding
entailment recognition system are presented. Finally,
in section 5 a method which uses a modiﬁed Levenshtein distance between texts T and H is presented.
Section 6 provides an example of estimation with our
three methods. Section 7 discusses conclusions and

Abstract
This paper presents three original methods for
solving the problem of textual entailment, methods obtained from an equal number of text-totext metrics. The ﬁrst method starts with the
directional measure of text-to-text similarity presented in [2], and integrates word sense disambiguation and several heuristics. The second
method exploits the relations between ”cosine”
directional measures of similarity as means to
identify textual entailment. Finally, the third
method relies on the directional variant of Levenshtein distance between two words. Each ”word”
in this method is a text with all the words concatenated.
In all these methods the decision about an entailment relation depends on the directional relations established between these measures of similarity. This could be a good start for a later human decision about textual entailment, decision
which has to consider the lack of monotonicity of
real texts or the eﬀects of the multiple negation.
The methods have been applied to the whole set
of text-hypothesis pairs contained in PASCAL
RTE-1 development dataset [20]
The corresponding accuracy and statistics are
presented for each method.

Keywords
words similarity, texts similarity, Word Sense Disambiguation,
text entailment

1

Introduction

The text entailment relation between two texts: T
(the text) and H (the hypothesis) represents a fundamental phenomenon of natural language. It is denoted by T → H and means that the meaning of H
can be inferred from the meaning of T . The recognition of textual entailment is one of the most complex tasks in natural language processing (NLP) and
the progress on this task is a key to many applications such as question answering, information extraction, information retrieval, text summarization, and
others. For example, a Question Answering (QA) system has to identify texts that entail the expected answer. Given a question, the text entails the expected
1
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OR they are not uniﬁable (the score W of uniﬁcation
is less than τ ). The score W is the sum of all similarities between p, t1 , ..., tn and p , t1 , ..., tm during the
process of uniﬁcation.
The other ”classical” to ”lexical” extensions are:

future work.

2

Textual entailment veriﬁcation by lexical refutation

Deﬁnition
Two (disjunctive) clauses ci and cj provide by lexical
resolution rule (lr) the (disjunctive) clause ck with the
score τ , written as

It is well known that a linguistic text can be represented by a set of logical formulas, called logic forms
[14]. From a logical point of view, proving a textual
entailment consists of showing that a logical formula is
deductible from a set of other formulas. This is a classical ( unfortunately ) semidecidable problem in logics.
Moreover, few sentences can be accurately translated
to logical formulas.
In [15] is proposed a refutation method to solve the
problem of establishing if T → H, a method obtained
from the classical resolution refutation method, completing the uniﬁcation of two atoms with some linguistic considerations. The method is called lexical refutation and the modiﬁed uniﬁcation lexical uniﬁcation.
We present here lexical refutation because in Section 3
we introduce formula (2) and prove it on this base.
In [14], for obtaining the logic forms, each openclass word in a sentence (that means: noun, verb, adjective, adverb) is transformed into a logic predicate
(atom). The method is applied to texts which are part
of speech tagged and syntactically analyzed:

ci , cj |=lr ck

if ci = l ∨ ci , cj = ¬l ∨ cj , l and l are lexical uniﬁable
with the score τ and the uniﬁcator σ. The resulting
clause is ck = σ(ci ) ∨ σ(cj ).
The following deﬁnition is a translation of Robinson’s property about a set of disjunctive clauses which
are contradictory. As ”lexical resolution” is used, we
denote this property as ”lexical contradictoryness” :
Deﬁnition
A set of disjunctive clauses C (obtained from formulas associated to sentences of a text) is lexical contradictory with the score τ if the empty clause [] is
obtained from the set of formulas C by repeatedly application of the lexical resolution rule:
C |=∗lr [ ]

• A predicate is generated for every noun, verb, adjective and adverb (possibly even for prepositions
and conjunctions). The name of a predicate is
obtained from morpheme the word.

and the sum of all scores of lexical resolution rule applications is τ
The test of relation T → H is that the score of
refutation (the score of all lexical uniﬁcations needed
in resolutions) is larger than a threshold τ .
The steps of demonstrating by lexical refutation that
a text T entails the text H with the score τ consist
in: translating T in a set of logical formulas T  and
H in H  ; considering the set of formulas T  ∪ negH  ,
where by negH  we mean the logical negation of all
formulas in H  ; ﬁnding the set C of disjunctive clauses
of formulas T  and negH  ; verifying if the set C is
contradictory with the score τ  . If τ  ≥ τ then the
text T entails the text H.
Let us remark that the lexical refutation is a directional method: to demonstrate T → H, the set of
clauses is obtained from formulas T  and negH  which
is diﬀerent, of course, from the set of clauses considered if H → T is to be demonstrated.

• If the word is a noun, then the corresponding
predicate will have as argument a variable, as individual object.
• If the word is a verb, then the corresponding predicate will have as ﬁrst argument an argument for
the event (or action denoted by the verb).
• The arguments of verb predicates are always in
the order: event, subject, direct object, indirect
object (the condition is not necessary for modiﬁed
uniﬁcation).
• If the word is an adjective (adverb) it will introduce a predicate with the same argument as the
predicate introduced for modiﬁed noun (verb).
The lexical uniﬁcation method of two atoms proposed in [15] supposes the use of a lexical knowledge
base (as, for example, WordNet) where the similarity between two words is quantiﬁed. In the algorithm
of lexical uniﬁcation we consider that sim(p, p ) between two words p, p is that obtained, for example,
by the Word::similarity interface [12]. This similarity
between two words is used to calculate a score for the
uniﬁability of two atoms.
In the algorithm of lexical uniﬁcation [15] the input
and the output are:
INPUT: Two atoms a = p(t1 , ..., tn ) and a =
 
p (t1 , ..., tm ), n ≤ m, threshold τ , where names p and
p are words in WordNet.
OUTPUT: Decision: The atoms are lexical uniﬁable with a calculated score W and the uniﬁcator is σ,

2.1

Some directional method in RTE
Challenge

The most notable directional method used in RTE-1
Challenge was that of Glickman [5]. He uses as deﬁnition: T entails H iﬀ P(H |T) > P(H). The probabilities are calculated on the base of Web. The accuracy
of the system is the best for RTE-1 (58,5%).
Another directional method is that of Kouylekov [8],
who uses the deﬁnition : T entails H iﬀ there exists a
sequence of transformations applied to T such that H
is obtained with a total cost below of a certain threshold . The following transformations are allowed: Insertion: insert a node from the dependency tree of H
into the dependency tree of T; Deletion: delete a note
2
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between atoms of H with atoms of T . As atoms are
provided by words, this is exactly the relation (2), with
Ti = T and Tj = H and ignoring idf (w).
The criterion obtained from (2) has been applied
for the development dataset of RTE-1 with the path
measure and the obtained accuracy was of 55 % [10].
In [17] it is used a modiﬁed version of calculus for
sim(Ti , Tj )Ti . Namely, the only case of similarity is
that of identity (which is a symmetric relation) and/or
the occurrence of a word from a text in the synset of a
word in other text (which is not a symmetric relation).
Formula 2 is applied to texts disambiguated by
CHAD algorithm for word sense disambiguation [16].
So, in the formula denoted by (1), it is selected
pos=noun, pos=verb and it is deﬁned the similarity
between two words as 1, if the words are equal or they
are situated in the same synset set, and 0 otherwise.
In this way are identiﬁed (or ”aligned” in the terms
of [9]) the words that have the same part of speech
and either words are identical, or belong to the same
synset in WordNet.
This identiﬁcation is completed with a set of heuristics for recognizing false entailment which occurs because of lack of monotonicity of real texts (COND).
(The monotonicity supposes that if a text entails another text, then adding more text to the ﬁrst, the entailment relation still holds [9]).
Let us denote:

from the dependency tree of T; Substitution: change
a node in the T into a node of H. Each transformation has a cost and the cost of edit distance between
T and H , ed(T, H) is the sum of costs of all applied
transformations. The entailment score of a given pair
is calculated as: score(T, H) = ed(T,H)
ed( ,H) where ed( , H)
is the cost of inserting the entire tree H. If this score is
bigger than a learned threshold, the relation T → H
holds. The precision of method is of 56%. Our method
in section 5 is even ”more directional” : for us, when
our edit distance (which is a Levenshtein modiﬁed distance) fulﬁlls the relation:
ed(T, H) < ed(H, T )
then the relation T → H holds.
Other teams use a deﬁnition which in terms of representation of knowledge as feature structures could be
formulated as: T entails H iﬀ H subsumes T [3]. Even
the method used in [11] is a directional one, as the
deﬁnition used is: T entails H iﬀ H is not informative
in respect to T. This last property can be veriﬁed for
all the methods proposed in the following sections.

3

Method 1: Textual entailment
using similarity of texts

A method of establishing the entailment relation could
be obtained using a directional measure of similarity
between two texts presented in [2]. In this paper, the
authors deﬁne the similarity between the texts Ti and
Tj with respect to Ti as:

• Named entities in T1 =N P1 (here we count quantity and
time)
• Named entities in T2 =N P2

• Ic = non-named entities common in T1 and T2
• SY N (T1 )T2 ={words non-NE, non common, in T1 , which
are nouns or verbs, and are contained in a synset of T2 }
∪(N P1 ∩ N P2 ) ∪ Ic = M1 ∪ (N P1 ∩ N P2 ) ∪ Ic

sim(Ti , Tj )Ti
=





pos (

T

i
wk ∈W Spos



pos



(maxSim(wk ) × idfwk ))
T

i
wk ∈W Spos

idfwk

• SY N (T2 )T1 ={words non-NE, non common, in T2 , which
are nouns or verbs, and are contained in a synset of T1 }
∪(N P1 ∩ N P2 ) ∪ Ic = M2 ∪ (N P1 ∩ N P2 ) ∪ Ic

(1)

• C1 =| SY N (T1 )T2 |

Here the sets of open-class words (nouns, verbs, adjective and adverbs) in each text segment are denoted by
Tj
Ti
W Spos
pos and W Spos
. For a word wk with a given pos
in Ti , the highest similarity of the words with the same
pos in the other text Tj is denoted by maxSim(wk ).
Starting with this text-to-text similarity metric, we
derive a textual entailment recognition system by applying the lexical refutation theory presented above.
As the hypothesis H is less informative than the text
T , for a TRUE pair the following relation will take
place:
sim(T, H)T < sim(T, H)H (2)

• C2 =| SY N (T2 )T1 |
• WT1 = N P1 ∪ Ic
• WT2 = N P2 ∪ Ic

The condition for text entailment obtained from (1)
and (2) is: C1 ≤ C2 (that means | M1 |≤| M2 | ). Here
the relation is ≤ (not strict) because of the deﬁnition
of the sets SY N (T1 )T2 and SY N (T2 )T1 .
For our heuristics an important situation is that
H contains only named entities and common with T
words. In this respect, condition WH ⊆ WT is the
ﬁrst veriﬁed in the algorithm.

This relation can be proven using the lexical refutation presented in section 2. A draft is the following:
to prove T → H it is necessary to prove that the set
of formulas {T, negH} is lexical contradictory ( we denote also by T and negH the sets of disjunctive clauses
of T and negH). That means empty clause must be
obtained from this set of clauses. As negH is the support set of clauses, the clauses in negH must be preferred in refutation. The clauses in negH are used in
refutation if the uniﬁcations of atoms in H with atoms
in T are preferred. So, the following relation holds:
the sum of maximum similarities between atoms of T
with atoms of H < the sum of maximum similarities

if WH ⊆ WT /* that means N P2 ⊆ N P1
then
if T2 = N P2 ∪ Ic
then
if COND
then
not (T1 → T2 )
else
T1 → T2 (case I)
else
if C1 ≤ C2
then
T1 → T2 (case II)
else
not (T1 → T2 )
else

3
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not ( T1 → T2 )

Accuracy depending on task

In our system the preprocessing step consists in the
POS-tagging text and the named entity recognizing.
The disambiguation is realized for calculating the sets
SY N (T1 )T2 and SY N (T2 )T1 using CHAD algorithm
for WordNet based disambiguation [16]. The application is written in JDK 1.5.0.and uses HttpUnit 1.6.2
API in order to search WordNet through the dictionary from [18]. We present the results based on the
Pascal RTE-1 Challenge. This dataset contains 800
pairs (T, H), balanced between TRUE and FALSE
(and thus a random selection baseline would be evaluated at an accuracy of 50%). These pairs have been
collected from diﬀerent domains (tasks): CD (comparable document), QA (question answering), MT (
machine translation), IE (information extraction), RC
(reading comprehension) and PP (paraphrase acquisition). The data set is balanced to contain equal numbers of T RU E and F ALSE. The statistics and accuracy by tasks (CD, IE, IR, MT, PP, QA, RC) is
presented in Figure 1 and Figure 2. The CHAIN algorithm [16] is applied with overlap measure.
At RTE-1 challenge the results have been evaluated
by accuracy and by average precision (Ap) (conﬁdence
weighted score) which is deﬁned as:

Accuracy (%)

100

Accuracy
Average precision

60.67
59.95

Global:
Accuracy: 52.625
Average precision:
56.60647

50

0
CD

IE

IR

MT

PP

QA

RC

Tasks

Fig. 2: Accuracy by tasks for disambiguation method
• The two vectors for calculating cosH (T, H) are
 = (1, 1, ...1) (a n-dimensional vector) and
: H

Ti = 1, if hi is a word in sentence T and Ti = 0
otherwise.
• For cosH∪T (T, H) the ﬁrst vector is obtained from
the words of T contained in T ∪H and the second,
from the words of H contained in T ∪ H.

Denoting by c the number of common words 
of T
 number − of − correct − ann. − up − to − pair(i)
c
H) =
. and H, the three measures are: cosT (T,
m,

i

i
4c2
.
cosH (T, H) = nc and cosH∪T (T, H) = (n+c)(m+c)
The statistics also contain the average precision.
Relations between them are:
cosH (T, H) ≥ cosH∪T (T, H) ≥ cosT (T, H) (3)

Results for Overlap

considering m ≥ n ≥ c.
Namely, for 94% from the dataset of pairs relation cosH (T, H) ≥ cosT (T, H) holds, for 97% relation
cosH (T, H) ≥ cosH∪T (T, H) holds and for 76% relation (3) holds. The reason is that cosH∪T (T, H) ≥
cosT (T, H) only if c ≥ m/3 and this is fulﬁlled only
for 77% of total set of pairs T, H.
To accomplish the condition: T entails H iﬀ H is
not informative in respect to T [11], the similarity between T and H calculated with respect to T and to
H ∪ T must be very closed. Analogously, the similarity between T and H calculated in respect to H and to
H ∪ T must be very closed. Also, all these three similarities must be bigger than an appropriate threshold.
Denoting cosT = cosT (T, H), cosH = cosH (T, H) and
cosHT = cosH∪T (T, H) , the conditions imposed are:
1. cosHT − cosT ≤ τ1
2. cosH − cosHT ≤ τ2
3. max{cosT , cosH , cosHT } ≥ τ3
The threshold founded by a learning method were:
τ1 = 0.095, τ2 = 0.15 and τ3 = 0.7.
Statistics for the accuracy and average precision obtained by tasks, are given in the Figures 3 and 4.
Namely, for CD the accuracy is 73.64 (average precision 74.71), for IE is 61.66 (61.08), for IR is 52.80
(55.38), for MT is 47.5 (42.08), for PP is 58.82 (56.47),
for QA is 58.46 (54.41 ), and for RC is 48.20 (41.65).
Let us remark that the best score for CD task is almost
a permanent feature for the systems participating at
RTE-1.
The accuracy for TRUE pairs is 68.92 and for
FALSE pairs is 46.36. The global accuracy is 57.62.

300

250

Number of pairs

200

150

Our results

100

50

0
Correctly judged as
True

Incorrectly judged as
False

Correctly judged as
False

Incorrectly judged as
True

Fig. 1: Correct and incorrect evaluations for disambiguation method

4

Method 2: Cosine directional
similarity for textual entailment

We deﬁne in this section three cosine measure
considering the words of T = t1 , t2 , ...tm and of
H = h1 , h2 , ...hn .
• The two vectors for calculating cosT (T, H) are :

T = (1, 1, ...1) (a m-dimensional vector) and H,

where Hi = 1, if ti is a word in sentence H and
 i = 0 otherwise.
H
4
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Results for Levenshtein

Results
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Fig. 5: Correct and incorrect evaluations for Levenshtein method

Fig. 3: Correct and incorrect evaluations for cosine
method
Accuracy depending on task

Accuracy depending on task for
Levenshtein
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Fig. 4: Accuracy by tasks for cosine method
Fig. 6: Accuracy by tasks for Levenshtein method

5

Method 3: modiﬁed Levenshtein distance for textual entailment veriﬁcation

swap.cost = 2.

6

Let us consider that for two words w1 and w2 the
modiﬁed Levenshtein distance as calculated by our algorithm is denoted by LD(w1 , w2 ). This is deﬁned
as the minimal number of transformations (deletions,
insertions and substitutions) such that w1 is transformed in w2 and is, in a way, the quantity of information of w2 in respect to w1 . We denote by Tword the
”word” obtained from the sentence T by considering
the empty space as a new letter, and by concatenating all words of T . Analogously is obtained a ”word”
Hword . LD(Tword , Hword ) represents the quantity of
information of H in respect to T . Let us remark that
the modiﬁed Levenshtein distance LD(w1 , w2 ) is not
a distance in usual sense in our algorithm, such that
LD(w1 , w2 ) < > LD(w2 , w1 ).
As T entails H iﬀ H is not informative in respect to
T the following relation must hold:

Example

For a better understanding of the way in which our
three methods works, the following two examples are
analyzed. For the pair with id = 2190, (T =”Abu Eisa
al-Hindi was said to have been involved in a plot to attack Heathrow airport, details of which were allegedly
discovered on the computer of Mohammed Naeem Noor
Khan, 25, an al-Qa’ida suspect recently arrested in
Pakistan.” and H=”Abu Eisa al-Hindi was recently
arrested in Pakistan.”), all the three methods give
the correct answer: T does not imply H. For the
pair with id = 1861, (T =”At the welcoming ceremony,
Sharon appeared to try to correct the damage from
his earlier statements, saying anti-Semitism threatens
the Western world, without singling out France.” and
H=”Sharon said anti-Semitism threatened the Western world, but he did not single out France.”), only the
last two methods give the correct answer T imply H,
but the human can immediately identify it.

LD(Tword , Hword ) < LD(Hword , Tword )
We checked the criterion on a set of 800 pairs of
RTE-1 development dataset and obtained the results
presented in Figure 5 and Figure 6.
The costs of transformations from the word w1 to
the word w2 are as following: changecase.cost = 1,
insert.cost = 3, remove.cost = 3, substitute.cost = 5,

7

Conclusions

Establishing entailment relation between two texts using a comparison between some directional similarity
5
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[9] B. MacCartney, T. Grenager, M. de Marneﬀe,
D. Cer, C. Manning: ”Lerning to recognize features of valid textual entaiments”, Proceedings
of the HLT Conference of the North American
Chapter of the ACL, peges 41-48, New York,
June 2006.

measures of that texts could be an easy and elegant
method. On the other hand, establishing entailment
relation could be the key to many NLP applications.
For example, we intend to construct a summarizer
based on the entailment relation which is shortly described by the algorithm:
Input: Text= {S1 , S2 , · · · Sn }
Output: Summary S.
S = {S1 }; i = 2
while i < n do
if not (S → Si )
then
S := S ∪ {Si }; i := i + 1
endif
endwhile

[10] R. Mihalcea: private communication, 2007.
[11] C. Monz and M. de Rijke. ”Light-Weight Entailment Checking for Computational Semantics”, In: P. Blackburn and M. Kohlhase, editors, Proceedings ICoS-3, 2001.
[12] T. Pedersen, S. Patwardhan, and J. Micheelizzi: ”Wordnet :: similarity-measuring the relatedness of concepts”, Proc. of 5th NAACL,
Boston, MA, 2004

We intend to add to our system a part of semantical heuristics to solve some problems of polarity (
negation) and modality, such that this system will be
more ”computer-aided” and less dependent on human
decision.

[13] R. Raina, A. Ng, C. Manning: ”Robust textual inference via learning and abductive reasoning”, AAAI, Proceedings of the Twentieth
National Conference on AI, 2005.
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[15] D. Tătar, M. Frenţiu: ”Textual inference by
theorem proving and linguistic approach”, Studia Universitatis ”Babeş- Bolyai”, Seria Informatics, 2006, nr 2, pages 31-41.
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M. Frenţiu : ”A chain dictionary method for
Word Sense Disambiguation and applications”,
Proceedings of KEPT2007, Knowledge Engineering Principles and Techniques, Vol I, Presa
Universitara Clujeana, p. 41-49.

[4] I. Dagan, O. Glickman and B. Magnini:
The PASCAL Recognising Textual Entailment
Challenge, In Proceedings of the PASCAL
Challenges Workshop on Recognising Textual
Entailment, 2005.
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Abstract
We present the results of a pilot study on increasing the eﬃciency of coreference annotation by integrating the predictions of existing coreference components. While similar approaches are already quite common for other
linguistic annotation tasks, our experiments
are the ﬁrst to address a more complex task
such as coreference annotation.

1

Introduction

An overwhelming majority of currently successful approaches to problems in the domain of Natural Language Processing (NLP) are data-driven, either in using machine learning to automatically learn the parameters of a model, or by using corpora to validate
or tune hand-written algorithms. A necessary precondition for such approaches is the presence of an annotated corpus of adequate size, and the cost of their
creation does have a very noticeable impact on the
total cost of creating NLP components for a given language and/or domain. This cost, due to the manpower needed both for the annotation and for the development of annotation guidelines and, possibly, annotation tools, can usually be justiﬁed by the longevity
of such resources.
Since the creation of large referentially annotated
corpora guided by linguistic principles is a comparatively younger development, we will illustrate some of
the driving forces by taking a glance at treebanks, as
they have been around signiﬁcantly longer than other
large annotated corpora. As an example, the Penn
treebank (Marcus et al., 1993) has been in use for the
data-driven building of parsers for quite a long time,
from Magerman (1995) to recent approaches like the
one of Charniak and Johnson (2005), who use diﬀerent
features and get qualitatively better results. There is
even research that uses the Penn Treebank data to induce linguistically richer structures than directly available in the Penn Treebank (Hockenmaier and Steedman, 2002; Cahill et al., 2002; Miyao and Tsujii, 2005).
To improve both the speed and the quality of
the annotation process, it is common to develop specialised annotation tools that allow for greater ease
of use and for easier consistency checking. In addition to this, it is possible to use the predictions of an

automated system to ease the otherwise tedious and
time-consuming task of annotation.
In this paper we present the results of a pilot study
that examines the eﬀects of automatic pre-annotation
on the performance of human annotators. In particular, we report on experiments conducted on marking
referential relations in a treebank of German newspaper text. To this end, we use the output of an automatic system for resolving nominal anaphora to preannotate data which is afterwards edited manually using specialized annotation software. Our expectations
are that guided annotation can both reduce the time
needed for annotation, as well as decrease the rate of
annotation errors.

1.1

Related work

Given text that is partially (pre-)annotated with the
structures that an automatic system predicts, the task
of the annotator is reduced to checking and modifying
existing annotations as opposed to creating everything
from scratch. This approach is especially suited for
tagging tasks like part-of-speech tagging or namedentity annotation (e.g., for bootstrapping an annotated corpus in a new domain), where the annotation
is simple and easily manageable. For annotation tasks
that create more structure, this approach has been followed for syntax in the Penn Treebank (Marcus et al.,
1993), where partial parses from a rule-based parser
were used (leading to signiﬁcantly greater productivity than in the creation of Susanne, a similar treebank that has been annotated completely by hand, cf.
Sampson, 1993).
Pre-annotation is not the only possible scenario to
improve the productivity of the annotation process, as
tighter integration is possible: either in guiding or selecting structures built by an automatical system (Kaplan and Maxwell, 1996; van der Beek et al., 2002;
Zinsmeister et al., 2002), which usually also means
that the annotation process is radically diﬀerent from
the normal annotation process, or by providing editing
operations that use an operational model to simplify
interaction in clear-cut cases (“Do what I mean” or
DWIM operations). In the domain of syntactic annotation, the annotate tool (Brants and Plaehn, 2000)
uses a statistical model of phrase structure to set the
constituent label for newly created phrases, and the
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XCDG tool for dependency annotation (Foth et al.,
2004) is able to make use of a constraint dependency
grammar to change the dependency label, the dependency head or the lexical entry to the value ranked
most highly by the grammar, speeding up annotation
in numerous cases.
The most commonly voiced concern against preannotation is the bias towards system decisions that it
entails, as annotators would leave any plausible suggestion intact, hiding ambiguities that would otherwise become apparent. This is especially important
for both calculating annotator agreement, as ambiguities would then not lead to disagreement, and system
evaluation, as annotators will more often err in favor
of the system than against it.
However, the potential beneﬁts of simplifying interaction by pre-annotation or deeper integration approaches are twofold: ﬁrstly, the overall annotation
speed increases since fewer and/or simpler interaction
is required. Secondly, an overall increase in annotation quality could be hoped for: the kinds of errors
produced by an automatic preprocessor are diﬀerent
from the kinds of errors procduced by humans. Given
that the annotator applies the guidelines correctly, the
remaining errors introduced are of random nature and
frequency. With pre-annotated data, the majority of
the decisions to be made is reduced to simply checking
the automatic suggestions. If the output of the preprocessor is of suﬃcient quality, this can reduce the error
rate. Furthermore it is expected that the kinds of errors in the pre-annotated data are predictable with
proper knowledge of the system’s bias.
To this date, approaches of automatic preannotation have been mainly used in POS-tagging and
syntax annotation. To our knowledge, the present
study is the ﬁrst to apply automatic pre-annotation
to the task of coreference annotation.

2

Coreference Annotation

In this section we describe the overall setting of coreference annotation of the Tübingen Treebank of Written German (TüBa-D/Z) (Hinrichs et al., 2004) which
serves as the data source of our experiments.
In general, the basis of linguistic annotation is a
well-deﬁned annotation scheme, which normally is a
compromise between (1) descriptive adequacy, ideally
following some comprehensive theory that explains
the phenomena; (2) speciﬁability of the phenomena:
whether human annotators can recognise the phenomena in text and disambiguate between alternative interpretations; (3) suitability for the intended application: the granularity of the annotation scheme is inﬂuenced by a utility-cost trade-oﬀ that takes into account the requirements of the target application and
also its limitations. The process of annotation might
become too time-consuming and costly if an annotation scheme is more ﬁne-grained than needed for the
target application.
An additional criterion to be taken into account
is standardisation.
To ensure comparability and
reusability, it is essential to conform to some standard
(cf. Zinsmeister et al. 2007). For this reason, the set
of referential relations that we use is strongly inspired
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by the annotation scheme ﬁrst developed in the MATE
project (Poesio 2000; for a reﬁnement see Poesio 2004)
which serves as a standard and is itself based on an
evaluation of ﬁve predecessors: MUCCS (Hirschman,
1997), the DRAMA scheme (Passoneau, 1997), the
UCREL scheme (Fligelstone, 1992), the scheme developed by Bruneseaux and Romary (1997) and the MapTask landmarks (Anderson et al., 1991). We make use
of a subset of the relations that are propsed by MATE.

2.1

Set of Relations

The major goal of our project is to create tools for
pronoun resolution and for resolution of deﬁnite noun
phrases. For reasons of feasibility the domain is restricted to nominal elements in the text, i.e., only
pronominals and noun phrases are annotated both as
anaphors as well as antecedents. We mark neither
event anaphora nor zero anaphora.
The core relations concern identity-of-reference
anaphora which means that the anaphor and its antecedent refer to the same extra-linguistic referent.
Our annotation scheme is based on the MATE recommendations (Poesio, 2000). In some cases we deviate from the original MATE label which is then given
in parenthesis. In what follows, we illustrate the relations which are preprocessed in our experiment: coreferential, anaphoric, and cataphoric.
2.1.1

Coreferential

Two noun phrases that refer to the same referent in
some mental space. Number, gender and case mismatches are irrelevant. Markables 1 and 2 are coreferent:
Sweden and [1 Finland] in the quarter ﬁnal of the icehockey world cup: 6:1 score against Switzerland was
the second victory of the title-holder, which has 4:0
points just like [2 the Fins] (4:1 over Belarus).1
2.1.2

Anaphoric

A set relation between a deﬁnite pronoun (including
reﬂexives) and its antecedent in the preceding text.
Markables 1, 2, 3, 4, and 5 all belong to the same
reference set:
[1 A clear sound] spreads [2 itself ] out, warm and
full, until [3 it] ﬁlls the whole hall. After that, [4 it]
thins out, falls into pieces and fades [5 itself ].2
Lexicalized reﬂexives that belong to phrasal verbs do
not enter an anaphoric relation. There are heuristics
for the annotators to identify these exceptions:
Er beeilt sich. (he hurries)
1

2

Translated from TüBa-D/Z, sentence 4757: Schweden und [1
Finnland im Viertelﬁnale der Eishockey-WM: Das 6:1 über
die Schweiz war der zweite Sieg des Titelverteidigers, der
damit genauso 4:0 Punkte hatte wie die Finnen (4:1 über
Weißrussland).
Translated from TüBa-D/Z, sentence 6831f.: [1 Ein klarer
Ton] breitet [2 sich] aus, warm und satt, bis [3 er] den
ganzen Saal erfüllt. Dann dünnt [4 er] aus, zerbröselt und
verﬂüchtigt [5 sich].
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2.1.3

4

Cataphoric

A set relation between a pronoun and a local antecedent that follows in the same sentence.3 Markable
1 is cataphoric to markable 2:
Als ”Open Air Festivalorchester” lädt das in [1 seiner]
Existenz gefährdete [2 Rundfunkorchester Berlin]
am 18.
Juli zu einem Strauß-Konzert vor dem
Französischen Dom ein.
(The [2 Broadcasting Orchestra Berlin], which is
endangered in [1 its] existence, invites to a Straußconcert in front of the French Dome on the 18th of
July under the name of ”Open Air Festival Orchestra”)
In addition to the three core relations, our annotation scheme provides other coreference relations that
do not conform to the identity-of-reference description:
split antecedent, instance and bound, and, additionally,
a label for expletive pronouns. As they are ignored in
the experiments, we will not elaborate on them any
further (see Naumann, 2006).

3

The PALinkA
software

annotation

The software that we use for annotating referential
relations in our project is the PALinkA annotation
tool (Orasan, 2005), which is developed at the University of Wolverhampton (UK). We also deployed
PALinkA in the experiments we report on in this paper. PALinkA allows an annotator to deﬁne spans of
text as markables4 and then add referential relations
between them. The tool uses diﬀerent colors to highlight markables and relations, so it is fairly easy for
the annotator to get an overview of where markables
are and what referential relations hold between them.
The data model that PALinkA assumes for referential relations is that of coreference chains. All coreferent markables become part of a chain within which
any markable is linked only to its direct antecedent.
Other annotation tools, such as MMAX (Müller and
Strube, 2003) use a coreference set model of data representation. In this view, coreferent markables are
members of a set instead of being interlinked. The
technical advantage of the latter approach is that for
any two markables, it is immediately possible to ﬁnd
out whether they are coreferent. The advantage of the
chain model is that it is a more natural representation
of how annotators envision coreference when annotating - primarily as a relation between two markables.
The set of coreference relations to be used in an
annotation project is fully conﬁgurable. PALinkA has
a built-in timer that measures per-article annotation
time. The tool uses an XML-based format for storing
coreference data. It is an inline format, which means
that words, markables and coreference relations are all
kept in the same ﬁle.
3
4

Nominals in as-phrases do not qualify as markables.
We do not use this feature in our project because markables
are automatically extracted from the syntactic annotation
layer of TüBa-D/Z

Unguided versus guided annotation

The annotation of referential relations is usually a twostep process of identifying markables and then annotating the referential relations proper.
Markable identiﬁcation can be completely unrestricted (unguided ), which allows the human annotator to freely deﬁne sequences of words that he or
she regards as a markable. The advantage of this is
that the annotator is able to decide what the markable
should actually be on a case-by-case basis. However,
this comes at a price. The fact that the annotator
ﬁrst has to ﬁnd the relevant markables means that
the annotation process takes more time. More important however is that the manual process of identifying
markables introduces a non-neglectible source of error.
This makes it hard to align the annotation with other
layers of annotation of the same data that frequently
exist, or with automatically pre-processed data which
is to be merged with the coreference information.
The approach taken in the TüBa-D/Z annotation
project is a semi-automatic, or guided, strategy of
annotation, which remedies the problems discussed
above. Instead of leaving it up to the annotator,
markables are automatically extracted from the corpus. The extraction is based on a strict syntactic definition: All phrases with category NX (noun phrases),
all attributive possessive pronouns with part of speech
PPOSAT, and all attributive relative pronouns with
part of speech PRELAT are markables. No additional
markables are added manually. The advantage of this
approach is that the annotation is guided such that
the annotator remains consistent with the linguistic
design descisions, and the coreference annotation is
structurally compatible with the other layers of annotation in the treebank and can readily be merged with
the corpus.

5

Data and experimental setup

For the experiments, we combined two diﬀerent systems for the automatic resolution of referential relations. The ﬁrst system concentrates on ﬁnding referential relations between deﬁnite noun phrases (relation coreferential ), while the second system resolves
third person pronouns to their NP or pronominal antecedents (relations anaphoric and cataphoric). For
the remaining types of relations, no automatic suggestions are generated.

5.1

The data

The basis for the experiments is the TüBa-D/Z corpus (Telljohann et al., 2006) that consists of about
33,000 sentences of German daily newspaper text. The
TüBa-D/Z has been annotated manually and contains
a layer of part-of-speech and morphological information, a chunk layer, a layer of topological ﬁelds (a
widely accepted analysis of German sentence structure), a clausal layer, and ﬁnally a layer of coreferential
relations.
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Prec Recl
Resolution of deﬁnite NPs
unmodiﬁed system
61.6
70.1
only coref-yes
80.2
54.5
all suggestions
59.3
72.4
Resolution of pronouns
full evaluation data
76.3
96.6
ﬁrst 125 articles
78.8
96.7

F
65.6
64.9
65.2
85.2
86.9

Table 1: Results for deﬁnite descriptions, names, and
pronouns

5.2

Resolution of deﬁnite noun phrases

The module for the coreference resolution of names
and deﬁnite noun phrases is based on the approach of
Versley (2006)5 : a ﬁrst module looks for a morphologically compatible candidate that shares the same lexical
head and has compatible modiﬁers, in a fashion similar to the one described by Vieira and Poesio (2000).
If both mentions contain names, it is required that the
names match; this eliminates false positives where an
appositive noun matches, such as Mr. Putin, president of the Russian Federation and President Clinton.
For deﬁnite descriptions that have no same-head antecedent and are not identiﬁed as part of an idiomatic
construction, several sources of semantic and syntactic information are used to ﬁnd plausible antecedents
or rule out resolution for discourse-new deﬁnites and
associative bridging anaphora:
• A coarse semantic classiﬁcation, based on the
GermaNet hierarchy (Hamp and Feldweg, 1997)
and named-entity classiﬁcation.
• The grammatical function and number of the
deﬁnite description, which is often indicative for
the discourse-new/discourse-old distinction
• Node distance in GermaNet
• A predicate compatibility statistic (Versley,
2006), which allows to rule out anaphorantecedent pairs by coarse modeling of verbs’
selectional preferences. This is also helpful in
the case of ambiguous or less frequent nouns, as
verbs contribute some information.
• An approach for combining frequency counts of
several patterns indicating an instance relation
on the World Wide Web, as described in Versley
(2007). Using pattern search is a useful source
especially for anaphoric reference to named entities, which are too numerous to be covered well
in GermaNet.
In diﬀerence to the use in fully automatic coreference annotation, the variant we used here tries to make
a compromise between high precision (essential for
keeping annotators from mis-identifying antecedents)
and high recall (essential for letting annotators detect
discourse-old noun phrases). To reach this compromise, we have integrated a measure of certainty into

Feature
Type of pronoun
Type of relation
Equality of grammatical function (GF)
Sentence distance
Word distance
GF of pronoun and
antecedent
Type of NP
NP deﬁniteness
NP nesting

Evaluation results are given in table 1.

62

same clause, 0 . . . 3
0...n
(all GFs in TüBa-D/Z)
proper, common
deﬁnite, indeﬁnite, n/a
top, embedded

Table 2: Features used in the memory-based pronoun
resolver
the system, and according to this, we label the relations using either the coref-yes label (for good certainty) or the coref-maybe label (for weak certainty),
allowing the annotator to conveniently look for a plausible antecedent in the positive case but also making
clear uncertain relations, which could well be false positives.

5.3

Resolution of third person pronouns

The system for pronoun resolution (Hinrichs et al.,
2005) deals with third person reﬂexive, possessive, and
personal pronouns. It adopts a hybrid architecture of
three stages. The ﬁrst stage is a morphological preﬁlter that rules out pairs of a pronoun and a candidate
antecedent that do not agree in number and gender.
The core module in the second stage is built upon
the TiMBL memory-based classiﬁer (Daelemans et al.,
2005). Pronoun resolution is reformulated as a binary
classiﬁcation task with the aim of deciding whether
there exists an anaphora or cataphora relation between
a pronoun and a candidate antecedent. The features
that are presented to the classiﬁer are listed in table
2. Finally, as the third stage, a set of rule-based postﬁlters is applied to the output. For pronouns that
the classiﬁer found multiple antecedents for, only the
left-most one is picked6 . If a pronoun could not be
resolved at all, the closest morphologically compatible
subject is selected as the antecedent. The system is
evaluated using ten-fold cross-validation, results are
listed in table 1.

5.4

Data set

For the experiments, we chose a subset of 20 articles in
PALinkA-XML format, which had already been annotated by two annotators in the course of normal annotation (see table 3), of roughly balanced size between
10kB and 15kB from the TüBa-D/Z. The number of
words per article ranges between 96 and 495, with an
average of 291 words. There is a total of 2,329 markables in the article ﬁles. Of each of these 20 articles, we
generated two ﬁles in the XML-based native PALinkA
format: One ﬁle contains markables only, but remains
6

5

Values
reﬂexive, possessive, personal
anaphoric, cataphoric
same, diﬀerent

for German, this works better than picking the closest antecedent
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1
2
3
4
5
6
7
8
9
10

T920711.82
T920711.105
T920711.115
T920711.116
T920711.117
T920711.129
T920711.134
T920711.139
T920711.148
T920711.152

11
12
13
14
15
16
17
18
19
20

T920711.160
T920711.163
T920711.187
T920711.190
T920711.203
T920711.210
T920711.211
T920711.212
T920711.213
T920711.214

Table 3: The articles used in the experiments

unannotated otherwise. The second ﬁle was created
by separately running the NP and pronoun annotation systems, and afterwards merging the output of
both systems into one ﬁle. The 40 ﬁles produced this
way constitute the experiment data set.
The NP coreference resolver found 197 coreference
relations, of which it judged 126 as certainly correct,
and 71 as maybe correct.
The pronoun resolver annotated 96 relations, of
which 78 are anaphoric and 17 cataphoric. The pronoun resolver does not assign a conﬁdence measure to
its annotations.

5.5

The Annotators

A total of four annotators was involved in the experiments. All of them were student assistants working
in our research project, and native speakers of German. Two of the student assistants (annotators A and
B) were fairly new to annotating referential relations
and had joined the project and undergone a period of
hands-on annotation training just recently before the
experiments started.
Annotator C already had about one year of experience of annotating in the project. Annotator D
started at the same time as annotator C, but had left
the project at the time of the experiments.
The experiment data set had already been annotated by annotators C and D several months earlier
(but at a time when they had been on the project long
enough to be considered experienced annotators). We
use this data set as a reference annotation, and refer
to it by Cref and Dref .
As part of the experiments, annotator C was asked
to work on the same data again. With several months
having passed between the annotation of the reference
data and the annotation of the data for the experiments, we can exclude falsifying eﬀects on the results
that might otherwise have arisen from annotator C
remembering parts of the data.

5.6

Experiments

The objective of the experiments was to ﬁnd out
whether the automatically generated suggestions are
inﬂuential on the human annotation process with respect to both quality and annotation time.
The annotators used the PALinkA software for
both the plain article ﬁles and the article ﬁles that
contain suggestions. When annotating plain articles,

Automatic
suggest coref yes
suggest coref maybe
suggest anaphoric
suggest cataphoric

Manual
coreferential
anaphoric
cataphoric

Table 4: Categories of automatic and manual referential annotation

the annotators conducted the annotation process as
usual.
As of the current version of PALinkA, there is
no dedicated feature for computer-aided coreference
annotation. Therefore we just added four new relation types for suggest coref yes, suggest coref maybe,
suggest anaphoric, and suggest cataphoric (see table 4), and chose appropriate colors for highlighting the new relations in the PALinkA relations editor. This allowed the annotators to easily identify the suggested relations as such.
Whenever
they found an incorrect suggestion, they could either override it with the correct relation (using the
“non-suggestion” variant of the relation), or delete
the incorrect relation altogether. Suggestions that
were resolved to the right antecedent were left unchanged, and the relation labels were replaced afterwards with their unmarked counterparts (that is suggest coref yes and suggest coref maybe become coreferential, suggest anaphoric becomes anaphoric, and
suggest cataphoric is mapped to cataphoric; see table
4).
We used the timing function that is built into
PALinkA to measure how long it took an annotator
to annotate an article. The timing values accumulate
when articles are multiply edited.
We conducted the experiment in two stages. In
stage 1, all three annotators were asked to annotate
the same set of four ﬁles, as shown in table 5. The
ﬁrst two ﬁles were unannotated, the second pair of
ﬁles contained suggestions. The purpose of this ﬁrst
stage was for us to be able to measure and compare the
individual diﬀerences in annotation quality and speed.
In stage 2, the annotators worked on the remaining
16 articles. Annotators A and B were presented with
alternately one plain article and one pre-annotated article, such that whenever annotator A worked on a
plain article, annotator B got a pre-annotated article,
and vice versa (see table 5). By making the annotators
annotate an article only once, we made sure that the
timing data did not get distorted because the annotators remembered the content of the article. Annotator
C had already annotated the 16 remaining plain articles several months earlier. Therefore, the ﬁle set
annotator C was presented with only contained preannotated articles.

5.7

Agreement and Speed Results

We computed two agreement statistics, the partitionbased F-measure of Vilain et al. (1995) and the
partition-based kappa statistic of Passonneau (1997).
Both measures were calculated between annotators
and a reference annotation of the articles, which was
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Annotator:

T920711.117
T920711.129

A
Stage 1
plain
plain
w/s
w/s
Stage 2
w/s
plain

T920711.213
T920711.214

w/s
plain

T920711.82
T920711.105
T920711.115
T920711.116

B

C

plain
plain
w/s
w/s

plain
plain
w/s
w/s

plain
w/s
..
.
plain
w/s

w/s
w/s

Annotators
Cref Dref
A
B
A
B
A
Cref
B
Cref
A
Dref
B
Dref
A
Cref
B
Cref
A
Dref
B
Dref

w/s
w/s
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F
0.85
0.79
0.76
0.80
0.79
0.78
0.77
0.79
0.79
0.78
0.78

κ
0.81
0.73
0.67
0.72
0.71
0.69
0.69
0.74
0.73
0.73
0.72

Table 6: Inter-annotator Agreement

Table 5: Data sets given to the three annotators
(plain: no suggestions, w/s: with suggestions)

annotated earlier by two more experienced annotators
(named Cref and Dref ). As mentioned previously, C
participated both in the annotation of the data for
current experiment and the data for the reference annotation.
In stage 1 of the experiment we found that annotators A and B are fairly equal in their annotation skills
and speed, which eased our concerns of the comparability of the results.
First of all, we wanted to see if the presence of
suggestion leads to a bias in the annotation towards
or against certain decisions. For this, we compared
the stage 1 data, which has been annotated with the
same method, respectively, with the stage 2 data, on
which annotators A and B always had diﬀering methods regarding pre-annotation (see table 6). As we had
suspected, the agreement for the same-method condition is higher (both in terms of F-measure and in terms
of κ) than in the diﬀerent-method condition, indicating that the annotation with suggestion exhibits some
bias.
On the other hand, the annotator agreement for
the new annotators (even in the same-method condition) is markedly less than for the experienced annotators who created the reference annotations, so this may
indicate that suggestion-based annotation and annotation from scratch lead to diﬀerent types of mistakes.
To check this, we compared the subset of the annotations for annotators A and B to the reference annotations. The diﬀerence between the new annotators
A and B is the largest while there is less deviation of
both A and B from the two reference annotations. In
other words, our hypothesis is conﬁrmed that the main
cause for the diﬀerence is that pre-annotation and annotation from scratch lead to diﬀerent kinds of errors
rather than to a diﬀerence in annotation quality. It
should therefore be possible to exploit the greater diversity in both cases by letting annotators use diﬀerent
annotation methods (one plain, and one with suggestions) to be able to detect more (potential) errors in a
later adjudication step.
With respect to annotation times, we only found a
small decrease for the pre-annotation condition (p ≈
0.08 using a paired t-test), whereas the diﬀerence
between novice and experienced annotators is much
larger and with high statistical signiﬁcance (p < 0.03

Method
plain
stage 1
stage 2
w/s
w/s
w/s
w/s
plain
plain
plain
plain

Annotator
A
B
C
A,B
A,B

Subset
all
all
all
plain
w/s

Average
874
957
385
1042
726

Std.dev.
487
511
320
433
543

Table 7: Annotation times (in seconds)

using a paired t-test). Because of high variance of
annotation time between documents, the diﬀerence
in mean annotation time between pre-annotation and
manual annotation seems relatively unimportant (cf.
table 7).

6

Conclusion

We investigated the use of pre-annotation for the purpose of quantifying possible improvements in speed
and/or quality in the annotation of coreference. Our
ﬁndings from a controlled experiment involving two
novice and one experienced annotator indicate that
annotation speed can be improved by a small amount,
while annotator agreement with the existing reference annotation is the same (using F-measure) or only
slightly worse (using κ). Our data further suggests
that pre-annotation leads to diﬀerent kinds of errors
rather than worse annotation quality, which means
that its use can be beneﬁcial for ﬁnding more errors
in the subsequent adjudication step, leading to better
overall quality.
Regarding the hypotheses mentioned earlier, we
ﬁnd that there is a is an increase in annotation speed,
even though it is relatively small (both compared to
between-document variance and to the diﬀerence between novice and expert annotators), and regarding
the annotation quality, it seems that neither the hope
to improve annotation quality by reducing the portion
of repetitive work nor the fear of worse annotation
quality due to lenient annotators could be deﬁnitely
conﬁrmed, but it seems that these eﬀects are more or
less balanced. As we used an oﬀ-the-shelf annotation
tool (PALinkA) with only minimal modiﬁcations in
the annotation process, it is possible that tighter integration of the prediction component will lead to a
larger improvement in annotation speed.

Workshop Computer-Aided Language Processing (CALP)’2007 - Borovets, Bulgaria

7

Acknowledgments

We would like to thank our annotators Janina Kopp,
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