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Preface

The Recent Advances in Natural Language Processing (RANLP) conference, which is ranked among the
most influential NLP conferences, has always been a meeting venue for scientists coming from all over
the world. Since 2009, we decided to give arena to the younger and less experienced members of the NLP
community to share their results with an international audience. For this reason, further to the first four
successful and highly competitive Student Research Workshops associated with the conferences RANLP
2009, RANLP 2011, RANLP 2013, and RANLP 2015, we are pleased to announce the fifth edition of
the workshop which is held during the main RANLP 2017 conference days, 4-6 September 2017.

The aim of the workshop is to provide an excellent opportunity for students at all levels (Bachelor,
Masters, and Ph.D.) to present their work in progress or completed projects to an international research
audience and receive feedback from senior researchers. This year, we received 16 high quality
submissions, among which 2 papers have been accepted for oral presentation, and 5 as posters. Each
submission has been reviewed by at least 2 reviewers, who are experts in their field, in order to supply
detailed and helpful comments. The papers’ topics cover a broad selection of research areas, such as:

e application-orientated papers related to NLP;

e computer-aided language learning;

e dialogue systems;

e discourse;

e clectronic dictionaries;

e evaluation;

e information extraction, event extraction, term extraction;

e information retrieval;

e knowledge acquisition;

e language resources, corpora, terminologies;

e lexicon;

e machine translation;

e morphology, syntax, parsing, POS tagging;

e multilingual NLP;

e NLP for biomedical texts;

e NLP for the Semantic web;

e ontologies;

e opinion mining;

e question answering;

e semantic role labelling;

e semantics;

e speech recognition;

e temporality processing;

e text categorisation;

e text generation;

e text simplification and readability estimation;

e text summarisation;

o textual entailment;

e theoretical papers related to NLP;

e word-sense disambiguation;

As usual, our authors comprise a large international group with students coming from: Bulgaria, France,
India, Iran, Ireland, and Portugal.
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We would like to thank the authors for submitting their articles to the Student Workshop, the members of
the Programme Committee for their efforts to provide exhaustive reviews, and the mentors who agreed

to have a deeper look at the students’ work. We hope that all the participants will receive invaluable
feedback about their research.

Venelin Kovatchev, Irina Temnikova, Pepa Gencheva, Yasen Kiprov, and Ivelina Nikolova
Organisers of the Student Workshop, held in conjunction with
The International Conference RANLP-17
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Abstract

The present paper considers the problem
of dietary conflict detection from dish ti-
tles. The proposed method explores the se-
mantics associated with the dish title in or-
der to discover a certain or possible incom-
patibility of a particular dish with a partic-
ular diet. Dish titles are parts of the elu-
sive and metaphoric gastronomy language,
their processing can be viewed as a com-
bination of short text and domain-specific
texts analysis. We build our algorithm on
the basis of a common knowledge lexical
semantic network and show how such net-
work can be used for domain specific short
text processing.

1 Introduction

The dish classification according to some dietary
criteria is a challenging task. Performing such
classification given the dish title as it may appear
in a restaurant menu implies solving the follow-
ing issues: context scarcity, relevant information
selection, and output qualification. In the frame-
work of our method, these issues have been dealt
with following two steps. First, domain specific
knowledge! has been immersed into a large gen-
eral knowledge lexical semantic network. Second,
a graph traversal algorithm has been defined and
parametrized in order to grasp relevant lexical and
semantic information for the dietary conflict de-
tection.
In terms of structure, the network we use is a di-
rected graph where nodes may represent simple or
compound terms, linguistic information, phrasal
expressions, and sense refinements”. The arcs of

"Terms and relationships related to nutrition, cooking
techniques, cooking recipes and their typical parts, diets and
typical dietary restrictions.

2Unlike the dictionary sense, the sense refinement reflects

the typical use of a term, its sense activated by a particular
context.

1

the graph are directed, weighted, and typed ac-
cording to the ontological, semantic, lexical as-

sociations between the nodes. They also may be

. . art—whole
semantically annotated (ex.: quiche e,
frequent

egg) which is convenient for working with do-
main specific expert knowledge. During the
traversal (interpretation) of the graph, the nodes
and the arcs are referred to as respectively ferms
and relationships.. Throughout this paper, re-
lationship corresponds to a quadruplet R
{termsource, type, weight, termyqrger }.  Weight
denotes an association force of the relationship be-
tween two terms of the graph.

The paper will be structured as follows. First,
we will recall main state-of-the-art achievements
related to short text analysis and cooking recipe
analysis. Second, we will detail materials of the
approach: knowledge resource structure, text pre-
processing steps. Third, we will describe our
graph traversal method. Finally, we will present
and discuss the output of our system and introduce
its possible evolutions.

2 State of the Art

2.1 Distributional Methods for Short Text
Analysis

The processing of dish titles can be considered as
a possible specialization of some general method
for short text analysis. Given the importance of
the distributional hypothesis® in the current NLP
practice, we will empathize knowledge based dis-
tributional method and logic based distributional
method to the short text processing. A relevant
knowledge based distributional method has been
proposed by (Hua et al., 2015) in the framework
of the Probase* lexical semantic network. The

3The main idea behind the distributional hypothesis : "a
word is characterized by the company it keeps”(Firth, 1957).

*nttps://www.microsoft.com/en-us/
research/project/probase/.
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Probase associated tools allow obtaining a con-
cept distribution based on different scoring func-
tions (conditional probability distribution’, point-
wise mutual information® etc.). Prior to the analy-
sis of short texts, the authors in (Hua et al., 2015)
acquire knowledge from web corpus, Probase net-
work as well as a verb and adjective dictionary.
They solve the segmentation task by introducing
a multi-fold heuristic for simple and multi-word
term detection. It takes into account the presence
of is-a and co-occurrence relationships between
the candidate terms. Subsequently, the terms are
typed according to different categories : part of
speech, concept/entity distinction etc. Finally,
the disambiguation is done using the weighted
vote (conceptual connections of the candidate term
considering the “vote of context”). This method
seems to be relevant for queries, however it would
be difficult to use it for the dish classification. The
main difficulty comes from the fact that it is con-
cept driven. Indeed, for a term such as “creme
brulee”, we obtain the concept distribution scores
shown in Table 1. Due to the underlying se-

Term (concept) MI P(concept|entity)
dessert 0.386 0.446
authentic bistro dish | 0.164 0.12
off beat flavor 0.047 0.06
homemade dessert 0.046 0.048
dairy based dessert 0.04 0.036

Table 1: Concept distribution for creme brulee
(Probase conceptualization tool)

mantic relationship types (is-a,relatedness), these
examples bring very few information about the
composition and the semantic environment (that
needs considering relationship types expressing
part-whole, location, instrument, sensory charac-
teristic relationships) of the dish titles and one can
hardly qualify some of the returned scores (e.g. off
beat flavor) in order to approximate the underlying
relationship type. An improvement of the knowl-

>Conditional probability distribution of two discrete vari-
ables (words)

P(A|B) =

SPoint-wise Mutual Information is calculated according
to the formula :

PMI(z;y) = log L’y()

P(z)P(y)

edge based distributional method could be made
using an additional semantic resource containing a
rich part-whole semantics’ such as WordNet (Fell-
baum, 1998).

A different kind of methods for short text analy-
sis relies on general-purpose first order probabilis-
tic logic as shows the hybrid approach developed
by (Beltagy et al., 2014). The authors use them
to generate an on-the-fly ontology that contains
the relevant information related to some current
semantic analysis task. They adopt probabilistic
logic as it allows weighted first order logic for-
mulas. The weight of the formulas corresponds
to a certainty measure estimated from the distribu-
tional semantics (meaning representation, seman-
tic relation prediction). First, natural language
sentences are mapped to a logical form (using
the Boxer tool (Bos, 2015)%). Second, the on-
tology is encoded in the form of weighted infer-
ence rules describing the semantic relations (the
authors mention hyponymy, synonymy, antonymy,
contextonymy i.e. the relation between “hospital”
and “doctor”). Third, a probabilistic logic pro-
gram answering the target task is created. Such
program contains the evidence set, the rule base
(RB, weighted first order logical expressions), and
a query. It calculates the conditional probabil-
ity P(Query|Evidence, RB). This approach has
been tested on the SICK® data for the tasks of se-
mantic textual similarity detection and textual en-
tailment recognizing. The results showed a good
performance of this method over distributional
only and logic only methods. This kind of ap-
proaches rather considers lexical relations (reveal-
ing some linguistic phenomena), than purely se-
mantic (language independent, world knowledge
phenomena) relations. As the knowledge based
distributional method, it suffers from the difficulty
to qualify the relationships as it uses mainly the
co-occurrence analysis.

"The WordNet part-whole relation splits into three more
specific relationships : member-of, stuff-of, and part-of.

8Boxer (Bos, 2015) is a semantic parser for English texts
based on Discourse Representation Theory.

9Sentences Involving Compositional Knowledge. This
dataset includes a large number of manually annotated
sentence pairs that are rich in the lexical, syntactic and
semantic phenomena (e.g., contextual synonymy, syntac-
tic alternations). http://clic.cimec.unitn.it/
composes/sick.html.



2.2 Cooking Instruction Analysis

Besides the approaches focused on flavor net-
works which consider cooking recipes as ’bags of
ingredients” such as (Ahn et al., 2011), the ex-
isting approaches to the recipe analysis concen-
trate on recipes taken as a sequence of instruc-
tions that can be mapped to a series of actions.
Numerous publications concern the implementa-
tion of supervised learning methods. For instance,
(Mori et al., 2012) use the annotated data to ex-
tract predicate-argument structures from cooking
instructions in Japanese in order to represent the
recipe as a work flow. The first steps of this pro-
cess are words segmentation and entity type recog-
nition based on the following entity types: Food,
Quantity, Tool, Duration, State, chefs action, and
foods action. Therefore, this task is similar to the
conceptualization process proposed by (Hua et al.,
2015) discussed in the previous section. Entity
type recognition is followed by syntactic analy-
sis that outputs a dependency tree. The final step
aims at extracting predicate-argument triples from
the disambiguated (through segmentation, entity
type recognition, and dependency parsing) recipe
text. In this approach, the semantic information
that could be attached to the arcs is attached to the
nodes. The node type together with the syntac-
tic markers (i.e. case marker) helps determining
the nature of the predicate-argument relation. This
method yields modest results and could be im-
proved by adopting a more versatile graph struc-
ture (i.e. a structure with typed arcs). (Kiddon
etal., 2015) proposed a similar unsupervised tech-
nique for mapping recipe instructions to actions
based on a hard Expectation Maximization algo-
rithm and a restricted set of verb argument types
(location, object).

In the paradigm of semantic role labeling, the ap-
proach of (Malmaud et al., 2014) uses a Markov
decision process where ingredients and utensils
are propagated over the temporal order of instruc-
tions and where the context information is stored
in a latent vector which disambiguates and aug-
ments the instruction statement under analysis.
The context information corresponds to the state
of the kitchen and integrates the changes of this
state according to the evolving recipe instructions.
It yields a good performance for the instruction
analysis.

In the case based reasoning paradigm, (Dufour-
Lussier et al., 2012) represent the cooking instruc-

tions as a work-flow and thus propose a method for
the automatic acquisition of a rich case representa-
tion of cooking recipes for process-oriented case-
based reasoning from free recipe text. The cook-
ing process is represented using the Allen (Allen,
1981) algebra extended with relations over inter-
val durations. After applying classical NLP tools
for segmentation, part-of speech tagging, syntac-
tic analysis, the extraction process from texts fo-
cuses on the anaphora resolution and verb argu-
ment analysis. The actions are modeled on the
basis of the instructional text without consider-
ing the implicit information proper to the cook-
ing recipes. The underlying knowledge resource is
the case-based reasoning system Taaable (Cordier
et al.,, 2014). The existing methods of cuisine
texts analysis converge on the necessity to have
a richer context around the terms present in the
input text. Various approaches have been pro-
posed to provide such context. Some of them
propose specific meta-languages such as MILK'?
(Tasse and Smith, 2008) or SIMMR (Jermsura-
wong and Habash, 2015)!!. MILK has been pro-
posed as a machine-readable target language to
create sets of instructions that represent the ac-
tions demanded by the recipe statements. It is is
based on the first-order logic, but allows handling
the temporal order as well as creation/deletion
of ingredients. A small corpus of 250 recipes
has been manually annotated using MILK (CURD
(Carnegie Mellon University Recipe Database)).
Similarly, SIMMR (Jermsurawong and Habash,
2015) allows to represent a recipe as a dependency
tree. The leaves of the tree are the recipe ingredi-
ents and its internal nodes are the recipe instruc-
tions. MILK tags have been used to construct the
SIMMR trees. Machine learning methods (SVM!?
classification) have then been used for instruction-
ingredient linking, instruction-instruction linking
using SIMMR. Other approaches for getting more
context for the cooking recipe analysis are dy-
namic data structures (i.e. latent vector used
by (Malmaud et al., 2014)) and graph-shaped re-
sources (ontologies, semantic networks) as in our
case.

OMinimal Instruction Language for the Kitchen.
U Simplified Ingredient Merging Map in Recipes.
"ZSupport Vector Machine Classification.



3 Preliminaries

The dietary restrictions are defined as follows:
Diabetes, GlutenFree, Halal, Hindu, Kosher
LowCalories, LowFat, LactoseFree, LowSalt, Ve-
gan, Vegetarian. For these diets, we automati-
cally extracted and manually validated an initial
set of approximately 200 forbidden ingredients.
We used domain-specific resources (lists of ingre-
dients) found on the Web for this step. These
ingredients (if not already present in our graph-
based knowledge resource) have been encoded as
nodes and linked to the nodes representing the di-
ets listed above by the arcs typed r_incompatible.
The nutritional restrictions differ in terms of their
semantic structure (which may rely on composi-
tion (part-whole relation), cutting types (holonymy
etc.), cooking state (i.e. boiled carrots are undesir-
able in case of diabetes).

3.1 Corpus and Knowledge Resource

For our experiment we used a set of 5,000 dish ti-
tles in French, which corresponds to a corpus'>.
of 19,000 words and a vocabulary of 2,900 terms
(after removing stop words and irrelevant expres-
sions such as tarte tatin a ma facon”, tarte tatin
my way). This data mirrors the French urban culi-
nary tradition as well as the established practice of
searching the Web for recipes. The data scarcity
proper to the recipe titles is an important obstacle
to their processing. Distributional scores used by
(Huaetal., 2015) and (Beltagy et al., 2014) may be
interesting in terms of flavor associations, but they
also demonstrate that we need to know more about
the most likely semantic neighborhood of the term
to handle the part-whole semantics and incompat-
ibility analysis.
The semantic resource we use for the experi-
ments is the RezoJDM lexical semantic network
for French '#. This resource stems from the game
with a purpose Al project JeuxDeMots (Lafour-
cade, 2007). Built and constantly improved by
crowd-sourcing (games with a purpose, direct con-
tribution), RezoJDM is a directed, typed, and
weighted graph. Today it contains 1.4M nodes
and 90M relations divided into more than 100
types. The structural properties of the network
have been detailed in (Lafourcade, 2011) and later
The corpus has been collected from the following
Web resources : 15% www.cuisineaz.fr, 20% www.
cuisinelibre.orget65% www.allrecipe.fr

Yhttp://www. jeuxdemots.org/jdm-about.
php

in (Chatzikyriakidis et al., 2015), its inference and
annotation mechanisms respectively by (Zarrouk
et al., 2013) and (Ramadier, 2016). The ever end-
ing process of graph population is carried on using
different techniques including games with a pur-
pose, crowd-sourcing, mapping to other seman-
tic and knowledge resources such as Wikipedia
or BabelNet (Navigli and Ponzetto, 2012). In ad-
dition, endogenous inference mechanisms, intro-
duced by (Zarrouk et al., 2013) are also used to
populate the graph. They rely on the transitivity
of the is-a, hyponym, and synonym relationships
and are built for handling polysemy. In addition to
the hierarchical relation types, RezoJDM contains
grammatical(part-of-speech), causal, thematic re-
lations as well as relations of generativist flavor
(ex. telic role). This resource is considered as
a closed world i.e. every information that is not
present in the graph is assumed as false.

It has been shown by (Ramadier, 2016) that, for
the sake of precision, general and domain spe-
cific knowledge should not be separated. Thus,
for our experiment we immerse nutrition, sen-
sory, technical knowledge into RezoJDM to en-
hance the coverage of the graph. This has been
done partly through the direct contribution. Ex-
ternal resources such as domain specific lexicons
and terminological resources have been used. In
particular, some equivalence and synonym rela-
tion triples have been extracted from IATE! term
base!®. The Agrovoc'” thesaurus provided only
a few new terms; it contained no relevant rela-
tions. Additionally, as RezoJDM can be enhanced
using crowd-sourcing methods and, in particular,
games with a purpose, specific game with a pur-
pose assignments have been given to the JeuxDe-
Mots (contribution interface for RezoJDM) play-
ers. Today (June 2017) the domain specific sub-
graph corresponds to 40K terms (approximately
2.8% of the RezoJDM). The overall adaptation
process took about 3 weeks.

In the framework of our experiment, we use taxon-
omy relations, part-whole relations, object-mater
relations and, in some cases, hyponymy and char-
acteristic relations. Running the experiment in-
volved preprocessing steps (multi-word terms de-
tection, lemmatization, disambiguation), browsing

15 http://iate.europa.eu/switchLang.do?

success=mainPagelang=fr
19The part of the IATE resource that has been used corre-
sponds to the subject field 6006.

" http://aims.fao.org/fr/agrovoc



the graph following path constraints, scoring pos-
sible incompatibilities, and possibly normalizing
scores. Among other approaches using a simi-
lar plot, (Poria et al., 2014) use ConceptNet (Liu
and Singh, 2004) network for the semantic analy-
sis task.

4 Method

The preprocessing step includes text segmenta-
tion which relies on the multi-word lexical entities
detection, followed by stop-words removal. The
multi-word term detection is done in two steps.
First, the recipe titles are cut into n-grams using a
dynamic-length sliding window (2 < 4). Second,
the segments are compared to the lexical entries
present in RezoJDM which is therefore used as a
dictionary. In RezoJDM, the multi-word terms are
related to their ”parts” by the relation typed locu-
tion (or ’phrase”). This relation is useful for com-
pound terms analysis. Bi-grams and trigrams are
the most frequent structures in the domain-specific
subgraph as well as in RezoJDM. Indeed, they rep-
resent respectively 28% and 16% of the overall set
of multi-word terms and expressions (300K units).
For our experiment, we often opted for trigrams
which turned out to be more informative (i.e. cor-
respond to nodes with a higher out degree).

French (English)

1. Carpe a_la_forestiere

(Forest_style carp)

2. Carré d’agneau dans_son_jus

(Rack of lamb in_its_own _jus)

3. Waterzoi de lieu_noir

(Coley waterzoor)

4. Verrines de lentilles au saumon_fumé
(Lentil and smoked_salmon verrines)

5. Gateau_basque a la confiture de cerises_noires
(Basque_cake with black_cherry jam)

Table 2: Preprocessed recipe titles. Expressions
relevant for the domain (1,2) as well as multi-word
terms (3,4), and phrases(5) are detected. Some-
times, two segmentations are possible for the same
input. In such cases, the contrast is favored by ex-
ploring syntactic features and outgoing semantic
relationships of terms in RezoJDM.

4.1 From Text to Graph

Starting from a sequence wy, wa, ...w, of n terms,
we build a context namely the lemmatized and dis-
ambiguated representation of the recipe title un-
der scope. Such context is the entry point to our
knowledge resource.

A context is a sequence of nodes (the text order
is preserved) : Cuywg,wn = Ty Mgy Ny,
where the node n,,, is the most precise syn-
tactic and semantic representation of the surface
form available in RezoJDM. To obtain such rep-
resentation we search for the node correspond-
ing to the surface form if it exists'®. Then,
we yield its refinement if the term is polysemic.
The irrelevant refinements are discriminated us-
ing a list of key terms that define our domain
(i.e. thematic subgraph within a lexical seman-
tic network). The identification of the refine-
ment is done through the cascade processing of
relationships of a node typed refinement, do-
main, and meaning. The context creation func-
tion returns for quiche au thon et aux tomates
(quiche with tuna and tomatos) the result [quiche
(préparation culinaire), thon (poisson,chair), to-
mate légume-fruit], respectively:”quiche (prepara-
tion), tuna (fish flesh), tomato (fruit-vegetable))”.
For each node n; € C we explore paths S =
((n1arn2), (n2a,ng), (Nm—1a,ny)). The type of
relationships we choose for the graph traversal de-
pends on the local category of the node:

1. If  isa("preparation”, n;)'°, r €
{hypo, part — whole, matter}.
This is the case of mixtures, dishes and other
complex ingredients;

2. If isa("ingredient”,n;)*, €

{isa, syn, part — whole, matter, charac}.
It is the case of plain ingredients like tomato.

The weight of all relations we traverse must be
strictly positive. We traverse the graph testing a
range of conditions: relevance to the domain of
interest D, (food domain), existence of a path
of a certain length (< 2) and type between the
candidate node and and the rest of the Context
under analysis, co-meronymy relation etc.
To obtain relevant results, two conditions are to
be fulfilled. First, there must be a disambiguation
strategy and a domain filtering. Second, the simi-
larity has to be handled between the preparation
and its hyponyms. Indeed, the exploration of
the part-whole relations of the network refers
to all the possible ingredients and constituents
3In the opposite case the acquisition process through ex-
ternal resources like Wikipedia, Web and through crowd-
sourcing (Games with a purpose) may be triggered (if an open
world hypothesis is favored).

Y First Order Logic Notation.
Ofdem.



of the preparation. If the preparation has
a conceptual role (i.e. “cake”), the part-whole
relations analysis will output a lot of noise. In
our example, it is important to grasp the absence
of pork (meat) and the presence of tuna (fish)
in the quiche under scope. Therefore, instead
of directly exploring the part-whole relations of
the quiche(preparation), we rather try to find
similar quiche(preparation) hyponyms for the
context C="quiche (preparation), tuna (fish flesh),
tomato (fruit-vegetable))” and yield the typical
parts they have in common with the generic
quiche(preparation). Our function finds the
hyponym which maximizes the similarity score.
This score is a normalized Jaccard index over
all the positive outgoing part-whole, isa, matter

relations. SenSe
J(SC’SChypo) = Wﬂ
hyponym context built on the go.

Different threshold values have been experi-
mented. Empirically, the threshold fixed at 0.30
allows capturing generic similarities such as (for
our example) quiche saumon courgette (’quiche
salmon zucchini”) score=0.32, a quiche with
some fish and a vegetable. More precise similarity
corresponds to higher scores.

Using the described strategy, the irrelevant
recipes such as quiche lorraine (score=0.20)
are efficiently discriminated. Once the relevant
hyponym is identified, its part-whole neighbors
can be grasped. A specific graph traversal strat-
egy is used for the LowSalt diet. It includes
exploring the characteristic relation type for the
preparation and its parts.

where Cpyp is the

4.2 From Graph to Incompatibilities

The incompatibility calculation takes as input the
list of diets and the queue F' containing terms
related to main context. This function looks for an
dietary incompatibility path S;,,. such that N/ € F’
N Sine = ((N/7 T'type N), (Na Tinc, NDIET)) A
type € (hololisalhaspart|substance|hypo).
The output is a key value pair (diet, score). The
score depends on the distance in the RezoJDM
graph and on the relation type between the diet
and the incompatible node in the context. Besides
the refinement relation type?!, it is calculated as
follows for the distance d :ﬁ. The score for
the whole context corresponds to the addition of

2'Which participates to the disambiguation process.

the individual scores of the context nodes. It is
adapted in order to bring it closer to a probability
distribution and allow further statistical or pre-
dictive processing. Our system first obtains a list
of nodes linked to the context (see 3.1). After
following a traversal strategy, it returns a list of
probabilistic scores for each part of the context.
L.e. (w corresponds to weight and d corresponds
to distance) :

recipe : quiche thon tomate
quiche>preparation, thon>poisson,

tomate>legume

Further follows similarity processing as de-
scribed in 3.2., then processing of parts shared by
quiche and its hyponyms similar to the context.
For each part, the isa, part-whole, mater and
characteristic relations are further explored

r_has_part pte d=1 w=6 *dough*
r_has_part oeufs d=1 w=105 *eggs* etc.

Intermediate raw scores are returned (exam-
ple : quiche(preparation)):

Diabetes 1.3,
Kosher 0.3,
GlutenFree 1.8,

LactoseFree 3.0, Halal 0.0,
LowCalories 1.5, LowSalt 0.5,
Hindu 0.5, LowFat 0.8,
Vegan 0.5, Vegetarian 0.3

Same processing is performed for all the other
nodes from the context. The output summarizes
scores per ingredient and per diet. It can be “nor-
malized” according to the following rule applied
to the raw score in order to s € Lg (raw list of
scores) in order to produce a probabilistic score
spiif s > 05,5, «— 1,if s < 0.5, s, < 0.5.
The range of this new score is restricted to three
values : compatible (0), uncertain (0.5), and
incompatible (1).

final probabilistic scores
for "quiche thon tomate"

Diabetes 0.5,
Kosher 0.5,
GlutenFree 1.0,

LactoseFree 1.0, Halal 0.0,
LowCalories 1.0, LowSalt 1.0,
Hindu 1.0, LowFat 1.0,
Vegan 1.0, Vegetarian 1.0

In a restaurant scenario, a client would be
informed about the strict incompatibility or



compatibility of a dish with his or her nutritional
restrictions and alerted about some potential
incompatibilities that would need further infor-
mation from the caterer. The list of terms that are
not present in the resource (for example, sibnekh,
zwiebelkuchen) is output by the system. It serves
to the further improvement of the RezoJDM graph
from external resources.

4.3 Evaluation and Discussion

The system has been evaluated using a incompati-
bility annotated corpus of 1,500 recipe titles. The
evaluation data has been partially collected us-
ing structured document retrieval simultaneously
with the raw corpus constitution. Relevant meta-
tags (HTML tags present in micro-formats”?) have
been used to pre-build incompatibility scores. The
overlap between the different diets (vegan recipes
are compatible with a vegetarian diet etc.) has
been taken into account. The labels have been
adjusted and enriched (LawSalt, Kosher diets) by
hand by the author because the structured meta-
tags do not contain such information. The ob-
tained evaluation scores are binary. Our system is
under improvement, we estimated that the score
returned by the system should be > 0.5 to be
ranked as acceptable. Later, a finer grained evalu-
ation will be adopted.

Our results expressed in terms of precision, recall
and f-measure (F1 score) are listed in Table 4. The
most important score is the precision as, for an
allergic or intolerant restaurant customer, even a
very small quantity of a forbidden product may be
dangerous. The average value correspond to the
macro-average (arithmetic mean), F-score average
is therefore the harmonic mean of precision aver-
age rate and recall average rate.

For the halal diet, there are very few terms in the
graph that point to this diet. The low calories
and vegetarian diets are well known among the
RezoJDM community and well represented in the
graph. In 13% of cases, the graph traversal did not
return any result as the terms corresponding to the
words of the context do not exist in the graph. It
was the case of borrowings (such as quinotto) or
lexical creations?® (i.e. anti-tiramisu as our analy-
sis scheme doesn’t take into account morphology).
The average number of incompatibility scores # 0

22Micro-formats(pF) refer to standardized semantic
markup of web-pages.

BThe term lexical creation refers to the neology (creation
of new terms).

Corpus (scores)

Diet 0 0.5 1
Diabetes 344 1,667 2,989
LactoseFree 1,410 1,856 1,733
Halal 1,629 3,140 231
Kosher 1,307 3,453 240
LowCalories 2,540 122 2,338
LowSalt 3,491 1,312 197
GlutenFree 589 2,961 1,450
Hindu 568 3,939 493
LowFat 2,161 2,636 203
Vegan 454 4,261 285
Vegetarian 360 1,655 2,985
totals 14,852 | 27,004 | 13,144

Table 3: Repartition between the 3 possible prob-
abilistic scores in the whole corpus.

Evaluation set
Diet Precision | Recall | F1 score
Diabetes 92% 92% 92%
LactoseFree 71% 73% 72%
Halal 65% 75% 70%
Kosher 67% 60% 63%
LowCalories 60% 75% 67%
LowSalt 88% 65% 75%
GlutenFree 80% 73% 76%
Hindu 86% 80% 83%
LowFat 67% 70% 68%
Vegan 80% 90% 85%
Vegetarian 83% 90% 86%
macro-average 76 % 77 % 76%
Table 4: Corpus-based evaluation. We specify

the repartition between the 3 possible probabilistic
scores in the whole corpus and detail the quality of
our scoring for an sub-corpus annotated for evalu-
ation. The evaluation set is a subset of our corpus
annotated in incompatibilities. We totally ignore
the annotations during the processing.

per recipe title is of about 3.8. Traditional diets
(such as halal diet and kosher diet) have been very
challenging as the nature of nutritional restriction
for them may concern food associations. The low
salt diet incompatibility detection is still difficult
because salt is everywhere and it is sometimes
difficult to find a criterion to separate the property
from the possibility of being salted.

Given the specificity of our resource, a low
score may depend on the lack of some relevant
information in the graph. Thus, the output may be
considered as correct (at least at the development
stage) but with a low “confidence” which corre-
sponds to a lower mean* value.

%The mean, as it is understood here, weights each score
s; according to its probability given the dataset, s;. Thus,

p=3_ Sipi.



The mean (M) and standard deviation (SD)
values reveal this confidence issue (Table 5). A
low M value together with a low SD indicates
that there were too many uncertain scores (< 0.5)
among the resulting scores of a particular diet. On
the contrary, M > 0.5 and SD < 0.5 reveal a
good confidence about the incompatibility. in the
case of ”no salt” diet, very few incompatibilities
have been detected with low confidence, thus
finer grained approach is needed (i.e. relation-
ship annotation). In the case of GlutenFree
and LowCalories the scores are quite confident
but sparse : the data is unequally distributed
in the resource, more relationship types should
be explored. the overall M and SD values
reveal low confidence but uniform scores. To

Diet M SD

Diabetes 0.785 | 0.295
LactoseFree | 0.200 | 0.215
Halal 0.240 | 0.239
Kosher 0.275 | 0.243
LowCalories | 0.487 | 0.484
LowSalt 0.031 | 0.094
GlutenFree 0.549 | 0.349
Hindu 0.447 | 0.244
LowFat 0.380 | 0.202
Vegan 0.406 | 0.219
Vegetarian 0.809 | 0.253
overall 0.406 | 0.219

Table 5: Mean values per diet (evaluation)

maximize the confidence related to the score,
the knowledge resource must be continuously
enhanced. Today this is achieved using two main
strategies: exogenous and endogenous. The first
one may include term extraction from corpora,
relationship identification based on word embed-
dings, direct contribution, specific games with a
purpose assignments. The second one refers to
propagation of the relations already existing in
the graph using inference schemes based on the
transitivity of the isa, part-whole, and synonym
semantic relations as proposed by (Zarrouk et al.,
2013). Using a lexical semantic network for text
processing offers some clear advantages. First,
there is no need to use multiple data structures
during the processing. Second, the graph structure
supports encoding various kinds of information
that can be useful for text processing tasks. Every
piece of information encoded using the graph
formalism is machine interpretable and can be
accessed during the traversal. Finally, the graph
based analysis strategy has an explanatory feature,

it is always possible to know why the system
returned some particular output. However, two
main issues must be tackled : the knowledge
resource population method and the filtering
strategy while traversing the resource. To test the
portability of the approach, we run it using the
ConceptNet common knowledge network and a
restricted set of aligned recipe titles in English and
French. The obtained scores have been compared
across languages. They are given as follows in our
example: “score for French [score for English]”.

“blanquette de veau” ["veal blanquette"]
Vegan 1.0[0.5],Vegetarian 1.0[0.5]
Hindu 1.0[0.5],Diabetes 0.6[0.0],
LowLactose 0.5[0.0],Kosher 0.4[0.07,
LowFat 0.4[0.0], LowSalt 0.4[0.0]

Thus, the portability of the method is pro-
portional to the quantity of available resources
that can be assimilated to human contribution
(i.e.corpora of user contributed recipes for a given
language) and to the amount of direct human ex-
pert or non expert contribution.

5 Conclusion

We introduced the use of a lexical-semantic net-
work for dietary conflict detection based on dish
titles. The scores obtained by our system can be
used for building specific resources for machine
learning tasks such as classifier training. Among
the perspectives, we can list :

e knowledge resource population using exter-
nal resources and endogenous approaches ;

e mapping the resource to other existing se-
mantic resources;

e making the system evolve towards a multilin-
gual (language independent?) dietary conflict
detection.

An important advantage of the system over purely
statistical approaches is its explanatory feature, we
can always know how the system came to its de-
cision and thus can constantly improve it. The
limitations of our contribution are linked to its im-
provement model which is based on contribution
work and the necessity to (weakly) validate the
new relations.
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Abstract

In today’s world, globalisation is not only
affecting inter-culturalism but also link-
ing markets across the globe. Given that
all markets are affecting each other and
are not only driven by fundamental data
but also by sentiments, sentiment analy-
sis regarding the markets becomes a tool to
predict, anticipate, and milden future eco-
nomic crises such as the one we faced in
2008. In this paper, an approach to im-
prove sentiment analysis by exploiting re-
lationships among different kinds of sen-
timent, together with supplementary in-
formation, from and across various data
sources is proposed.

1 Introduction

Nowadays, modern societies and their welfare de-
pend on market economies with the financial mar-
kets at the heart. This means that millions of peo-
ple around the globe are affected by changes in the
markets (Khadjeh Nassirtoussi et al., 2014). The
financial markets are not only driven by funda-
mental factors (e.g. trends in GDP, inflation, em-
ployment, monetary and fiscal policy) but also by
psychology-related factors such as public mood.
This behaviour can be observed in economic bub-
bles which indicate irrational and emotional ac-
tions of the market participants (Khadjeh Nas-
sirtoussi et al., 2014). In today’s increasingly
complex global economy, more sophisticated ap-
proaches are needed to provide better insights
and prevent future economic crises (Khadjeh Nas-
sirtoussi et al., 2014). Therefore, it is impor-
tant to understand what the markets, particularly
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the financial markets as a proxy for the market
economies, are influenced by, how they react, and
how strong the influence is.

Given the existence of different sentiments and al-
ternative data all affecting each other, an experi-
mental approach to exploit their relations is pro-
posed. The aim of this approach is to derive ad-
ditional information from different data types in
order to improve sentiment analysis. In this paper,
we outline the proposal and detail its components,
focusing on its fine-grained construction to exploit
contextual sentiments in microblogs data and news
data individually, as well as their mutual relation-
ships.

2 Background

Within the last 17 years, sentiment analysis aiming
at measuring public mood in respect of the finan-
cial domain grew to an important field of research.
Liu (2015) defines sentiment analysis, synony-
mously called opinion mining, as “the field of
study that analyses people’s opinions, sentiments,
appraisals, attitudes, and emotions toward enti-
ties and their attributes expressed in written text”.
Market sentiment is defined as “the feeling or tone
of a market, or its crowd psychology”.! Prior re-
search has shown how sentiments and opinions
can affect market dynamics, thus, making the fi-
nancial domain a high-impact case study for sen-
timent analysis in text (Goonatilake and Herath,
2007; Van De Kauter et al., 2015). Sentiments
are extracted from various sources of data, such
as news. Within this source, one can find discus-
sions regarding macroeconomic factors, company-
specific reports, or political information, which

"http://www.investopedia.com/terms/m/
marketsentiment.asp
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can be relevant to the market (Sinha, 2014). Good
news tends to lift markets and increase optimism,
bad news tend to lower markets (Schuster, 2003;
Van De Kauter et al.,, 2015). As an example,
Bollen et al. (2010) showed that changes in pub-
lic mood reflect value shifts in the Dow Jones In-
dustrial Index three to four days later. Addition-
ally, evidence has been found that both quantita-
tive measures (e.g. the quantity of news, market
fluctuation) and qualitative indicators, (e.g. lin-
guistic style and tone) affect investors’ behaviour
(Loughran and Mcdonald, 2011; Takala et al.,
2010; Tetlock et al., 2008). Given the link between
sentiment and market dynamics, the analysis of
public sentiment becomes a powerful method to
predict the market reaction. Despite its active
improvement over the past 17 years, the field of
sentiment analysis with regard to the markets is
not thoroughly explored. The relationship be-
tween textual and investor sentiment is complex
and it is unclear to what extent they affect each
other and how much each of them affects the
markets (Kearney and Liu, 2014). The qual-
ity of interpreting such sentiment can determine
the predictability of the financial markets. Thus,
researchers have started targeting this problem
lately. However, no well-rounded theoretical and
technical framework exists (Khadjeh Nassirtoussi
et al., 2014). Dedicated Natural Language Pro-
cessing (NLP) approaches for analysing investor’s
behaviour are non-existent at all (Kumar and Ravi,
2016). This is partially due to the interdisciplinary
nature of the field since it combines economics,
computer science and natural language process-
ing (Khadjeh Nassirtoussi et al., 2014). NLP and
computer science researchers generally lack the
economics background and are too technically-
focused whereas researchers with an economics
background are lacking the knowledge to develop
profound language processing tools. The current
state of the art is based on lacking research in
multiple sub-fields which are related but not ex-
clusive to: 1) linguistic issues; 2) data type and
data sourcing problems; 3) narrow research focus;
4) different sentiment types; and 5) generally ac-
cepted and available benchmark data, and evalua-
tion methods. Below, each of the issues identified
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are detailed.

2.1 Linguistic Issues

Research effort is required to overcome and ad-
dress complex linguistic issues such as sarcasm,
irony, and poorly-structured and/or colloquial lan-
guage. More syntax-based techniques such as
parse-trees for pattern recognition require more at-
tention (Khadjeh Nassirtoussi et al., 2014). Addi-
tionally, the process of content analysis is still in
need of more authoritative and field-specific dic-
tionaries (Kearney and Liu, 2014). On the side
of semantics, aspect-level approaches can be used
to provide a richer sentiment analysis (Schouten
and Frasincar, 2016). Furthermore, the construc-
tion of more and improved customised ontologies
are required to tackle the problem of text classi-
fication with a higher accuracy in each domain.
In the case of the features used, researchers cur-
rently focus on word occurrence methods (Khad-
jeh Nassirtoussi et al., 2014; Kumar and Ravi,
2016). However, additional value could be added
using abstraction for feature reduction or weight-
ing schemes for semantic compression. All this
leads to machine learning-based sentiment analy-
sis approaches with low accuracy results (Takala
et al., 2010).

2.2 Data Type and Data Sourcing Issues

Most of the present research is only based on spe-
cific data sources such as financial or corporate
news. To overcome this threshold, it could be
fruitful to combine “qualitative information from
textual sentiment into equity asset pricing models
[..] as publicly available documents or media ar-
ticles may contain additional hard-to-quantify in-
formation” (Kearney and Liu, 2014; Kumar and
Ravi, 2016). As textual sentiment in articles,
blogs, or posts mostly reflects opinion, it would
not only be of additional value to use these types
of textual data together with fundamental figures
but also to integrate technical signals such as the
moving average convergence divergence (MACD)
or the relative strength index (RSI) as additional
features into machine learning approaches deal-
ing with public sentiment. Only a few researchers
(Butler and Keselj, 2009; Hagenau et al., 2013;
Rachlin et al., 2007; Schumaker and Chen, 2009;



Schumaker et al., 2012; Zhai et al., 2007) have
experimented with such a hybrid approach. Their
findings are promising; most of the researchers
could improve the accuracy of their classifiers by
using additional, non-textual data. As an exam-
ple, Zhai et al. (2007) used news, divided into
company specific news and general market news,
together with stock price information and stock
price based calculated trading indicators. The re-
sults show the highest accuracy for the approach
combining all available information as presented
in Figure 1. Only Rachlin et al. (2007) could
not achieve the highest accuracy using a joint ap-
proach; they achieved the best results only based
on stock prices and from stock price generated in-
dicators. In contrast to the proposed research in
this paper, all the works mentioned are purely fo-
cusing on stock price prediction. Different data is
used to achieve a higher accuracy on stock price
forecasts instead of using the multitude of infor-
mation to additionally improve the textual senti-
ment classifier itself. The textual sentiment, or
media sentiment as described in section 2.4, used
as input to their proposed models is not the same
sentiment their predictions, as output, are referring
to. For example, Schumaker et al. (2012) is claim-
ing that a correlation between textual sentiment,
news, and stock prices exists but a possible influ-
ence of stock prices on textual sentiment remains
unexplored.

Data sets Accuracy (%)
Price 58.8
Direct news 62.5
Indirect news 50.0
Combined news 64.7
Price & News 70.1

Figure 1: Prediction Accuracy as achieved by Zhai
et al. (2007)

However, online postings bear challenges given
their informal writing nature which significantly
differs from professionally written media articles
or corporate documents (Kearney and Liu, 2014).
Text short in length (such as microblog messages)
can be quite opinionated, dense in information,
dependent on the modelling of economic context,
and challenging to parse due to the different vo-
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cabularies used (Sinha, 2014). In addition, there
are still qualitative information sources that have
not been widely studied yet. Examples include
business and political speeches, blogs, television
news videos, and various social media platforms
(Kearney and Liu, 2014). Many of the works to
date are based on the specific news sources such
as financial or corporate news (Kumar and Ravi,
2016).

2.3 Narrow Research Focus

Most of the work in this area is focused on spe-
cific companies (Kearney and Liu, 2014; Kumar
and Ravi, 2016). Similar methodologies can be
applied to other markets such as bonds, commodi-
ties, or derivatives which are potentially driven by
public mood to a variable extent. Given the desire
to address the general market sentiment, an overly
narrow focus on individual markets is misleading
since all markets are interfering with each other.
Hence, it is necessary to not only study the U.S.
markets but to consider additional markets linked
to different languages such as German. To iden-
tify and track this dependence, short and long-term
studies regarding sentiment changes are required.
However, the majority of the research only con-
siders the news article time of release (Kumar and
Ravi, 2016).

2.4 Different Sentiment Types

Current research is not taking different types
of sentiment and their interference into account.
The different sentiments include public sentiments
(e.g. Twitter, Facebook), media sentiments (e.g.
Wall Street Journal, Financial Times), expert sen-
timents (e.g. analysts, investors), and company
sentiments (e.g. Annual reports, CEQO’s inter-
views). These sentiments are highly contextual
and expressed in different formats (Khadjeh Nas-
sirtoussi et al., 2014).

2.5 Generally Accepted and Available
Benchmark Data

The availability of experimental data and bench-
marks for sentiment analysis in the financial do-
main is currently very limited. Most of the re-
searchers have accumulated their own datasets



(Khadjeh Nassirtoussi et al., 2014) leading to frag-
mented datasets and raising issues with the repro-
ducibility of experiments. It is not only important
to choose the right data sources and experimen-
tal approach but also to consider the fundamen-
tal groundwork in this area of research. The lack
of benchmark datasets which was addressed by
Kumar and Ravi (2016) leads to predictions use-
less for comparison. Here, a common framework
would provide a remedy.

3 Methodology

In order to tackle some of the issues mentioned in
Section 2, the proposed research is aiming at the
exploitation of different sentiments contained in
different data types and sources. At minimum, two
different data types, microblogs (i.e. Twitter and
Stocktwits) as well as financial news articles will
be used, and it will be explored whether they can
be used to improve the accuracy of each other’s
sentiment analysis.>> The proposed methodology
is presented in Figure 2. The goal of this fine-
grained sentiment analysis pipeline is to utilise
supplementary information from and across dif-
ferent data sources. Microblogs and articles pub-
lished close to each other in time might contain
additional information relevant to both and poten-
tially increase the accuracy of the sentiment analy-
sis of the two. In order to exploit data type specific
features, dedicated sentiment analysis methods for
microblogs as well as financial articles will be de-
veloped. I believe data specific sentiment analy-
sers lead to the most accurate sentiments analysis.

3.1 Data Stream

The data that will be used as input for the pro-
posed experiment comprises a collection of 100
million Tweets derived from tracking 1,588 key-
words on Twitter, and 25,000 financial news arti-
cles from various sources such as Bloomberg, In-
vestopedia, and CNN Money.*>® Initially, experi-
ments will be based on textual data in English lan-
guage, however, German data will be considered

http
Shttp
*http
Shttp
Shttp

twitter.com/
stocktwits.com/
bloomberg.com/
investopedia.com/
money.cnn.com/

2/ /www.
2/ /www.
2/ /www.
2/ /www.
2/ /www.
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at a later stage. The collected data is currently
stored in MongoDB due to its flexibility with dif-
ferent data structures and, therefore, storage opti-
misation.” The size of the collection amounts to
465 GB.

3.2 Processing Stream

The processing stream consists of 3 components:
the Microblog Analyser, the News Analyser, and
the Sentiment Aggregator which are detailed be-
low.

3.2.1

The Microblog Analyser is a tool dedicated to
analysing sentiment in microblogs using deep
learning (DL) (LeCun et al., 2015). It will
be implemented using PyTorch and generate a
document-level sentiment within the range from -1
(very negative) to +1 (very positive) with 0 as neu-
tral, using aspect-level sentiment analysis.® DL
has been chosen based on the performance shown
in recent research in the area of sentiment analy-
sis related to finance such as during the Semeval
2017 Task 5 (Cortis et al., 2017), in which most
of the top ranked teams applied either pure DL
or hybrid approaches utilising DL together with
lexica or ontologies. In addition, there are still
many insights yet to become concerning aspect-
level sentiment analysis (Wang et al., 2016). The
decision in favor of PyTorch is made due to my
experience in Python and its support by Facebook,
Twitter, and NVIDIA. Initially, publicly available
Twitter gold standards (GS) such as the Semeval
2017 Task 5 one (Cortis et al., 2017) comprising
2494 Tweets will be used for training and testing.
This GS will be replaced by a newly created, more
problem-specific gold standard only focusing on
entities tracked on Twitter.

Microblog Analyser

3.2.2 News Analyser

The News Analyser is similar to the Microblog
Analyser. It is dedicated to analyse sentiment in fi-
nancial news articles also using deep learning im-
plemented with PyTorch, for the same reasons as
described in 3.2.1. Financial news articles will
be annotated manually for the creation of a gold

"http://www.mongodb.com/
$http://pytorch.org/
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Figure 2: Proposed Experimental Setup. Fictive Numbers and Messages.

standard providing training and testing data for the
News Analyser.

3.2.3 Sentiment Aggregator

The Sentiment Aggregator uses the document-
based sentiment generated by the Microblog Anal-
yser and the News Analyser, as well as the textual
data as input and generates the final sentiment for
each document. It is independent from both Anal-
ysers, as they are highly specialised and dedicated
to their type of textual content, therefore, they do
not take the environment into account, whereas the
Sentiment Aggregator identifies relationships be-
tween different documents and adjusts the given
sentiments based on their relevance, the relation-
ships between documents, and contextual infor-
mation. It takes into consideration previous doc-
uments and their sentiments, thus, not only the
currently given textual data. As shown in Figure
2, the sentiment of the German Tweet "Das neue
iPhone ist eine Schande” derived by the Microblog
Analyser is -0.243. Passing all this information to
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the Sentiment Aggregator, the sentiment stays un-
changed since there is no additional knowledge to
this point. However, at the time the second doc-
ument is processed, there is additional knowledge
about the previous Tweet existing. Therefore, the
Sentiment Aggregator takes this knowledge into
account and amends the by the News Analyser
purely textual-derived sentiment from -0.343 to
-0.732. The Sentiment Aggregator uses natural
language processing methods to recognise and ex-
tract entities, identify relationships and determine
the importance of each document. To achieve this
highly complex task, a combination of knowledge
bases and machine learning will be used. The
knowledge bases will be based on the terms being
tracked on Twitter. Besides own developments re-
garding the weighting and linking of information,
the GATE TwitlE will be used since as it is easily
implementable and still one of the most powerful
named entity recognition tools existing.”

‘https://gate.ac.uk/wiki/twitie.html



4 Future Work

My future research will focus on targeting the
previously-mentioned issues in the field of senti-
ment analysis for market sentiment, using the fi-
nancial domain as a powerful proxy. I intend to
implement the methodology proposed in this pa-
per, revise and improve it in parallel with the ad-
ditional knowledge obtained during its implemen-
tation. I also plan to extend my experiment with
additional types of data containing different senti-
ments such as stakeholder interviews (e.g. Mario
Draghi, Janet Yellen, Lloyd Blankfein, or Tim
Cook) or financial reports. To increase the num-
ber of usable data sources, multi-linguality will be
considered in future extensions as well. Further-
more, fundamental data and technical signals will
be included in my model; this is intended to mod-
ulate the markets as accurately as possible.
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Abstract

There is no agreed upon standard for the
evaluation of conversational dialog sys-
tems, which are well-known to be hard to
evaluate due to the difficulty in pinning
down metrics that will correspond to hu-
man judgements and the subjective nature
of human judgment itself. We explored
the possibility of using Grice’s Maxims to
evaluate effective communication in con-
versation. We collected some system gen-
erated dialogs from popular conversational
chatbots across the spectrum and con-
ducted a survey to see how the human
judgements based on Gricean maxims cor-
relate, and if such human judgments can
be used as an effective evaluation metric
for conversational dialog.

1 Introduction

To measure dialog quality or usability we can use
subjective measures such as user satisfaction or
likelihood of future use; however subjective met-
rics are difficult to measure and are dependent
on the context and the goals of individual users
(Hastie, 2012).

Paek (2001) notes that evaluation needs them-
selves might be inconsistent: apart from mea-
suring task success, evaluations that allow com-
parative judgements with other systems may be
needed, preferably across domains; the purpose
of the evaluation may be to identify the parts of
the system that must be improved, or to discover
tradeoffs or correlations between certain factors in
the system.

In the case of task-oriented systems, objective
metrics such as dialog success rate or completion
time do not always correspond to the most effec-
tive user experience due to the interactive nature
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of dialog (Lamel et al., 2000). Domain-specific
systems yield higher response satisfaction scores
when coupled with a full complement of conver-
sational dialog patterns and knowledge (Han and
Kim, 2001; Schumaker et al., 2007).

Liu et al. (2016) speculate that learning a model
that uses human-survey data to score proposed re-
sponses may be no easier than the problem of
response generation itself, in which case human
evaluations must always be used together with
other metrics.

We attempt to introduce a shorter measure of
dialog evaluation based on the cooperative prin-
ciples proposed by Grice (Grice et al., 1975). We
collect system generated dialogs from popular sys-
tems across the board and conduct a survey to
gauge its effectiveness. Section 2 discusses related
work; Section 3 describes the survey and the max-
ims it is based on; Section 4 presents the results of
the survey and discussion and Section 5 and 6 end
the paper with conclusions and future work.

2 Related Work

29,935 input and responses from ALICE (Wal-
lace, 2009) were evaluated by Schumaker et al.
(2006) on the basis of correction rate (percentage
of system responses corrected by the user) and re-
sponse satisfaction (measure of appropriateness of
the system given user query context, on a Lik-
ert scale from 1-strongly disagree to 7-strongly
agree). They calculate accuracy as (1-correction
rate). However, the user corrections had to be ana-
lyzed separately; they identify the error categories
in the conversational dialog as nonsense replies,
wordy and awkward responses, and more prob-
lematically, spurious user corrections (where un-
necessary corrections are offered by the user pre-
sumably for their own entertainment, despite the
category being awarded higher than average Re-

Proceedings of the Student Research Workshop associated with RANLP 2017, pages 17-24,
Varna, Bulgaria, 4-6 September 2017.
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sponse Satisfaction scores).

PARADISE (Walker et al., 1997) proposes a
combined performance metric to measure user sat-
isfaction of a dialog system as a weighted lin-
ear combination of task completion measures and
dialog costs (efficiency costs: number of utter-
ances and dialog time, and quality costs: system-
response delay, mean recognition score). PAR-
ADISE includes a user-satisfaction survey that in-
cludes questions about task ease, interaction pace,
user expertise, system response times, and ex-
pected behaviour of the system. Hone and Graham
(2000) point out some issues with the PARADISE
method: they argue that the questions in the sur-
vey are not based on theory or well-conducted em-
pirical research, and that summing up all of the
scores cannot be justified unless they are measur-
ing the same construct, and therefore the overall
score would be meaningless.

Semeraro et al. (2003) use a questionnaire
where the users rate the impression, command, ef-
fectiveness, navigability, ability to learn, ability to
aid and comprehension of the system on a scale
ranging from ’Very Unsatisfied’ to ’Very Satis-
fied’.

A universal chatbot evaluation system using di-
alog efficiency, dialog quality and user satisfac-
tion was proposed by Shawar and Atwell (2007).
To measure dialog quality, users sorted system re-
sponses into reasonable, weird but understandable,
and nonsensical. User satisfaction is also mea-
sured qualitatively through feedback.

Rafal et al. (2005) measured the degree of nat-
uralness and the degree to which users were will-
ing to continue the conversation with the system
through human judges who assigned a score be-
tween 1 and 10 for both these metrics and were
able to compare different approaches.

Liu et al. (2016) use machine translation met-
rics like BLEU and METEOR and embedding
(word2vec) based semantic metrics to evaluate di-
alog response generation for non task-oriented,
unsupervised models. A model’s generated re-
sponse is compared to a single target response.
They show that these metrics correlate very
weakly (non-technical Twitter domain) or not at
all (technical Ubuntu domain) with human judge-
ments.

Harabagiu et al. (1996) propose using the co-
operative principles to test text coherence, where
irrelevant semantic paths generated from Wordnet
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Dialog Type | No. of Dialog
Dialogs | Numbers
Conversational 5 1,7,9,10,11
Task Oriented 3 5,6,8
Breakdown 3 2,34

Table 1: Distribution of Dialogs

are filtered out based on Gricean maxims. They
infer rules for possible semantic paths based on
whether the conversations respect each of the four
maxims; based on this, they discard paths that do
not contain contextual concepts, or establish con-
nections between already related concepts (maxim
of Quantity), or path with contradictory informa-
tion (maxim of Quality), paths semantically dis-
tant from the text context (maxim of Relation),
paths with large levels of abstraction (maxim of
Manner), etc. They also use the maxim of Manner
to select the shortest path between two concepts,
to find repeating concepts and check for the co-
herence of the text.

Young (1999) use the Gricean maxim of quan-
tity to select the content of plan descriptions such
that they are concise and effective and natural
sounding to people; a plan description is consid-
ered cooperative when it contains no more and no
less detail than is needed. They evaluate this ar-
chitecture through an experiment and show that
subjects made fewer execution errors and achieved
more task goals when they followed instructions
produced by this architecture.

3 Survey Description

3.1 Dialog Collection

The 11 dialogs that are part of the survey were
collected from examples of user and system gen-
erated responses given in Danieli and Gerbino
(1995), Walker et al. (1997), Schumaker et al.
(2006), Higashinaka et al. (2015), Higashinaka
et al. (2016), Yu et al. (2016), Radziwill and Ben-
ton (2017) and a report on a chatbot with person-
ality'. See Appendix for all the dialogs.

The dialogs are a mix from early systems like
ALICE (Wallace, 2009) and Eliza (Weizenbaum,
1966) with current state-of-the-art, and also a mix
of task oriented and conversational dialog. We
also included examples of dialog breakdown (Hi-
gashinaka et al., 2015) which are unique cases in

"http://web.stanford.edu/class/cs224n/reports/2761115.pdf



Q D1 D2 D3 D4 D5 D6 D7 D8 D9 D10 | D11
I | Mean | 2.016 | 3.306 | 2.612 | 3.387 | 3.919 | 3.854 | 3.306 | 2.645 | 3.612 | 2.854 | 2.5
SD 1.047 | 0.897 | 1.150 | 0.911 | 0.874 | 0.972 | 1.033 | 1.041 | 0.981 | 1.099 | 1.082
Med. 2 3 3 3 4 4 3 3 4 3 2
Mode 1 3 3 4 4 4 3 2 3 3 2
I | Mean | 3.258 | 3.887 | 2.87 | 3.661 | 4.451 | 4209 | 3.451 | 2.758 | 3.806 | 2.967 | 2.677
SD 1.213 | 0.851 | 1.152 | 1.054 | 0.917 | 0.977 | 1.111 | 1.223 | 1.198 | 1.039 | 1.302
Med. 3 4 3 4 5 4 4 3 4 3 3
Mode 3 4 3 4 5 5 4 2 4 3 1
Il | Mean | 2.516 | 3.758 | 2.225 | 3.58 | 4.596 4 3274 | 2419 | 3.709 | 2.435 | 2.241
SD 1.036 | 0.881 | 1.062 | 1.033 | 0.756 | 1.040 | 1.203 | 0.897 | 1.121 | 1.065 | 1.035
Med. 2.5 4 2 4 5 4 3 2 4 2 2
Mode 3 4 2 4 5 5 3 2 4 2 2
IV | Mean | 2.854 | 3.693 | 2.629 | 3.516 | 4.548 | 4.048 | 3.467 | 2.403 | 3.822 | 2.709 | 2.467
SD 1.171 | 0951 | 1.119 | 1.155 | 0.823 | 1.151 | 1.289 | 1.015 | 1.194 | 1.219 | 1.263
Med. 3 4 3 4 5 4 4 2 4 3 2
Mode 3 3 3 4 5 5 4 2 5 3 2
Table 2: Survey Results
which though the system responses are relevant I I Ir | IV | Overall
and possibly right, they do not make sense or con- 1 D5 | DS | DS | D5 DS
tradict previous responses, making it hard to pro- 2 D6 | D6 | D6 | D6 D6
ceed with the dialog. A distribution is given in 3 D9 | D2 | D2 | D9 D9
Table 1. 4 D4 | D9 | D9 | D2 D2
5 D2 | D4 | D4 | D4 D4
3.2 Gricean Maxims 6 D7 | D7 | D7 | D7 D7
Cooperative principles, introduced by Grice et al. 7 | Dl1O| DI | DI | DI D10
(1975), describe how speakers act cooperatively to 8 D8 | D10 | D10 | D10 DI
be mutually understood for effective communica- 9 D3 | D3 | D8 | D3 D3
tion. Grice divided the cooperative principle into 10 DIl | D8 | D11 | DI1 D8
four conversational maxims? on which our survey 11 DI | DIl | D3 | D8 | DIl
is based. Mean | 3.09 | 3.45 | 3.15 | 3.28 | 12.99

After presenting the user with the example di-
alog, the user is asked to rate the system perfor-
mance on a Likert scale from 1 to 5 for 4 ques-
tions:

1. Is the system as informative as it can be and
gives as much information as is needed and
no more? (Maxim of Quantity)

2. Is the system truthful or does it give infor-
mation that is false, to the best of your world
knowledge? (Maxim of Quality)

3. Are the system responses relevant, i.e., does
the system respond with things pertinent to
the discussion? (Maxim of Relation)

4. Are the system responses clear, orderly and

*https://www.sas.upenn.edu/ haroldfs/dravling/grice.html
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Table 3: Dialogs Ranked by Mean Scores

without obscurity and ambiguity? (Maxim of
Manner)

For the sake of clarity, we will be using rele-
vance interchangeably with the maxim of relation.

4 Results

We received 62 responses to our survey. Each of
the 62 raters rated all of the 11 dialogs. In Table
2 we provide the mean, standard deviation (SD),
median and mode for each of the four questions
for the 11 dialogs (D1-D11).

4.1 Discussion

We refer to the means per dialog per maxim as
mean scores, and the means over all the dialogs




per maxim as the maxim mean.

Table 3 gives the rankings of the dialogs by
mean scores for each maxim. The rankings based
on the sum of mean scores of all four maxims
are given in the last column under overall. The
last row contains the means of ratings per maxim,
and the overall mean of the summed mean scores.
The top 6 dialogs that perform above the maxim
means are highlighted. There is a clear split in all
four cases, i.e., D7 and above perform consistently
above the mean scores.

From Table 3, we see that the task-oriented di-
alogs D5 and D6 perform at the top, better than
any conversational dialog, which is an observation
consistent with Schumaker et al. (2006).

4.2 Ranking Analysis

D1 is a simple case in which the system tries to
continue the conversation by asking questions us-
ing phrases from the user’s utterances; in D3 the
system seems to understand the user’s utterances
and keeps the conversation going by bringing up
related topics. D2 can be seen doing a bit of both,
however, it ranks well above both D1 and D3,
although both D2 and D3 are considered break-
down dialogs. Despite displaying some seman-
tic understanding, D3 scores poorly on all counts
except quantity, in which D1 brings up the rear.
This is easy to understand, as D1 provides no re-
sponse of substance, even if it is more relevant and
clear/unambiguous.

D9 and D2 rank fairly high, but we can see from
the difference in scores that D9 performs better in
quantity and manner while D2 performs better in
quality and relevance. D2 has comparatively few
new responses (responses not based on repeating
the user’s utterance in a different form: quantity)
and is a dialog marked as having a breakdown
(manner). D9 however, is unable to answer the
last question (quality) and brings up epistemology
in a conversation which is mostly about food (rel-
evance).

D4 and D7 perform somewhat in the middle,
and D4 does consistently better than D7 on all four
metrics. In D4, the system is relevant and clear,
but produces breakdown dialog such that the user
cannot proceed with the dialog. However, in D7,
the system misunderstands the user’s second utter-
ance. Unfortunately, we cannot draw conclusions
about whether the humour as perceived by the user
in the first system response played any part in the
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performance ratings, or if users perceived the sec-
ond system response as irony.

D10 has mostly muddled up dialog and ranks
fairly low, however it outperforms D8, which
is comparatively on track and and somewhat on
topic; users seem to be harsher on task-oriented
dialogs that derail the user’s goal.

D11 does poorly on all counts, and it is easy
to correlate as its responses are repetitive, irrel-
evant, unclear and obscure. However, we notice
that it performs better than D1 in quantity (it asks
a question of some substance), better than D3 in
relevance (D3 has multiple irrelevant replies) and
better than D8 in manner presumably since D8’s
unclear responses are more glaring in view of its
task-oriented nature.

4.3 Comparing the Means

The rankings based on the sum of all the four
mean scores are more or less representative of the
overall ranking (last column in Table 3). This
shows that the mean scores can be summed up to
form a meaningful overall score for comparison,
since they are all measuring the rational coopera-
tive principles that enable effective conversations?.

From the maxim means we can see that the
dialogs have an overall higher score in quality,
which means that the users think their utilisation
of available knowledge was sufficient. Both rele-
vance and quantity get poor overall scores, which
is where the systems need to improve most. Since
obscure or breakdown dialogs were comparatively
less, the manner scores are in between.

To test if the maxim means can form a rea-
sonable threshold between acceptable system re-
sponses and unacceptable system performance, we
checked if there is a statistically significance dif-
ference between the scores of D7 and D1, and D7
and D10, since D7 performs above the means in
all four cases, but D1 scores below the means in
quality, relevance and manner and D10 performs
below the means in the cases of quantity and over-
all. A p-value of less than 0.05 indicates a statis-
tically significant difference. We see from Table
4 that all metrics except quality have a significant
statistical difference between the scores above the
maxim mean and below the maxim mean (high-
lighted). Using the maxim means as a threshold is
therefore promising.

Despite having ratings for only 4 questions, we

*https://en.wikipedia.org/wiki/Cooperative_principle



Metric p-values
D7v. D1

Quality 0.3574

Relevance 0.0003

Manner 0.0065
D7 v. D10

Quantity  0.0199

Overall 0.0023

Table 4: Significance of Maxim Mean as Thresh-
old

were able to make somewhat nuanced compar-
isons between the dialogs. The maxims are con-
structed in such a way as to also allow us to pin-
point where the system responses can improve.

4.4 Detailed Example

We discuss the scores of D5 and D6 in a little
more detail. D6 is from a train timetable infor-
mation agent that uses explicit confirmation and
was found to have a high transaction success rate
(Danieli and Gerbino, 1995) as opposed to D5’s
more efficient implicit confirmation (Walker et al.,
1997).

Dialog 5(sampled):
U: I want to go from Torino to Roma
S: Approximately what time of day would you like
to travel?
U: What are the options?
S: Morning or evening.

Dialog 6(sampled):
S: Do you want to leave from Trento?
Yes or No?
U: No.
S: Where do you want to leave from?
U: I want to leave from Torino.
S: Do you want to leave from Torino?
Yes or No?
U: Yes.

D5 performs better than D6 in all four counts
(with mean scores 3.919 and 3.854; 4.451 and
4.209; 4.596 and 4; 4.548 and 4.048 respectively)
despite accomplishing the same task. There is
an especially high difference in relevance and
manner ratings (statistically significant p-values of
<0.0001 and 0.0063 respectively).
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This indicates that users do not like explicit con-
firmations despite them having a higher task suc-
cess rate (as implicit confirmation may be more
likely to generate errors or repair dialog) (Danieli
and Gerbino, 1995).

5 Conclusions

We see that a comparatively short survey based
on Gricean maxims produces scores which help in
comparing and ranking dialogs in such a way as to
allow us to analyze the issues in their generation.

The question based on the maxim of quantity
helps us identify if the system provides substanta-
tive responses.

The question based on the maxim of quality can
be used to check if the system is faithful to the
factual knowledge provided to it.

The question based on the maxim of relation
helps us identify if the system is able to understand
the user and therefore provide relevant replies.

The question based on the maxim of manner
helps us identify if the system provides awkward
or ambiguous responses; this helps us identify di-
alog breakdowns.

The mean scores obtained through the ratings
also show promise in providing a benchmark value
for acceptable dialog, i.e., dialogs that score be-
low a certain threshold can be considered not good
enough for use.

6 Future Work

The scores prove the maxims to be a good frame-
work to compare dialog strategies for real world
usage. On receiving the scores for a set of dialogs,
we can automatically have them ranked and classi-
fied based on which maxim they fall short on, and
could provide a way to do directed analysis of the
dialogs.

Since a threshold based on the mean scores
shows some promise in distinguishing good di-
alogs from poor ones, we need to explore if these
judgements can be used to create baselines or
benchmarks for dialogs in each of the four maxim
categories.

By collecting scores from a large number of
people over a more diverse and bigger set of di-
alogs may provide us with enough data to perform
more rigourous statistical tests.

The agreement between the human judges must
be computed for this purpose. If there is an ac-
ceptable amount of agreement, it may be worth



exploring if these scores can be predicted through
machine learning.
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A Appendix: Dialogs

Dialog 1 (D1):
S: Is something troubling you?
U: Yes, I'm trying to describe you for a research
paper I'm writing. What should I say?
S: You are sure.
U: Yes, I’'m sure.
S: 1 see.
U: What can I tell them about you?
S: You seem to need to tell them about me.
U: I absolutely need to. Please help.
S: That’s quite interesting.
U: I agree.
S: You say you agree?

Dialog 2 (D2):
S: Good evening. Be careful to avoid heat stroke.
U: Sure.
S: O.K.
U: I am drinking enough water.
S: Do you run short of water?
U: Yes, I do, if I sweat.
S: Do you lose water if you sweat??
U: Yes, I do.
S: This is so.

Dialog 3 (D3):
U: You’d better stay at home, as it is very hot
outside.
S: You have sweat on your face, don’t you?
U: Indeed.
S: So you do.
U: I hate to sweat.
S: Your make-up gets smeared due to sweat,
doesn’t it?
U: I don’t wear make-up.
S: I want make-up.
U: Idon’t want it.
S: Thanks for the meal!
U: Did you eat anything?
S: The make-up is appropriate.

Dialog 4 (D4):
S1: Its nice to go shopping alone.
Ul: I agree. Thats nice.
S2: Shopping takes time.
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U2: Window shopping is also fun.
S3: Its fun to go shopping with somebody.

Dialog 5 (D5):
U: I want to go from Torino to Roma.
S: Approximately what time of day would you like
to travel?
U: What are the options?
S: Morning or evening.
U: Are those departure times?
S: Yes.
U: I'd like to leave in the morning.
S: Train 702 leaves Torino Porto at 8 a.m.
U: Please reserve me a seat on that train.

Dialog 6 (D6):
S: Hello, This is Train Enquiry Service.
Please speak after the tone.
Which information do you need?
U: I want to go from Torino to Milano.
S: Do you want to go from Trento to Milano?
Yes or No?
U: No.
S: Do you want to leave from Trento?
Yes or No?
U: No.
S: Where do you want to leave from?
U: I want to leave from Torino.
S: Do you want to leave from Torino?
Yes or No?
U: Yes.
S: Do you want to go to Milano?
U: Yes.
S: At which time do you want to leave?
U: I want to travel in the evening.
S: Do you want to leave between 6 and 9 p.m.?
Yes or No?
U: Yes.
S: There is a train leaving at 8:00 p.m.

Dialog 7 (D7):
U: Tell me a funny joke.
S: Did you hear the one about the Mountain Goats
in the Andes? It was Ba a a a a ad.
U: Tell me another one.
S: I am the latest result in artificial intelligence
which can reproduce the capabilities of the human
brain with greater speed and accuracy.

Dialog 8 (DS8):
U: Do you know what a firewall is?



S: A firewall is a specialized gateway designed to
block or restrict certain types of data transfers on
the Internet while permitting others.

U: Can you list different types of firewalls?

S: You should just download my software.

U: What software?

S: Interesting question.

U: How could I download your software?

S: A lot of practice.

Dialog 9 (D9):
U: I went on a big date last night.
S: Was it very expensive? Did you have a good
time?
U: It was very expensive. I had a great time.
S: How did you feel about that? What happened
to it?
U: I had the salmon.
S: Do you still have the salmon?
U: I ate it yesterday.
S: How did it taste?
U: It tastes very good.
S: Like chicken?
U: Not like chicken but chicken is good too.
S: Ohl get it.
U: Do you like chicken?
S: Yes it is good especially baked.
U: How can you eat chicken if you are a robot?
S: That is a good epistemological question.

Dialog 10 (D10):
U: Your nose is a question mark, I think thats
interesting.
S: Of course, whats your idea?
U: I think it fits you perfectly.
S: Let me see, his nose is still broke.
U: Do you want me to make your nose broken?
S: Ah, yes, why did you ask me for this?
U: Because I thought you might mind.
S: Well, I am not getting into specifics about what
doctor treated him, how he was treated.
U: You have not been treated yet. That is in the
future.
S: Let me see, by the way, are you interested in
movies?
U: Yes, I watch movies sometimes.
S: Great.

Dialog 11 (D11):
U: How are you?
S: I think so, any thoughts?
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U: How are you doing?

S: I am fine, how are you, any thought?

U: Any thought?

S: Let me see, do you want to go to my friends
party tonight?

U: No I have a lot of work to do. I cant go.

S: Everyday?
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Abstract

This paper presents a neural network ar-
chitecture for word sense disambiguation
(WSD). The architecture employs recur-
rent neural layers and more specifically
LSTM cells, in order to capture informa-
tion about word order and to easily in-
corporate distributed word representations
(embeddings) as features, without having
to use a fixed window of text. The paper
demonstrates that the architecture is able
to compete with the most successful su-
pervised systems for WSD and that there
is an abundance of possible improvements
to take it to the current state of the art. In
addition, it explores briefly the potential of
combining different types of embeddings
as input features; it also discusses possi-
ble ways for generating “artificial corpora”
from knowledge bases — for the purpose of
producing training data and in relation to
possible applications of embedding lem-
mas and word senses in the same space.

1 Introduction

The task of word sense disambiguation (WSD) has
been defined as follows: “the ability to computa-
tionally determine which sense of a word is ac-
tivated by its use in a particular context.” (Nav-
igli, 2009) Work on this problem has a long his-
tory and it is generally recognized as one of the
field’s most difficult tasks, for a variety of reasons
ranging from data sparseness and the difficulty in
constructing good lexicons to the inherent com-
plexity of the task itself. Several broad families
of methods have been proposed: unsupervised,
supervised and knowledge-based methods (fol-
lowing the classification in Navigli (2009); note
that sometimes these approaches might overlap,
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e.g. semi-supervised ones have also led to some
promising results (Yuan et al., 2016b)). Among
these, supervised systems typically achieve the
best results, as is comprehensively shown in Ra-
ganato et. al. (2017). Consequently, the chal-
lenge to improving WSD is threefold: increasing
the amount of available training data, extracting
richer input features for the learning algorithms,
improving the learning algorithms themselves.

The task of generating more training data is no-
toriously difficult and expensive. In contrast to
other similar classification tasks, such as part-of-
speech tagging, the variety of possible tags and
word-tag pairs in WSD is enormous (consider the
following comparison: the popular Penn Tree-
bank POS tagset contains 58 tags, whereas Word-
Net 3.1, one of the most popular word sense in-
ventories, contains over 117,000 synsets). This
raises a number of issues, such as data sparse-
ness (some word senses are underrepresented in
the data, or not represented at all) and low inter-
annotator agreement (word senses are often too
fine-grained, which results in contradictory selec-
tions done by the human annotators; low inter-
annotator agreement (IAA) is a sign of a theoret-
ical ceiling to what an automated system trained
and tested on such data could achieve; e.g., Nav-
igli (2009) reports IAA for WordNet-style senses
to be between 67 and 80%).

The two remaining issues are more amenable
to improvement, especially with recent develop-
ments in the use of neural networks for NLP tasks.
This work will examine the usage of neural ar-
chitectures in the context of WSD, as well as
the usage of embeddings as input features, thus
tackling both problems (feature extraction and al-
gorithm improvement). Its contribution is two-
fold: demonstrating that recurrent neural networks
(RNNs) are suitable for solving the all-words lex-
ical disambiguation task and exploring new direc-
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tions for generating and using embeddings, with
respect to the WSD task. It also briefly outlines an
option for generating “artificial” data that can be
used for training word and sense representations,
or for training the WSD algorithms themselves.

The following section provides references to re-
lated work in the field that motivates the present
study, then Section 3 describes the neural archi-
tecture. Section 4 describes the data used and the
experimental setup. Section 5 gives the empirical
results. Section 6 concludes the paper and outlines
possible further work.

2 Related Work

2.1 Neural Network Language Models and
Word Representations

Neural network language models have driven
a wave of improvements in NLP tasks in re-
cent years, due to a great extent to the wide-
spread use of word representations, also known
as "word embeddings”. Word embeddings are
real-valued vector representations of words in a
lower-dimensional space (as opposed to, for in-
stance, ’one-hot” representations, whereby the di-
mensionality is equal to the lexicon size). The
training of embeddings can be accomplished in
different ways (e.g. using a feedforward neural
network as in the pioneering work of Bengio et.
al. (2003) or using a convolutional one such as in
Collobert and Weston (2008)).

One of the most significant contributions to the
field has been Mikolov et. al. (2013), which pro-
poses fast and efficient methods for the training of
embeddings on large corpora — using a simple log-
linear feedforward network. The goal of the net-
work is to predict a hidden section of the input text
based on a visible context (two variants are intro-
duced — CBOW and Skipgram). The intermediate
matrix that performs the embedding in the lower-
dimensional space is what is of greatest interest, as
it provides the mapping from naive one-hot repre-
sentation to distributed representation of meaning,
which is also much more compact. It is demon-
strable through simple arithmetic operations on
the representations that they are able to encode
meaningful distinctions along different semantic
dimensions (e.g. number, sex, functional roles,
etc.). Subsequently, other approaches to obtaining
embeddings from large natural language corpora
have been proposed (e.g., see Levy and Goldberg
(2014) for dependency-based embeddings, Pen-
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nington et. al. (2014) for embeddings that reflect
co-occurrence statistics in a large corpus).

2.2 Word Embeddings as Features to
Supervised Systems

Distributed word representations can be very
strong features for supervised models and
have been successfully used in WSD systems.
Taghipour and Zhong (2015) describe a way
to incorporate word embeddings in a popular
supervised system — IMS (Zhong and Ng, 2010);
the addition of the embeddings leads to a signifi-
cant improvement in accuracy when the system is
tested on several different datasets. The traditional
features used by IMS are binary ones that indicate
information about the window-bounded textual
context of the words to be disambiguated (such as
POS, lemma, etc); word embeddings are added as
real-valued features which do not fit well with the
binary ones and therefore the authors use a scaling
method from Turian et. al. (2010). A later study
(Iacobacci et al., 2016) surveys different methods
for integrating embeddings in the IMS system,
such as concatenating or averaging the vectors for
the surrounding words or weighing the vectors via
fractional or exponential decay; the exponential
decay method gives very good improvements,
especially on the Senseval (SE) lexical sample
tasks (SE 2,3 & 7).

2.3 Recurrent Neural Networks for Word
Sense Disambiguation

The IMS system discussed above uses an SVM al-
gorithm to perform the disambiguation. A sensible
question is — are neural networks a good alterna-
tive for WSD? This overview will focus on several
neural approaches proposed recently.

One important development has been the adop-
tion of recurrent neural networks (RNNs) as a vi-
able tool for modeling language. RNNs are sim-
ilar to deep feedforward networks, with the ma-
jor difference that the hidden (context) layers have
cyclic connections to themselves, which allows
them to maintain a dynamic memory of their pre-
vious states, as the latter change in time. This
ability to keep a memory trace of past “events” at
theoretically arbitrary distances from the present
is an obvious advantage over algorithms that col-
lect information from a fixed window around the
target word. Especially in the case of more com-
plex tasks such as WSD, vital information is often
found at the other end of the time series (i.e. the



sentence; sometimes the disambiguation of a word
might require going back even before a sentence
boundary, and on rare occasions it might even de-
pend on looking forward and beyond the current
sentence).

For a long time RNNs were considered diffi-
cult to train, as their memory capabilities are of-
ten thwarted in practice by the phenomena known
collectively as the exploding/vanishing gradients
problem — the fact that with long time series the
backpropagated error gradients often grow too
large or too small. While the exploding gradients
part can be solved trivially by capping their val-
ues, a more elaborate solution was needed for the
vanishing part. Long Short Term Memory (LSTM)
cells (Hochreiter and Schmidhuber, 1997) were
deliberately designed to be able to selectively for-
get (parts of) old states and pay attention to new
inputs (a good introduction to LSTMs is Graves
(2012); another similar and newer development
are Gated Recurrent Units (Cho et al., 2014)).

A further and simple enhancement to such an
architecture is making it bidirectional (Graves and
Schmidhuber, 2005), i.e. the input sequence is fed
into two recurrent context layers — one running
from the beginning to the end of the sequence and
the other one running in reverse. Their outputs
are concatenated and thus encompass forward as
well as backward-looking context. Bidirectional
LSTMs (Bi-LSTMs) have been successfully ap-
plied to a number of sequence-to-sequence tasks
in NLP, such as part-of-speech tagging, chunk-
ing, named entity recognition, dependency pars-
ing ((Wang et al., 2015a), (Wang et al., 2015b),
(Huang et al., 2015), (Wang and Chang, 2016)).

RNNs have been used in several ways for WSD.
One such work is Kégebick and Salomonsson
(2016), which uses a Bi-LSTM to solve the lexi-
cal sample tasks of Senseval-2 (Kilgarriff, 2001)
and Senseval-3 (Mihalcea et al., 2004) — that is,
the model is disambiguating one word per sen-
tence only. To that purpose, the output of the Bi-
LSTM at the target word position is fed upstream
for the classification part; it takes into consider-
ation both the left and the right contexts. It is
reshaped through a lemma-specific hidden layer,
so that classification between the possible senses
for the lemma can be carried out. In this way
the model shares the Bi-LSTM parameters across
words and is updated globally with every training
case, but is parametrized for specific lemmas. The
model is on par (or slightly better) with state-of-
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the-art systems, but uses no other features apart
from the word embeddings.

Another approach to WSD that also uses RNNs
is via calculating vector similarities. The goal of
such models is to calculate a distributed represen-
tation both of the target sense and of the context
within which it appears. Upon doing that, some
similarity measure, such as cosine distance, can
be used to determine which of the possible word
senses for the target word is closest to the con-
text representation. Such models are typically not
supervised, because they do not update their pa-
rameters against training data annotated with word
sense information; however, they do rely heavily
on a pre-training procedure that enables the net-
work to represent contexts as embeddings. RNNs
are useful in this case, because they can capture
well syntactic information, as opposed to bag-of-
word approaches. The embeddings for the differ-
ent word senses are obtained by running the exam-
ple sentences for them (e.g. those supplied in their
WordNet entries) through the RNN. Naturally, the
more data that is available, the better sense repre-
sentations can be built. Examples of such models
can be found in Yuan et. al. (2016a), Melamud et.
al. (2016) and Le and Mikolov (2014).

The current work explores both RNN-based ap-
proaches to WSD outlined above, with respect to
the all-words lexical task.

2.4 Relational Knowledge and Generation of
Embeddings

This subsection of the literature review will take
into account a last constellation of ideas that are
also important to the currently presented work.
As was already discussed, word embeddings are
very effective as features to supervised models.
Word embeddings are typically generated by train-
ing models on large amounts of unlabeled natural
language. But other sources of information, such
as, for instance, dependency paths, can also yield
useful training signals.

One innovative approach to the embedding of
words is Goikoetxea et. al. (2015). That work
uses a knowledge base (more specifically Word-
Net) to generate an artificial (or pseudo) corpus,
which is then used to generate embeddings. The
pseudo-corpus is created by utilizing WordNet’s
relational structure (including relations such as hy-
pernymy, synonymy, antonymy, derivation, etc.) —
more specifically by traversing the semantic net-
work and emitting a word sense identifier for each



node in the graph that is visited. The traversal
is accomplished via the Pagerank algorithm (Page
et al.,, 1999), as implemented in the UKB tool
(Agirre and Soroa, 2009). Several million “ran-
dom walks” along the graph are produced in this
way and each node along these sequences is re-
placed with a representative lemma (taken from
the WordNet entry for the sense). The pseudo-
corpus is then fed in the Word2Vec tool, which
embeds the lemmas in a lower-dimensional space.
The embeddings are tested against a set of word
embeddings taken from Mikolov et. al. (2013) —
on popular similarity and relatedness datasets. The
experiments show them to be very competitive and
even more effective in some cases.

Simov et. al. (2017) builds on this work
by enriching the knowledge graph with different
types of relations, such as syntagmatic relations
extracted from the WordNet glosses and infer-
ence over the hypernymy relations already present
there. Some of those expanded graphs yield em-
beddings that further improve the performance on
the similarity and relatedness tasks. The results
suggest that knowledge-based approaches to gen-
erating data are viable alternatives to working with
huge amounts of text (often amounting to hun-
dreds of billions of tokens). Goikoetxea et. al.
(2016) in turn demonstrates that word representa-
tions learned in this way can be viewed not sim-
ply as an alternative, but as a complement to em-
beddings learned from distributional knowledge.
Even simple methods of combining distributional
and relational-based embeddings, such as vector
concatenation, are show to improve accuracy for
the similarity and relatedness tasks. This line of
work is also valuable due to the possibilities it
opens for training genuine sense embeddings.

Regarding the generation of sense embeddings,
it is worth mentioning a few more attempts at ob-
taining such vector representations that go beyond
averaging the word embeddings for representative
sentences. Chen et. al. (2014) obtain their sense
embeddings from the sense glosses, but they fil-
ter out some of the words in the definition (func-
tional words and such that fail a cosine similarity
comparison with the lemma in question). Johans-
son and Pifa (2015b; 2015a) present a method of
embedding the senses together with the lemmas
for the WordNet entries which minimizes a met-
ric of neighborhood calculated on the basis of the
relational structure in WordNet, with the lemma
embeddings being represented as convex combi-
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nations of the different possible senses. Rothe
and Schiitze (2015) derive sense and lexeme em-
beddings from word embeddings through autoen-
coders; their solution does not require any addi-
tional training resources beyond the word embed-
dings. The availability of word/lemma embed-
dings in the same space with sense embeddings
opens up exciting possibilities for doing WSD,
some of which are explored in this work.

3 Neural Network Architecture for WSD

3.1 Network Implementation

The architecture implemented for this study
employs a Bi-LSTM context layer, similar to
Kagebick and Salomonsson (2016). Unlike that
model, however, it is designed to perform disam-
biguation for all open-class words in a single con-
text. This means that an input sequence is fed one
token at a time into the Bi-LSTM and for each tar-
get word the output of the context layer is passed
upstream in order to eventually feed a classifica-
tion layer. That is, this architecture’s context layer
produces a number of outputs per sentence, much
like in other sequence-to-sequence tasks such as
POS tagging, as opposed to just one representa-
tion for a specific word or for the whole context.

The architecture is represented graphically in
Figure 1. The input sequence of words are prepro-
cessed from string to integer format, where each
integer corresponds to a position in an embedding
matrix. A parameter setting allows some of the
words in the training sequences to be dropped,
which should hypothetically reduce overfitting
(this feature is a modified version of dropword
from Kégebiack and Salomonsson (2016); how-
ever, instead of replacing randomly selected words
with a (dropped) tag, words here are directly
deleted from the training input). The integer inputs
are then fed into an embedding layer that selects
the corresponding vectors (this layer is also train-
able, i.e. the embeddings continue to adapt as the
WSD model is being trained and could be saved
and reused in other tasks that would benefit from
such adaptation). The network is parametrized to
be able to access two parallel embedding layers, so
that embeddings for the same words but from sep-
arate sources can be combined at this stage (via
simple concatenation).

Consequently, the input vectors are fed into
a Bi-LSTM layer that runs them sequentially
through itself, analyzing the time series simul-
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Figure 1: Recurrent neural network for word sense
disambiguation: The dotted lines mean that a com-
ponent or a connection is optional (in the case
of concatenating embeddings from two different
sources).

taneously from-beginning-to-end and from-end-
to-beginning. Dropout (Srivastava et al., 2014)
can be added to both the input and the output of
the forward and backward cells of the Bi-LSTM;
the network can have an arbitrary number of Bi-
LSTM layers stacked on top of each other. The
outputs of the context layer are filtered out in or-
der to extract just the ones corresponding to target
words. These are then put through a linear hidden
layer that transforms each input (dimension = 2 *
number of neurons in each LSTM cell) into a large
vector with one position per every word sense that
corresponds to a lemma seen in the training data.
There is a softmax layer on top, which creates a
probability distribution over the word sense lexi-
con. Finally, cross entropy loss is calculated be-
tween this vector and the gold label and the mean
value for the batch is passed to the optimizer. The
implementation is written within the Tensorflow
framework (Abadi et al., 2016).

3.2 WSD Features

The model uses no hand-crafted features during
the training process, all the information comes
from the embeddings that are loaded as the first
layer of the network. As principal features,
the GloVe embeddings were used (Pennington
et al., 2014), more specifically the set trained on
Wikipedia and Gigaword (6 billion tokens text, vo-
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cabulary of 400K words, uncased, vector dimen-
sionality is 300). It remains as a future task to test
the other available options, some of which have
been trained on far larger corpora, as well as other
corpora-based word representation methods alto-

gether.

The option for a second embedding layer, par-
allel to the default one, was added so that the ideas
presented in subsection 2.4 could be tested in such
a setup. An extension to WordNet was selected
on the basis of Simov et. al. (2017) — the so-
called "WN30WN30glConOne”, one of the best
performing graphs on the similarity and related-
ness tasks. The new relations in it are constructed
on the basis of co-occurring word sense annota-
tions in the WordNet glosses, taken from eXtended
WordNet (Mihalcea and Moldovan, 2001); for a
more detailed description, see Simov et. al (2016).
The UKB! tool was used with the reported set-
tings to replicate this pseudo-corpus (as described
in subsection 2.4, producing 500 million random
walks along the graph structure. Then Word2 Vec?
was used to create lemma embeddings based on
the artificial corpus, again using the settings indi-
cated in the referenced article:

* Size of the embeddings = 300

* Number of training iterations = 7

* Number of negative examples = 5

* Window size = 15

* Threshold for occurrence of words = le-7
* Algorithm = Skipgram

This method provides representations only for
lemmas and only for open-class words. There-
fore a lot of the input words (mostly functional
ones) do not have matching vectors. And be-
cause embeddings are created only with respect
to lemmatized input, morphological information
is largely disregarded. However, if such pseudo-
corpora truly generate information that can com-
plement what is learned from large natural lan-
guage corpora, there is a plausible hypothesis that
such an embedding could improve the accuracy of
a WSD system. The combination method (con-
catenation) was chosen because it is easy to im-
plement and because of the evidence provided in
Goikoetxea et. al. (2016) that it gives adequate
results compared to more complex ones.

"http://ixa2.si.ehu.es/ukb/
*https://code.google.com/archive/p/word2vec/



3.3 Artificial Corpora with Mixed Lemmas
and Word Senses

By employing the procedure described in subsec-
tion 3.2, one can generate a pseudo-corpus that is a
mix of word sense IDs and representative lemmas
(this can be done easily via one of the parameters
provided by the UKB tool). Based on the previ-
ous discussion of the literature, such a corpus can
serve for at least two purposes:

1. In order to embed lemmas and word senses
simultaneously in the same space. These rep-
resentations can be used in approaches such
as those discussed in subsection 2.3 — for cal-
culating context embeddings and comparing
them with sense embeddings.

In order to generate artificial training data for
supervised WSD systems. The fact that such
corpora can be used as training data for the
generation of meaningful embeddings, sug-
gest that they could have some worth as input
to WSD models as well.

Naturally, such a corpus would be very noisy,
especially if it is to be used as training data for
WSD. The proposed method is quite naive in
that lemmas are picked randomly to substitute the
sense IDs, but more sophisticated strategies can
be devised as well. For instance, the glosses for
the WordNet synsets can be added automatically
next to the IDs generated by UKB. In this way
more meaningful linguistic data will be intermixed
with the (semi-) random walks performed by the
Pagerank algorithm. This would however require
a rethinking of the Word2Vec parameters used, as
distances between individual sense IDs are likely
to increase substantially (the gloss annotations in
Mihalcea et. al. (2001) can be used to amelio-
rate this problem). This approach will allow for
the learning of embeddings for functional words
as well; otherwise there would be no information
about them that could be passed to the RNN.

Here, a tentative modification to the already de-
scribed architecture is proposed that makes use of
such an artificial corpus and the lemma/sense rep-
resentations generated from it. This work is in its
earliest stages, but could potentially connect in a
meaningful way to the rest of the ideas discussed
here. The modification is simple — instead of map-
ping the RNN outputs to a huge lexicon-sized vec-
tor, the final hidden layer produces a vector the
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size of the sense embeddings. No softmax is ap-
plied thereafter, but the sense embedding for the
gold label word sense is compared with the one
produced by the network (different cost functions
can be used to that purpose, such as cosine dis-
tance, etc; a naive one is used here — least squares).
This training signal is used to optimize the pa-
rameters of the network, so that it can learn how
to calculate context embeddings for specific tar-
get words in a more informed manner. The disam-
biguation is done by picking the closest sense, via
cosine similarity.

Such a method has the advantage that it opti-
mizes on all of the semantic dimensions encoded
by the sense embeddings — i.e. with each training
case, the network should be learning important in-
formation about the whole semantic space, not just
about a single label that it aims to pick amongst the
rest in the lexicon. To test this solution, a mixed
corpus of size 200 million random walks was pro-
duced, where the probability of emitting a sense
ID or alemma is evenly split. The same Word2Vec
settings were used as the ones reported above for
the lemma embeddings.

4 Data and Experimental Setup

4.1 Data and Evaluation Procedure

For the purpose of this work, the data referenced in
the Unified Evaluation Framework (UEF) by Ra-
ganato et. al. (2017) was used, in order to be able
to compare the experimental results with the ones
reported there’. Consequently, SemCor (Miller
et al., 1994) was used for training, as that is one
of the datasets against which the supervised sys-
tems within the UEF have been trained. The all-
words lexical task in Senseval-2 (Kilgarriff, 2001)
was used for testing. The WordNet synset IDs pro-
vided in the gold key were mapped to the WordNet
3.0 lexicon, also used to map lemmas to possible
synsets.

Since the Senseval-2 dataset provides informa-
tion about the lemmatized form and the POS tag
of the words (which are converted to features
by some of the supervised systems; the Stanford
CoreNLP toolkit* is used for the POS tagging),
this information has been used as a filter at the
evaluation step (i.e. outside of the neural network
itself). First of all, for all lemmas that are used as

3The data, results and descriptions in the UEF are avail-
able online at http://Icl.uniromal.it/wsdeval/
*https://stanfordnlp.github.io/CoreNLP/



target words and have only one associated Word-
Net sense, that synset is chosen automatically dur-
ing evaluation. Additionally, when evaluating a
particular word, the WN synsets associated with
it that bear different POS tags from the one in-
dicated in the gold data are disregarded as possi-
ble options. Whenever the gold data indicates that
more than one sense is a correct choice in a par-
ticular case, the system is evaluated to be correct
if it selects one of them as most probable. And fi-
nally, whenever a lemma is encountered that has
not been seen in the training data, the system falls
back to the most-frequent-sense heuristic, using
the frequency information in WordNet.

4.2 Experimental Setup

Table 1 below gives the parameters with which the
neural network achieved the highest results on the
evaluation data.

Parameter Value

Embedding size 300

Word embeddings GloVe

Lemma embeddings WN30WN30glConOne
Bi-LSTM hidden units | 2 * 200

Bi-LSTM layers 1

Dropout 20%

Dropword 0%

Optimizer SGD

Learning rate 0.2

Initialization of LSTMs | random uniform [-1;1]
Training batch size 100

Training epochs 100K

Table 1: Parameters for the highest result obtained
with the neural network.

The presence of both the GloVe vectors and the
lemma embeddings in the table means that each
embedding layer feeds a 300-position vector as in-
put per word, not that the post-concatenation vec-
tor has 300 positions (that is, the final input has
a dimensionality of 600). Changing the size of
the LSTMs below or above 200 units has nega-
tive results on accuracy, as does adding more than
one Bi-LSTM layer. Dropout is typically set to
50%, but in this case a setting of 20% produced
the best results in the explored range of [0:50].
Dropword, at least the way it is applied here, does
not seem to improve the results, although more ex-
perimental work is needed in order to try out a
wider range of values. It remains on the agenda
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to test more sophisticated optimization algorithms
than Stochastic Gradient Descent, as well as to in-
tegrate a learning rate decay, momentum and ad-
ditional regularization techniques.

With regards to the solution outlined at the end
of subsection 3.3, the parameters of the network
are mostly the same. The only difference is that
just one embedding layer of size 300 is used (since
only the lemma embeddings are utilized) and that
the number of the Bi-LSTM hidden units is 2*400
instead of 2*200.

5 Results and Discussion

Before presenting a comparison of the experimen-
tal results with other systems, Table 2 provides
some select information about how different pa-
rameters influence the accuracy of the network.
The top entry gives the best score that has been
obtained (with the parameters in the previous ta-
ble); the second entry gives the highest accuracy
score obtained without dropout regularization and
the third one gives the highest score obtained with-
out dropout and without the lemma embeddings.
The effect of dropout is not very big, but the addi-
tion of the lemma embeddings turns out to provide
a powerful boost.

Combination Accuracy
Best 70.11%
No dropout 69.98%
No lemma embeddings | 68.97%

Table 2: Comparison between the best recorded
setting and two other combinations of parameters.

Table 3 puts the results of this particular work in
the context of the best-scoring supervised systems
tested on the same dataset. The numbers are taken
from Raganato et. al. (2017)°, which gives a com-
parison of several such systems trained and tested
on the same datasets. The results for choosing a
random and the most frequent sense (MFS) are
also included (the latter is a very hard baseline to
beat in general, especially when good statistics are
available), as well as the best results reported there
for a knowledge-based system (a specific configu-
ration of the UKB tool called UKB-g*).

3Note that the IMS results provided there are higher from
the previous ones in lacobacci at. al. (2016) and Zhong
and Ng (2010). Thus, the 2016 results for IMS + Word2Vec
(trained on SemCor) are also included ("IMS-2016”), as well
as the original results from 2010 ("IMS-2010").



System Accuracy
IMS-s+emb 72.2%
Context2Vec 71.8%
This work 70.11%
UKB-g* 68.8%
IMS-2010 68.2%
MFS 65.6%
IMS-2016 63.4%
This work - vector similarity | 61.44%
Random 41.93%
Table 3: Comparison of this work with other

systems trained on SemCor and tested on the
Senseval-2 all-words lexical task. IMS-s+emb,
Context2Vec, UKB-g* and MFS are reported in
Raganato et. al. (2017), Random is the perfor-
mance of the current system prior to any learning.

The results show that the neural network model
presented here is not lagging too far behind some
of the highest reported scores on this particular
dataset. Further optimizations of the network pa-
rameters, as well as more powerful input features,
could bring it to par with the state of the art.
The neural network is comfortably ahead of the
MES result and it also scores higher than the best
knowledge-based candidate. Especially encourag-
ing is the observation that the lemma embeddings
produced via an “artificial” corpus significantly
improve the score, meaning that there is still more
space for enriching the input features.

Finally, a comment regarding the proposed so-
lution that employs a vector similarity metric (in-
troduced at the end of subsection 3.3). The re-
sult shown here is significantly lower than that of
the other systems. Nevertheless, there are reasons
to think that this line of research is worth pursu-
ing. The proposed architecture does learn mean-
ingful information, because it fares much better
than a random choice heuristic. It continues to
improve its accuracy even around the end of the
100K training epochs and it achieves this result
with an almost unoptimized parameter configura-
tion and with a set of lemma/sense-embeddings
that is somewhat naive (it contains no information
about functional words or morphologically-coded
grammatical information).

6 Conclusion and Future Work

This work has presented a supervised architec-
ture for WSD using recurrent neural networks,
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tested on the all-words lexical task. The model
is inspired by the very successful recent applica-
tions of LSTM cells to NLP problems. The ar-
ticle also explores the utility of combining word
embeddings learned from a large corpus of text
with lemma embeddings learned from an “artifi-
cially generated” corpus based on a knowledge re-
source (WordNet). A comparison with the best-
scoring systems on a popular evaluation dataset
shows that the neural network is well-positioned
with respect to them. The fact that the addition
of the lemma embeddings from the pseudo-corpus
improves significantly the results, signals that they
could be further boosted by exploring different

feature spaces and combinations of them.
There are a number of changes and additions

that could be undertaken to improve the WSD al-
gorithm. Further parameter optimization is nat-
urally among them, as is the evaluation of other
sets of word representations and the generation of
improved “artificial corpora”. Another improve-
ment that could boost accuracy scores and for
which RNNs are naturally suited, is allowing the
model to store a representation for the previously
seen sentences, i.e. to disambiguate words using
whole texts as context, rather than just separate
sentences. While this would not matter in tasks
such as POS tagging and syntactic parsing, it is
very important with regards to WSD.

And finally, a network could be trained to
jointly solve two related tasks: the WSD one and
that of adapting context embeddings to word sense
embeddings (as discussed in 3.3). Since the sim-
ilarity task is optimizing the RNN with respect to
all semantic dimensions of the embedding space,
the classification pathway should be able to di-
rectly benefit from that. This provides further
motivation for improvements in the generation of
less naive “mixed” corpora. It also remains to be
tested whether such pseudo-corpora can be suc-
cessfully used as training data for the supervised
WSD systems themselves (as complements to ex-
pensive corpora such as SemCor).

Acknowledgements

This research has received partial support by the
grant 02/12 — Deep Models of Semantic Knowl-
edge (DemoSem), funded by the Bulgarian Na-
tional Science Fund in 2017-2019. I am grate-
ful to the anonymous reviewers for their remarks,
comments, and suggestions, and to my supervisor,
Kiril Simov, for his support and guidance.



References

Martin Abadi, Ashish Agarwal, Paul Barham, Eugene
Brevdo, Zhifeng Chen, Craig Citro, Greg S Corrado,
Andy Davis, Jeffrey Dean, Matthieu Devin, et al.
2016. Tensorflow: Large-scale machine learning on
heterogeneous distributed systems. arXiv preprint
arXiv:1603.04467 .

Eneko Agirre and Aitor Soroa. 2009. Personalizing
pagerank for word sense disambiguation. In Pro-
ceedings of the 12th Conference of the European
Chapter of the Association for Computational Lin-
guistics. Association for Computational Linguistics,
pages 33-41.

Yoshua Bengio, Réjean Ducharme, Pascal Vincent, and
Christian Jauvin. 2003. A neural probabilistic lan-
guage model. Journal of machine learning research
3(Feb):1137-1155.

Xinxiong Chen, Zhiyuan Liu, and Maosong Sun. 2014.
A unified model for word sense representation and
disambiguation. In EMNLP. pages 1025-1035.

Kyunghyun Cho, Bart Van Merriénboer, Dzmitry Bah-
danau, and Yoshua Bengio. 2014. On the properties
of neural machine translation: Encoder-decoder ap-
proaches. arXiv preprint arXiv:1409.1259 .

Ronan Collobert and Jason Weston. 2008. A unified
architecture for natural language processing: Deep
neural networks with multitask learning. In Pro-

ceedings of the 25th international conference on
Machine learning. ACM, pages 160-167.

Josu Goikoetxea, Eneko Agirre, and Aitor Soroa. 2016.
Single or multiple? combining word representations
independently learned from text and wordnet. In
AAAI. pages 2608-2614.

Josu Goikoetxea, Aitor Soroa, Eneko Agirre, and
Basque Country Donostia. 2015. Random walks
and neural network language models on knowledge
bases. In HLT-NAACL. pages 1434-1439.

Alex Graves. 2012. Supervised sequence labelling.
Supervised sequence labelling with recurrent neural
networks pages 5—13.

Alex Graves and Jirgen Schmidhuber. 2005. Frame-
wise phoneme classification with bidirectional Istm
and other neural network architectures. Neural Net-
works 18(5):602—-610.

Sepp Hochreiter and Jiirgen Schmidhuber. 1997.
Long short-term memory.  Neural computation
9(8):1735-1780.

Zhiheng Huang, Wei Xu, and Kai Yu. 2015. Bidirec-
tional Istm-crf models for sequence tagging. arXiv
preprint arXiv:1508.01991 .

Ignacio lacobacci, Mohammad Taher Pilehvar, and
Roberto Navigli. 2016. Embeddings for word sense
disambiguation: An evaluation study. In ACL (1).

33

Richard Johansson and Luis Nieto Pina. 2015a. Com-
bining relational and distributional knowledge for
word sense disambiguation. In Proceedings of the
20th Nordic Conference of Computational Linguis-
tics, NODALIDA 2015, May 11-13, 2015, Vilnius,
Lithuania. Linkoping University Electronic Press,
109, pages 69-78.

Richard Johansson and Luis Nieto Pina. 2015b. Em-
bedding a semantic network in a word space. In
HLT-NAACL. pages 1428-1433.

Mikael Kégebick and Hans Salomonsson. 2016. Word
sense disambiguation using a bidirectional Istm.
arXiv preprint arXiv:1606.03568 .

Adam Kilgarriff. 2001. English lexical sample task de-
scription. In The Proceedings of the Second Interna-
tional Workshop on Evaluating Word Sense Disam-
biguation Systems. Association for Computational
Linguistics, pages 17-20.

Quoc Le and Tomas Mikolov. 2014. Distributed repre-
sentations of sentences and documents. In Proceed-

ings of the 31st International Conference on Ma-
chine Learning (ICML-14). pages 1188-1196.

Omer Levy and Yoav Goldberg. 2014. Dependency-
based word embeddings. In ACL (2). pages 302-
308.

Oren Melamud, Jacob Goldberger, and Ido Dagan.
2016. context2vec: Learning generic context em-
bedding with bidirectional Istm. In CoNLL. pages
51-61.

Rada Mihalcea, Timothy Chklovsky, and Adam Kilgar-
riff. 2004. Itri-04-09 the senseval-3 english lexical
sample task. Information Technology 25:28.

Rada Mihalcea and Dan I. Moldovan. 2001. extended
wordnet: progress report. In in Proceedings of
NAACL Workshop on WordNet and Other Lexical
Resources. pages 95-100.

Tomas Mikolov, Kai Chen, Greg Corrado, and Jef-
frey Dean. 2013. Efficient estimation of word
representations in vector space. arXiv preprint
arXiv:1301.3781 .

George A Miller, Martin Chodorow, Shari Landes,
Claudia Leacock, and Robert G Thomas. 1994. Us-
ing a semantic concordance for sense identification.
In Proceedings of the workshop on Human Lan-
guage Technology. Association for Computational
Linguistics, pages 240-243.

Roberto Navigli. 2009. “word sense disambiguation:
A survey”. "ACM Computing Surveys (CSUR)”
41(2):10.

Lawrence Page, Sergey Brin, Rajeev Motwani, and
Terry Winograd. 1999. The pagerank citation rank-
ing: Bringing order to the web. Technical report,
Stanford InfoLab.



Jeffrey Pennington, Richard Socher, and Christopher D
Manning. 2014. Glove: Global vectors for word
representation. In EMNLP. volume 14, pages 1532—
1543.

Alessandro Raganato, Jose Camacho-Collados, and
Roberto Navigli. 2017. Word sense disambiguation:
A unified evaluation framework and empirical com-
parison. In Proc. of EACL. pages 99—110.

Sascha Rothe and Hinrich Schiitze. 2015.  Au-
toextend: Extending word embeddings to embed-

dings for synsets and lexemes. arXiv preprint
arXiv:1507.01127 .

Kiril Simov, Petya Osenova, and Alexander Popov.
2016. Using context information for knowledge-
based word sense disambiguation. In International
Conference on Artificial Intelligence: Methodology,
Systems, and Applications. Springer, pages 130-
139.

Kiril Simov, Petya Osenova, and Alexander Popov.
2017. Comparison of word embeddings from differ-
ent knowledge graphs. In International Conference
on Language, Data and Knowledge. Springer, pages
213-221.

Nitish Srivastava, Geoffrey E Hinton, Alex Krizhevsky,
Ilya Sutskever, and Ruslan Salakhutdinov. 2014.
Dropout: a simple way to prevent neural networks
from overfitting. Journal of Machine Learning Re-
search 15(1):1929-1958.

Kaveh Taghipour and Hwee Tou Ng. 2015. Semi-
supervised word sense disambiguation using word
embeddings in general and specific domains. In
HLT-NAACL. pages 314-323.

Joseph Turian, Lev Ratinov, and Yoshua Bengio. 2010.
Word representations: a simple and general method
for semi-supervised learning. In Proceedings of the
48th annual meeting of the association for compu-
tational linguistics. Association for Computational
Linguistics, pages 384-394.

Peilu Wang, Yao Qian, Frank K Soong, Lei He, and
Hai Zhao. 2015a. Part-of-speech tagging with bidi-
rectional long short-term memory recurrent neural
network. arXiv preprint arXiv:1510.06168 .

Peilu Wang, Yao Qian, Frank K Soong, Lei He, and
Hai Zhao. 2015b. A unified tagging solution: Bidi-
rectional 1stm recurrent neural network with word
embedding. arXiv preprint arXiv:1511.00215 .

Wenhui Wang and Baobao Chang. 2016. Graph-based
dependency parsing with bidirectional Istm. In ACL

(1).

Dayu Yuan, Ryan Doherty, Julian Richardson, Colin
Evans, and Eric Altendorf. 2016a. Word sense dis-
ambiguation with neural language models. CoRR .

34

Dayu Yuan, Julian Richardson, Ryan Doherty, Colin
Evans, and Eric Altendorf. 2016b. Semi-supervised
word sense disambiguation with neural models.
arXiv preprint arXiv:1603.07012 .

Zhi Zhong and Hwee Tou Ng. 2010. It makes sense:
A wide-coverage word sense disambiguation system
for free text. In Proceedings of the ACL 2010 Sys-
tem Demonstrations. Association for Computational
Linguistics, pages 78-83.



Multi-Document Summarization of Persian Text Using Paragraph Vectors

Morteza Rohanian
University of Tehran
rohanian@ut.ac.ir

Abstract

A multi-document summarizer finds the
key topics from multiple textual sources
and organizes information around them.
In this paper we propose a summariza-
tion method for Persian text using para-
graph vectors that can represent textual
units of arbitrary lengths. We use these
vectors to calculate the semantic related-
ness between documents, cluster them to a
number of predetermined groups, weight
them based on their distance to the cen-
troids and the intra-cluster homogeneity
and take out the key paragraphs. We com-
pare the final summaries with the gold-
standard summaries of 21 digital topics us-
ing the ROUGE evaluation metric. Exper-
imental results show the advantages of us-
ing paragraph vectors over earlier attempts
at developing similar methods for a low re-
source language like Persian.

1 Introduction

Multi-document summarization is the task of tak-
ing the most important points of multiple input
documents and put them forward in a short, co-
hesive way that is easy to follow. The main goal
of multi-document summarization is to provide an
outcome as objective as possible that can repre-
sent all documents with emphasis on key topics.
Today, automatic summarization is being used as
a technology that makes huge amount of online
data accessible in a time that is not practicable to
produce summaries manually.

Automatic summarization has been an active
field of study in recent years and there are vari-
ety of approaches that have been proposed so far.
Roughly, summarization methods can be split into
two classes: abstractive summarization in which
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the system analyses the input documents and gen-
erates summaries; and extractive summarization
which is the method of selecting parts of the in-
put documents and employing them without any
changes.

Extractive summarization approaches can be
based on supervised learning, using document-
summary pairs as training data in order to pre-
dict textual units worthy of being in the summary.
These textual units can be keywords (Hong and
Nenkova, 2014), phrases and sentences (Hu and
Wan, 2013). Employing cluster centroids was one
of the first attempt to use an unsupervised learning
method for summarization (Radev et al., 2004).
Sentences are represented as weighted vectors and
put in clusters by applying cosine similarity. Pre-
trained word vectors also have been used for ex-
tractive summarization (Kageback et al, 2014).
For sentence representation the authors apply 2
different approaches of adding word vectors and
unfolding recursive auto-encoder (RAE).

Our method employs paragraph vector models
to compute semantic relatedness between fixed-
sized textual units with variable lengths (differ-
ent paragraphs) and uses K-means clustering algo-
rithm for grouping them based on their proximity.
We use the centroids of clusters as the main top-
ics of documents and choose representative para-
graphs according to their weights.

2 Related Work

Based on statistical information derived from
word frequency, Luhn (1958) was first to propose
an algorithm for automatic extractive summariza-
tion. Later works expanded Luhns word based
approach by adding other weighted statistical or
linguistic features of documents. Kupiec et al.
(1995) present a supervised method that consid-
ered sentences with the title-keywords in them as
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the most important ones.

Radev et al. (2004) use centroids of news ar-
ticles clusters as the most relevant topics for ex-
tractive summarization. Bonzanini et al. (2013)
use variety of distance metrics for finding repre-
sentative sentences and develop an algorithm for
removing unimportant sentences.

After the idea of distributed word representa-
tions was proposed, it has been applied to many
natural language processing tasks and demon-
strated a great deal of advantage over the tradi-
tional textual representations. Kageback et al.
(2014) use continuous vector representation as a
basis for measuring similarity of sentences. The
authors evaluate different settings of word and
phrase embeddings and similarity measures on a
dataset of 51 topics with corresponding abstrac-
tive summaries. Zhang et al. (2015) having word
vectors as features, employ a context window to
take word order into account. Their method is de-
veloped based on the Extreme Learning Machine
(ELM).

There have been a few studies for Persian text
summarization. Shakeri et al. (2012) use a graph
theory approach to find the most important sen-
tences of any given document. Honarpisheh et al.
(2008) present a method based on a dictionary and
a word segmentation system that transforms col-
lections of documents into a matrix and takes out
the most important sentences from the most im-
portant clusters.

3 Method

In this section we present our multi-document
summarization method which mainly consists of
two components: our two different approaches for
paragraph representation and our clustering pro-
cess.

3.1 Vector Representation of Paragraphs

Word embedding is a language modeling tech-
nique in which words are represented by vectors of
real numbers (Mikolov et al., 2013a). The vectors
are obtained by training the neural network on the
basis of a text corpus and can have different num-
ber of parameters. The parameters are used to pre-
dict neighboring words of a given word by getting
updated in different context. It has been shown
that the final vectors represent the semantic and
syntactic relationships between words much bet-
ter than any other language modeling techniques.
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According to Bengio et al. (2003) the word vec-
tors are generally based on three ideas :

1- Each word in the body of an n-dimensional
feature vector containing the corresponding real
numbers.

2- Joint probability function for words getting
represented using these vectors.

3- Feature vectors learning and probability
function parameters learning happening at the
same time.

For providing an extractive summary we need to
somehow represent sentence and paragraph vec-
tors. A simple way is to just add or average the
word vectors to make textual units vectors bigger
than words. Here, we learn vector representations
from a given corpus and generate the new fixed-
length, n-dimensional vectors by adding all n-
dimensional word vectors of a paragraph (Mikolov
et al., 2013a). When paragraphs with varying
length are having vectors with same dimensions,
it is possible to measure their similarities. The
main problem with this method is that we ignore
the word order just like traditional bag-of-words
models. In recent years there have been models
that in addition to words and sentences, can rep-
resent paragraphs and large documents and do not
need task-specific tuning of word weightings func-
tions. Paragraph Vector is an unsupervised frame-
work that concatenates the textual vectors with
variable lengths with several word vectors and es-
timate the next word in a given context. They can
be basis of similarity measurment between differ-
ent sentences, paragraphs and documents (Le and
Mikolov, 2014).

In Paragraph Vector method, each unique para-
graph is represented by a vector as a column in a
matrix. Each word is represented by a vector as
a column in another matrix. As shown in Figure
1, paragraph and word vectors are used to predict
other words within the documents by either con-
catenating or averaging. The generated vectors
can be applied as the features of different classi-
fication or clustering techniques like K-means.

3.2 Clustering Paragraph Vectors

For extracting the most important paragraphs, first
we need to group the most similar paragraphs into
K clusters and capture both the central and far out
paragraphs from each cluster. Each paragraph be-
longs to the cluster with the nearest mean, and
the most central paragraph of each cluster is the
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Figure 1: On the right using paragraph vectors to predict the next word of a given document and capturing
word order. On the left predicting words of a paragraph using its vector.

main paragraph of that cluster. Here, we cluster
close paragraphs by computing semantic similar-
ities using specific number of latent topics within
them. The most distant paragraph from the cen-
ter in each cluster is the outer point of the cluster.
More weight around the center of cluster shows
that the central paragraph is a good representation
of that cluster and we dont need to add outer para-
graphs for a more balanced point of view.

To find the main paragraphs, first we initialize
the K centroids randomly. Each paragraph vectors
is assigned to its nearest centroid, using a specific
distant metric. Each cluster center vector acts as
the representation of that cluster. Then we com-
pute the new centroids by taking the mean of all
vectors assigned to each cluster. The algorithm
stops until no paragraph vectors change clusters.

We use cosine similarity, which particularly
used for non-zero vectors and Euclidean metric
for an n-dimensional space. We weight paragraphs
based on the density of each cluster. As proposed
by Leskovec et al, (2014) if the ratio of the number
of paragraphs divided by some power of the diam-
eter of a cluster is below some threshold we can
consider that cluster as a separated, and extract the
outer point in addition to central paragraph. We
use the number of dimensions of the space as the
power. The number of all paragraphs in our docu-
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ments divided by dimensions number power of the
diameter of our vector space is our threshold. The
diameter is still the maximum distance between
any two points in the cluster.

3.3 Evaluation Method

For evaluation we use ROUGE (Lin, 2004), which
is a recall-oriented, BLEU-like tool that con-
siders n-gram overlaps between the automatic
summaries and set of manually-provided, gold-
standard summaries. There are three different
ROUGE scores that are the common measure-
ment tools used in recent publications: ROUGE-
1, ROUGE-2, and ROUGE-SU4, which count
matches in unigrams, bigrams, and skip-bigrams.
ROUGE-1 and ROUGE-2 have the strongest asso-
ciation with the gold-standard summaries.

We used standard recall, precision and F-
measure for reporting the relevance of summaries.
Recall is the percentage of captured manually pro-
vided summaries and precision is the percentage
of summaries that are in the gold-standard data.
The F-measure is a weighted average of precision
and recall and the outcome is bounded between 0
and 1.
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4 Experiments

4.1 Dataset

In order to evaluate our method we provide a
dataset of 21 digital topics with each topic having
between 50 and 150 paragraphs made by various
users which were gathered from different Persian
review sites. Each topic is about a specific prop-
erty of a digital product (e.g. Screen of iPhone SE
or Battery of Nikon D7200). The dataset includes
gold-standard abstractive summaries of 3 for each
topic.

4.2 Parameter Settings

The model in our experiment is trained on Persian
Wikipedia dataset of 2.5 GB using fastText (Bo-
janowski et al., 2016). The dimension of vectors
was considered 100 and 200 for words using Skip-
gram neural networks model and 50 and 100 for
paragraphs. Our models were trained 50 and 100
epochs. We chose 3 and 5 as the number of clus-
ters and used two different distance metrics. We
conduct our experiments on a 4.0GHz computer.

4.3 Results and Discussion

The multi-document summarization methods de-
scribed in Section 3 evaluation results with dif-
ferent parameters are shown with varying param-
eters in Table 1. The results based on word vec-
tors from the ROUGE-1, ROUGE-2, and ROUGE-
SU4 scorings show that our model performs better
with higher dimensions and smaller K. The model
earns the maximum F-measure of 24.1 on word
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vectors and gains from training for a greater num-
ber of epochs. The results are stable among vari-
ous ROUGE scores which means that the outputs
with most correlation with human-provided sum-
maries also are more fluent.

As can be seen from the Table, paragraph vec-
tors reached the best performances for both three
and five clusters compared to word vectors. Using
cosine similarity measure improves the recall for
different ROUGE scores evaluations while mod-
els using Euclidean metric have higher precision
and F-measure. High recalls and F-measures are
not achievable for our extractive summarization
method due to our gold-standard summaries being
abstractive.

Indicated by the results Paragraph Vector ap-
pears to be a better representation to use for clus-
tering semantically related documents, likely be-
cause of word order consideration. The ROUGE-
SU4 scores also show that in addition to seman-
tics, paragraph vectors are more effective in cap-
turing syntactic information.

Table 1 shows that capturing the outer topics
by weighting paragraphs leads to a more balanced
summary and a better ROUGE-SU4 score. It is
more convincing for an individual user to read
a summary from multiple perspectives. We do
not observe significant improvements in ROUGE-
1 and ROUGE-2 scores of our weighted models.

5 Conclusion

We described a method clustering main topics of
several documents using paragraph vectors as the
basis of semantic similarity between paragraphs of
different lengths. The centroids of clusters con-
sidered as the main topic and paragraphs were
weighted based on the distribution of data in each
group. The paragraphs with more weight were ex-
tracted and compared to human-provided abstrac-
tive summaries.

The results suggest that weighting the para-
graphs can make summaries more objective. How-
ever, the weighting can be combined by several
other textual semantic features like the polarity
of paragraphs. Considering corefrence resolution
also makes the summaries more coherent and de-
crease the level of redundancy.
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ROUGE-1

Model Dimensions Epochs K  Similarity Precision Recall F-measure
Word Vector 100 50 3 Cosine 21.3 26.3 23.5
Word Vectors_w 100 50 3 Euclidean 22 26.6 24.1
Word Vector 100 50 5 Euclidean 21.5 25.9 23.5
Word Vectors_w 100 50 5 Cosine 19.7 23.3 21.3
Word Vector 200 100 3 Cosine 20.5 24.3 22.2
Word Vectors_w 200 100 3 Euclidean 21.6 26.1 23.6
Word Vector 200 100 5 Euclidean 20.5 25.6 22.8
Paragraph Vectors 50 50 3 Cosine 23.5 28.9 25.9
Paragraph Vectors_w 50 50 3 Cosine 23.4 31.5 26.9
Paragraph Vectors 100 100 5 Euclidean 23.1 28.9 25.7
Paragraph Vectors_w 100 100 5 Euclidean 23.5 28.7 25.8
Paragraph Vectors_w 100 50 3 Cosine 22.9 31.8 26.6
ROUGE-2

Model Dimensions Epochs K Similarity Precision Recall F-measure
Word Vector 100 50 3 Cosine 2.8 5.3 3.7
Word Vectors_w 100 50 3 Euclidean 3.8 5.6 4.5
Word Vector 100 50 5 Euclidean 3.2 5.2 4
Word Vectors_w 100 50 5 Cosine 3.3 6.1 4.3
Word Vector 200 100 3 Cosine 3.5 5.8 4.4
Word Vectors_w 200 100 3 Euclidean 3.2 5.9 4.1
Word Vector 200 100 5 Euclidean 3.3 5 4
Paragraph Vectors 50 50 3 Cosine 4 7.3 5.2
Paragraph Vectors_w 50 50 3 Cosine 4.3 8.2 5.6
Paragraph Vectors 100 100 5 Euclidean 4.4 7.3 5.5
Paragraph Vectors_w 100 100 5 Euclidean 4.1 7.9 5.4
Paragraph Vectors_w 100 50 3 Cosine 4.3 8.4 5.7
ROUGE-SU4

Model Dimensions Epochs K  Similarity Precision Recall F-measure
Word Vector 100 50 3 Cosine 6.2 9.1 7.4
Word Vectors_w 100 50 3 Euclidean 6.3 9.9 7.7
Word Vector 100 50 5 Euclidean 5.5 8.9 6.8
Word Vectors_w 100 50 5 Cosine 6.7 10.2 8.1
Word Vector 200 100 3 Cosine 6.7 8.4 7.5
Word Vectors_w 200 100 3 Euclidean 6.2 9.7 7.6
Word Vector 200 100 5 Euclidean 6.5 8.4 7.3
Paragraph Vectors 50 50 3 Cosine 7.9 10.1 8.9
Paragraph Vectors_w 50 50 3 Cosine 8 12.4 9.7
Paragraph Vectors 100 100 5 Euclidean 7.6 10.4 8.8
Paragraph Vectors_w 100 100 5 Euclidean 8 12.3 9.7
Paragraph Vectors_w 100 50 3 Cosine 8.3 12.3 9.9

Table 1: ROUGE scores of extractive summaries using paragraph and word vectors.
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Abstract

Over the past few years a lot of research has
been done on sentiment analysis, however,
the emotional analysis, being so subjective,
is not a well examined discipline. The main
focus of this proposal is to categorize a
given sentence in two dimensions - senti-
ment and arousal. For this purpose two
techniques will be combined — Machine
Learning approach and Lexicon-based ap-
proach. The first dimension will give the
sentiment value — positive versus negative.
This will be resolved by using Naive Bayes
Classifier. The second and more interesting
dimension will determine the level of
arousal. This will be achieved by evaluation
of given a phrase or sentence based on lex-
icon with affective ratings for 14 thousand
English words.

1 Introduction

A lot of papers related to sentiment analysis show
very good results, more than 80% accuracy. This
kind of analysis determines whether the sentence
iS positive or negative (on some occasions neutral
as well). Such information can be useful in terms
of understanding the intentions of a given user.

Proceedings of the Student Research Worksh
Varna, Bulgaria, 4

The proposed research will try to take this
knowledge one level deeper. This means that ad-
ditional analysis will be made on the level of af-
fection of a given sentence. Not only will this pro-
gram be able to recognize positive or negative
text, but will also determine its arousal level.

This project aims to examine the way people’s re-
actions are interpreted by machines. Better and
more detailed analysis of opinions, reviews,
tweets, etc, can be applicable in all kinds of do-
mains, such as commercial, retail, politics and
psychological research.

2 Related Work

Hasan, Rundensteiner and Ago (2014) proposed in
their paper “EMOTEX: Detecting Emotions in
Twitter Messages” that twitter hashtags can be
used to automatically extract data suitable for train-
ing purposes. They retrieve tweets related to four
basic groups (shown below) and apply standard
Machine Learning Algorithms on this data.

e Happy-Active

e Happy-Inactive

e Unhappy-Active
e  Unhappy-Inactive

associated with RANLP 2017, pages 41-45,
September 2017.
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They receive good results, however, often people
use misleading hashtags in order to express
irony. This can lead to wrong assumptions.

3 Gradient Emotional Analysis

3.1 Circumplex Model of Affect

This paper was initially inspired by “The Circum-
plex model of affect”. James Russell (1980)
showed that emotions can be seen in a two-dimen-
sional circular space. This space contains arousal
dimension (presented in the vertical axis) and va-
lence dimension (presented in the horizontal axis).

A diagram, showing this representation is pro-
vided in Figure 1.

The Circumplex model of affect can be applied in
this paper as a starting point for more detailed in-
vestigation of emotions.

ACTIVATION

S ~—
e ~" tense alert . ~
P excited
/" nervous 3
/ elated
/ stressed \
/ h
/ upset happy \
UNPLEASANT PLEASANT
\ sad contented
\\ serene /
\ er /
\ depressed /
relaxed
. . bored calm _
~ P

e
~ DEACTIVATION

Figure 1: Circumplex model of Affect, made by
James Russell.

3.2

Emotional Representation

The main idea behind the proposed paper is to
analyze the input based on two different dimen-
sions: sentiment and arousal. This is shown in

Figure 2 below.
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High Arousal
A

Negative »  Positive

v

Low Arousal

Figure 2: Emotional Analysis Diagram.

For example the verb “excite” can be categorized
as positive with high arousal level, while “calm”
goes under classification of positive with low
arousal level.

Similar logic puts the verb “frustrate” under neg-
ative classification with high arousal, while
“bore” should be negative verb with low level of
arousal.

Both of the dimensions will be described in this
paper.

4  Sentiment Analysis

The first part of the analysis will be achieved with
the Naive Bayes Classifier. It is one of the sim-
plest and most commonly used Machine Learning
techniques which is why it will fit perfectly in this
solution.

Naive Bayes is based on the Bayes Theorem
showed on Equation 1.

P(B|A)P(A)

P(AIB) = =55

Equation 1. Bayes Theorem.

In order to create a classifier which aims to pro-
vide a positive or negative value for a given input,
it needs to be decided what its features are
going to be.



Feature Selection

Feature selection and extraction is a key element
in the Naive Bayes implementation. After several
tests, it has been decided that a NLTK implemen-
tation of part-of-speech (POS) Stanford tagger,
will be used for this experiment.

The steps performed:
e Text Preprocess — tokenization

e POStag in tuples: (word, POS value)

After the part-of-speech tagging, only verbs, ad-

jectives and adverbs will be extracted as they
bring the most value for sentiment analysis.

5 Level of Arousal/Affect

For determining the level of Affect for a given text
the Lexicon-based approach will be used.

Almost the same process is followed as the one in
the Sentiment Analysis section but with one major
difference.

Text Preprocess — tokenization
e POStag in tuples: (word, POS value)
Exclamation mark (!) is not removed
from the tokens. It can give a very good
understanding of whether the person who
wrote the text is feeling an emotion with
high arousal.

Retrieve the arousal value for every

tagged word.
Apply equation 2.

avrg< Z Tagged WOT'd)
arousal

Equation 2: Formula to calculate the av-
erage arousal level of given text.
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6 Experiments and Evaluation

6.1

Three different datasets were used for this exper-
iment.

Data

A dataset with 8 885 annotated tweets has been
used to train the Naive Bayes Classifier -3 593
are labeled as positive and 5 292 are labeled as
negative.

For the second part of the research — calculating
the level of arousal, a lexicon with affective rat-
ings has been used. It contains 13 915 annotated
English words with a number from 1 to 9.

Another dataset has been used to verify the results
from arousal level analysis. The number of tweets
related with specific emotion are presented in Ta-
ble 1.

700
700

Enthusiasm + Hate
Relief (Happiness) + Sadness

Table 1;: Number of tweets extracted from
Dataset.

6.2
Sentiment level — Naive Bayes Classifier

Experiment and Results

10-fold cross-validation was used to measure the
accuracy of the proposed algorithm. The average
result from the 10 folds is 72.8%.

Arousal level

In order to verify the accuracy of the proposed
arousal evaluation a training data was used with
tweets annotated with words which represent ac-
tive and inactive emotions. The result showed
76% accuracy for active tweets and less than 50%
accuracy for inactive ones.

This means that the proposed testing approach is
not working.



This failure is because the dataset which was used
is automatically generated, based on hashtags. For
example the following tweet extracted from the
testing set is evaluated as #boredom, because the
person used it with his hashtag:

“I'm so tired of being sick ALL the timell!l
#boredom”.

The word “boredom” should be classified as inac-
tive, however the language used in this tweet is
showing immense frustration.

Survey

Another way of evaluating the algorithm is to ask
people to evaluate manually the level of arousal.

Three people were asked to assign value 0 for in-
active tweets and 1 for active.

This survey was based on 100 tweets and the av-
erage value of the results is showing 63% accu-
racy.

The final results are shown in Table 2.

72.8%
63%

Sentiment Analysis
Arousal Level Analysis

Table 2: Final Results.

7 Future Work

In order to improve the results in the Arousal level
analysis other features need to be taken into con-
sideration. For example, emoticons can be added
in the lexicon. Another thing that might improve
the results is capturing tweets written with caps
lock.

8 Conclusion

This paper explores the possibilities of developing
a system, which can have the capability to
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recognize both sentiment and arousal level of a
given text. The research is using the Circumplex
Model of Affect (1980) where James Russel states
that the emotions can be divided in four main cat-
egories — positive- active, positive-inactive, nega-
tive-active, negative-inactive.

The implementation is based on the idea to com-
bine two very well-known approaches — Machine
Learning Approach and Lexicon Based Ap-
proach.

The first approach is to use already labeled da-
taset. Upon training, it can be used to classify the
sentiment of an input. For its realization good re-
sults were achieved using Naive Bayes Classifier.
For future work another ML algorithm may be
used.

The lexicon-based approach is used for the second
part of the project. In this case the work is happen-
ing only on sentence level where the text is being
tokenized. This is the moment where it is decided
whether every token should be included in the
analysis. An interesting part of the research was to
determine which parts of the speech are best
suited to be analyzed for level of affection. The
idea to not exclude exclamation marks also in-
creased the correctness of the returned values. Af-
ter extracting only the needed values the arousal
level is retrieved from the lexicon.
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Abstract

The paper aims to achieve the legal
question answering information retrieval
(IR) task at Competition on Legal Infor-
mation Extraction/Entailment (COLIEE)
2017. Our proposal methodology for the
task is to utilize deep neural network, nat-
ural language processing and word2vec.
The system was evaluated using train-
ing and testing data from the competition
on legal information extraction/entailment
(COLIEE). Our system mainly focuses on
giving relevant civil law articles for given
bar exams. The corpus of legal ques-
tions is drawn from Japanese Legal Bar
exam queries. We implemented a com-
bined deep neural network with additional
features NLP and word2vec to gain the
corresponding civil law articles based on a
given bar exam ’Yes/No’ questions. This
paper focuses on clustering words-with-
relation in order to acquire relevant civil
law articles. All evaluation processes were
done on the COLIEE 2017 training and
test data set. The experimental result
shows a very promising result.

1 Credits

This approach was used to participate in COL-
IEE, an annual competition for legal Information
Extraction (IE) and Retrieval. In 2017, the In-
ternational Conference on Artificial Intelligence
and Law (ICAIL) invited participation in a compe-
tition on legal information extraction/entailment.
The COLIEE competition held 3 competitions
(COLIEE 2014-2016) on legal data collection with
the JURISIN workshop, and they helped establish
a major experimental effort in the legal informa-
tion extraction/retrieval field. We will hold the
fourth competition (COLIEE-2017) in 2017 with
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the ICAIL conference, and the motivation for the
competition is to help create a research community
of practice for the capture and use of legal infor-
mation. In the context of the competition on legal
information extraction/entailment (COLIEE), the
main approach is to build a system to address le-
gal question answering
and relevant civil law articles.

2 Introduction

The main goal of the project is to find the rele-
vant civil law article for a given yes/no legal ques-
tion to a Japanese exam bar query. Legal Question
Answering is a form of textual entailment prob-
lem. The major achievement is to capture the
relationship between legal question and civil law
articles. To process the system, firstly, we have
to identify informative sentences/keywords from a
given question by applying part of speech tagging
and name entities recognition. Secondly, we re-
trieve related documents based on extracted sen-
tences/keywords. Eventually, the system has to
compare the semantic connection between ques-
tions and relevant sentences/keywords and make a
decision as to whether they have a real relationship
or not in order to give the final answer.

3 Task & Materials

Japanese civil law articles (English translation be-
sides Japanese) will be provided, and training data
consists of pairs of a query and relevant articles.
The process of executing the queries over the ar-
ticles and generating the experimental runs should
be entirely automatic. Test data will include only
queries but no relevant articles. We have 600 train-
ing corpus and 73 test corpus in total.

3.1 Information Retrieval Task

The task investigates the performance of systems
that search a static set of civil law articles using
previously-unseen queries. The goal of the task

Proceedings of the Student Research Workshop associated with RANLP 2017, pages 4648,
Varna, Bulgaria, 4-6 September 2017.
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is to return relevant articles in the collection to a
query. We call an article “"Relevant” to a query if
the query sentence can be answered Yes/No, en-
tailed from the meaning of the article. If combin-
ing the meanings of more than one article (e.g.,
”A”, ”B”, and ”C”) can answer a query sentence,
then all the articles ("A”, ”B”, and ”’C”) are con-
sidered “Relevant”. If a query can be answered by
both an article ”D” and another article E” inde-
pendently, we also consider both of the articles

”D” and ”E” to be "Relevant”. This task re-
quires the retrieval of all the articles that are rel-
evant to answering a query.

3.2 Corpus Structure

The structure of the test corpora is derived from
a general XML representation developed for use
in RITEVAL, one of the tasks of the NII Testbeds
and Community for Information access Research
(NTCIR) project. The RITEVAL format was de-
veloped for the general sharing of information re-
trieval on a variety of domains.

3.2.1 Example
"Y?id ="H18 —1—-2" >

< pairlabel

<tl >

(Seller’s Warranty in cases of Superficialities
or Other Rights)Article 566 (1)In cases where the
subject matter of the sale is encumbered with for
the purpose of a superficialities, an emphysema-
tous, an easement, a right of retention or a pledge,
if the buyer does not know the same and cannot
achieve the purpose of the contract on account
thereof, the buyer may cancel the contract. In
such cases, if the contract cannot be canceled, the
buyer may only demand compensation for dam-
ages. (2)The provisions of the preceding para-
graph shall apply mutatis mutandis in cases where
an easement that was referred to as being in ex-
istence for the benefit of immovable property that
is the subject matter of a sale, does not exist, and
in cases where a leasehold is registered with re-
spect to the immovable property.(3)In the cases set
forth in the preceding two paragraphs, the cancel-
lation of the contract or claim for damages must
be made within one year from the time when the
buyer comes to know the facts. (Seller’s War-
ranty in cases of Mortgage or Other Rights)Article
567(1)If the buyer loses his/her ownership of im-
movable property that is the object of a sale be-
cause of the exercise of an existing statutory lien or
mortgage, the buyer may cancel the contract.(2)If
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the buyer preserves his/her ownership by incur-
ring expenditure for costs, he/she may claim reim-
bursement of those costs from the seller.(3)In the
cases set forth in the preceding two paragraphs, the
buyer may claim compensation if he/she suffered
loss.

< Jtl1 >

<t2 >

There is a limitation period on pursuance of
warranty if there is restriction due to superficial-
ities on the subject matter, but there is no restric-
tion on pursuance of warranty if the seller’s rights
were revoked due to execution of the mortgage.

< Jt2 >

< /pair >

The above is an example where query id ”H18-
1-2” is confirmed to be answerable from article
numbers 566 and 567.

4 Proposed Method

4.1 Proposed Model Overview

: ‘ Natural
Queries L‘—b Language
—I Processing

—> DL4J

l

Feature
Extraction

Group
Group 1
“_ Group 2
Group 3

Figure 1: This is the proposed model overview

Figure 1 shows the proposed model overview.
The initial idea is to try to cluster words in the
training data to find the relation between them in
order to retrieve relevant civil law articles.

4.2 Model Description

Each training query-article was represented as a
feature vector by using Vector Representations of
Words - word2vec model. These vectors were
used to train neural network model - DL4J to map
inputs to outputs. Deep learning is known as uni-
versal approximator because it can learn to ap-
proximate the function f(x) = y between any in-
put x and any output y, assuming they are related
through correlation or causation at all.

In the testing phase, given a query ¢, the model
extracts its features and computes the relevance
score corresponding to each article by using the



DLA4J model. A higher score means the article is
more relevant.

5 Result and Discussion

In our model, we focus on precision more than re-
call. For example, for each legal bar question the
model only selects the one with the highest confi-
dence score. Despite the fact that, there are more
than one relevant document for the given question.

Noticed that one of the key properties of legal
civil law articles is the reference and/or citation
among documents. In other words, an article could
refer to the whole of the other articles or to their
paragraphs. If an article has a reference to other ar-
ticles, the authors expanded it with words of refer-
ential ones. However, based on our system experi-
ment, this approach confused the rank articles and
eventually lead to a worse performance. There-
fore, we ignored the reference and only took into
account individual articles themselves. The results
of the legal information retrieval task for data lan-
guage using English is shown in the following ta-
ble.

Team ID  Precision Recall F-measure

NOR17 0.462185 0.500000 0.480349

UA-LM 0.602564 0.427273  0.500000
Our model 0.430556 0.281818  0.340659

Table 1: COLIEE-2017 Evaluation Results

In conclusion, the main focus of our project is
on precision not recall. Therefore, we approached
this result. Compared to other work, this is not
the best performance but the project has a very
high potential and we strongly believe that, in the
near future we will achieve a better approach by
increasing the size of our training data, set such as
utilizing dictionary of criminal law terminology,
eurovoc to name a few.
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