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Abstract. In this paper, we try to tackle the problem of erroneous
English-Hindi machine translation (MT) outputs due to the presence of
the Verb Phrase Ellipsis (VPE) in English. The phenomenon of VPE is
prominent in spoken English, and the antecedent to the ellipsis can come
from previous sentences in a conversation as well. MT systems translate
sentences as a whole and ignore the contextual information from the
previous sentences. For these two reasons, spoken English-Hindi transla-
tions suffer. We approached this problem by manually annotating 1200
two-person conversations that contain VPE and by studying how their
resolution affects the translation qualities. Using our studies, we designed
a rule-based system for the detection and resolution of VPE in English
with the goal of improving their subsequent Hindi translation qualities.
Our rule-based system is capable of the following: 1) Detection of VPE,
2) Resolution of Elided Head verb, 3) Resolution of Elided Head verb’s
children, 4) Resolution of non-verbal predicates of a copula or a ’be’ main
verb, 5) Modifying original sentence in the conversation with the resolved
verb phrase. We also tested the system’s performance on VPE datasets
outside of our annotated data. In this paper, we present our annotated
corpus on conversational English VPE, our rule-based system to tackle
VPE in the context of improving English-Hindi MT, the observations
made as we designed this rule-based system and the performance-related
observations of our system.

Keywords: Verb Phrase Ellipsis · English-Hindi Translation · Rule-
based system

1 Introduction

Ellipsis refers to a linguistic occurrence where certain syntactic elements are left
out but can be inferred from the surrounding context. In general, for a sentence
to be complete, it should contain a verbal constituent. However, sometimes sen-
tences can be found that do not contain an explicit verb form in order to avoid
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redundancy; yet they are intuitively complete. [1] This specific form of ellip-
sis that involves the omission of verb phrases is known as Verb Phrase Ellipsis
(VPE). It is observed that a Verb Phrase Ellipsis (VPE) is comprised of two
components: a licensor, which is usually an auxiliary or a modal verb that sig-
nifies the occurrence of a VPE, and an antecedent, which refers to the verb
phrase that the omitted element corresponds to. [2, 3]. This is illustrated in the
English sentences within Example 1 & 2 below.

State-of-the-art MT systems often fail to interpret and translate sentences
with VPE. This error is further propagated when the antecedent to the VPE is
present in one of the previous sentences that adds context to the current sentence
that is being translated. This is so because these MT systems translate sentences
as a whole, and the context provided by previous sentences is forgotten. Note
that the antecedent for VPE may be present in the same sentence (Example 1)
where VPE is detected and also in one of the previous sentences (Example 2). In
our paper, we specifically study how the presence of VPE in English affects the
quality of English-Hindi MT systems in a conversational context. The following
two examples illustrate the erroneous Hindi translations due to the presence of
VPE in English. (In both examples, the licensor is depicted in italics with a
subscript L and its corresponding antecedent is depicted in bold. In Example 2,
A & B denote the speakers in a conversation):

Example 1: Erroneous Hindi MT output of English sentences where VPE and
its antecedent is present in the same sentence:
1.1) English: Maybe some animals eat the seed, but humans don’tL.
1.2) Hindi: ho sakta hai ki kuch jaanvar beej khaate hon, lekin manushya nahi.

Example 2: Erroneous Hindi MT output of conversational English sentences
where VPE’s antecedent is present in a previous sentence:
2.1) English: A - By the way, do you know the price of the gas now? B - I’m
afraid I don’tL.
2.2) Hindi: A - waise, kya aap abhi gas kee keemat jaante hain? B - Mujhe darr
hai main nahi karta hun.

Observing such errors motivated us to tackle English VPE in a conversational
context, the resolution of which would assist English-Hindi MT systems. For our
study, we manually annotated 1200 two-person conversations that contain VPE
from the DailyDialog dataset [4]. Inspired by N. Bafna et al. [5], we developed
a rule-based system based on observations made on our data that 1) Detects
VPE, 2) Resolves Elided Head verb, 3) Resolves Elided Head verb’s children, 4)
Resolves non-verbal predicates of copula or "be" main verb, 5) Modifies origi-
nal sentence in the conversation with the resolved verb phrase. The annotated
data and the rule-based system are available here1. Finally, we studied the per-
formance of our rule-based system on our annotated data; tested the system’s
performance on 50 new conversations (outside our annotated corpus) and even
on 50 new instances taken from the annotated data provided by Bos and Spe-

1 https://github.com/aniruddhapdeshpande99/VPE-Processing-EN-HI
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nader [2] to allow us to discuss its advantages and shortcomings as a part of our
study.

2 Related Work

Several previous studies have tackled the issue of resolving antecedent heads for
VPE in English. Hardt[6, 7] conducted the initial investigation into the detection
of VPE and the identification of antecedents through computational and algo-
rithmic methods. Hardt’s approach [6] involved using linguistically motivated
rules that were heuristic in nature to resolve VPE. Nielsen [8] introduced the
initial end-to-end system that solves VPE from unprocessed text input. He de-
tails various heuristic and learning-based techniques for identifying targets and
antecedents. Nielsen [8] also provides high-quality annotated data on VPE. This
data was also expanded upon by Bos and Spenader [2] and has been a popular
dataset to study the phenomenon.

ViPER [9] makes use of string-based rules to detect and resolve VPE whose
antecedent occurs in the same sentence. The authors of the paper designed their
system first to identify only the cases that can be easily resolved and utilizes rules
that work with high precision to detect and resolve VPE. Their strategies involve
phrasal pattern matching, looking for simple structurally parallel contexts, and
finally, looking for the modal verb that is semantically paired with the VPE
licensor. Liu et al. [10] explored this problem with the use of joint learning.
Kenyon-Dean et al. [11] approached the problem with the use of supervised
discriminative machine-learning techniques and made use of the Margin-Infused-
Relaxed Algorithm for resolution. R. Aralikatte et al.’s approach [12] to VPE
involved using architectures developed for question answering.

Research on VPE affecting English-Hindi MT has been conducted by N.
Bafna et al. [5], wherein they proposed a solution that made use of VVPE in
Hindi. VPE in Hindi works differently compared to VPE in English. Hindi ex-
hibits the phenomenon of the verb-stranding verb phrase ellipsis (VVPE) [13].
In VVPE, the verb moves out of the verb phrase to a higher head, and then the
verb phrase is elided (including all remaining VP-internal material), stranding
the verb itself. They proposed resolving only the head verb antecedent at the site
of the ellipsis, essentially stranding it without its objects and other arguments,
is sufficient to improve MT results on the modified sentences. They developed
a rule-based system with the idea of transferring English VPE to Hindi VVPE
on single-sentence data from the WSJ and the BNC corpus [14]. The presence
of VPE in English affects the quality of MT outputs for languages other than
Hindi as well. P. Khullar’s study [18] illustrates the effects of VPE when trans-
lating from English to Telugu. Beyond Indian languages, the presence of VPE
in English also affects translation quality when translating into Persian [1] and
Russian [19].
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3 Our Approach

We decided to approach our problem with a rule-based system. Our reasoning
for doing so stems from the lack of data on conversational English VPE. VPE
resolution is a natural language generation task and would require a lot more
data in order to train a deep learning-based model. Therefore, we decided that
a rule-based system would be more apt for our problem task. We expand upon
the system designed by N. Bafna et al. [5] to handle cases in a conversational
context where the antecedent can also come from previous sentences. Our rule-
based system is implemented in Python and takes in individual conversational
texts as its input. The conversations are then parsed using dependency parsers.
We then make use of conditional statements on the parsers’ outputs to apply the
rules to detect and resolve VPE within the conversation. The rules were designed
after studying the Hindi translations of entire conversations containing VPE. We
used Google Translate2 and HimangY Translate3 to retrieve Hindi translations.
The rule-based system is explained in detail in Subsections 3.2 and 3.3.

3.1 Data Creation And Annotation

Previously conducted research on the task of VPE usually utilizes annotations
created by Nielsen [8] that take samples from the Brown, the WSJ and the BNC
corpus [14]. They do not take into consideration pure dialogues or conversations.
We wanted to study how resolving English VPE in conversations affects their
subsequent Hindi translations.

Due to sparsity in annotated VPE data for conversational English, we de-
cided to make use of the DailyDialog dataset [4] for our VPE annotations. The
dataset consists of 13,118 two-person conversations, and on average, there are
around 8 speaker turns per dialogue with around 15 tokens per turn. Within
these, 1200 conversations with VPE were manually annotated, and we found
1658 total VPE instances. Since most instances of VPE are triggered by auxil-
iary verbs and the infinitive marker "to", we demarcated these explicitly in our
annotations. The main five categories are 1) be licensors, 2) do licensors, 3) have
licensors, 4) modal auxiliary licensors, 5) infinitival to licensors. However, we
also noticed cases where VPE is triggered by non-auxiliary verbs, which were
annotated separately. The dataset also contains instances of exophoric cases of
VPE, i.e., the antecedent to the VPE comes from the context that is not present
within the conversation. We also considered VPE in tag questions and ellipsis of
non-verbal predicates within our dataset. Our annotation schema is summarized
in Table 1 in the Appendix section. We divided our data into a group of 800
and 400 conversations for training and testing, respectively. By training here,
we mean that we used our training set to study and develop our rules for both
detection and resolution tasks.

2 https://translate.google.com
3 https://ssmt.iiit.ac.in/translate
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3.2 VPE Detection

Since we need outside context to resolve exophoric cases of VPE, we limited our-
selves to detecting only the endophoric cases of VPE in our rule-based system.
As observed by Bos and Spenader [2], VPE is most often triggered by auxil-
iary verbs and by the infinitive marker "to". We decided not to design rules for
non-auxiliary licensor detection for the following reason. Within our training set,
we only observed 39 instances of non-auxiliary licensors out of a total of 1114
endophoric VPE cases. This also matched the observation made by Bos and
Spenader [2]. From these 39 instances, only 6 cases produced erroneous transla-
tions. This meant that non-auxiliary licensors that led to erroneous translations
only amounted to 0.538% of cases of VPE that were observed. We decided not
to consider non-auxiliary licensors due to the negligible level of frequency of the
erroneous translations that they led to. As observed by N. Bafna et. al [5], VPE
instances triggered by Do-So anaphora need not be resolved as they do not im-
pact Hindi MT outputs negatively, therefore, they are ignored by our detection
sub-system.

We first assume that if we encounter a token that belongs to the following
classes: 1) be verbs, 2) do verbs, 3) have verbs, 4) modal auxiliary verbs, 5) token
to, then it is a licensor. We then apply our detection rules to this assumption
to eliminate cases where these tokens do not act as licensors of VPE. Note that
we do not need to look at previous sentences to decide whether a VPE licensor
candidate is actually a licensor or not. We utilized both Stanford CoreNLP [15]
and Spacy dependency parsers [16] to decide this. We only considered cases where
both the parsers’ outputs are in agreement to reduce the error propagation that
may arise from incorrectly generated dependency parse trees.

Detection Rules That Apply To All 5 Categories A token from the afore-
mentioned 5 categories is not a licensor if it acts as an auxiliary to another verb
or if it has a direct object child. These tokens will not act as a licensor if they
are a parent to a clausal complement child. Verbs belonging to the be, do and
have categories can also behave as main verbs; in such cases, they will not act
as licensors of VPE.

In spoken conversations, we also observe a high presence of affirmative and
negative sentences. They could either be a response to an interrogative Yes/No
question or could be acknowledging/rejecting a statement that occurs in a prior
context. A speaker may also ask an interrogative Yes/No question addressing
a statement that was uttered previously in the conversation. A definite pattern
that we see is that these types of sentences always involve auxiliary verbs. In
these situations, the absence of predicates to the auxiliary triggers VPE. This
is also true for VPE triggered in tag questions. We also discuss detection rules
that apply to separate categories below.

Detection Rules For be Licensor A be verb token is not a licensor if it acts
as a copula. We also need to identify a special case wherein the be verb acts as
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an adverbial modifier parent to an adverb and distinguish whether it acts as a
licensor or not. In this scenario, if the be verb’s adverb child takes the semantic
role of ARG2 (i.e. benefactive, instrument, attribute, or end state), then it is
not a licensor. We used AllenNLP’s Semantic Role Labeler [17] to identify the
semantic role labels of the adverb. Example 3 illustrates this special case:

Example 3: Special case of be verbs as an Adverbial modifier where the be verb
is a licensor:
Sentence 3.1: A - Juliette :is: going to the party.
Sentence 3.2: B - Roger ::is:: <> too.

In the above example, the be verb, which is demarcated between two double
colons in italics, acts as a licensor (::VPE_Licensor::) within Sentence 3.2. The
position where its respective antecedent VP is to be resolved is demarcated
by <> . In Sentence 3.1, there is another be verb, which is not a licensor,
which is annotated between two single colons and is in italics (:Non_Licensor:).
We continue using these notations throughout Subsection 3.2 to distinguish
between a licensor and a candidate that is not actually a licensor.

The be verb "is" in Sentence 3.1 is not a licensor as it acts as an auxiliary
to a gerund verb "going". In Sentence 3.2, the be verb "is" has an adverb child
"too". However, since the adverb child doesn’t take the semantic role of ARG2,
we need to identify its parent be verb "is" as a licensor of VPE.

Example 4: Special case of be verbs as an Adverbial modifier where the be verb
is not a licensor:
Sentence 4.1: A - Where :is: John?
Sentence 4.2: B - He :is: ahead.

Now consider Example 4. In both Sentence 4.1 and Sentence 4.2, we see
that there is a be verb "is". In Sentence 4.1, the be verb has an adverbial child
"Where", and in Sentence 4.2, the be verb has an adverbial child "ahead". The
only difference in these sentences, compared to Sentence 3.2, is that these adver-
bial children take the semantic role of ARG2. Therefore, the be verbs in Sentence
4.1 and Sentence 4.2 do not act as licensors.

Detection Rules For have Licensor Beyond the general rules, we noticed
that if a have verb has a nominal parent with a relative clause dependency
relation between them, then it is not a licensor. In Example 5, the have verb
"had" is not a licensor as it has a nominal parent "day" (underlined) linked by
a relative clause dependency relation. We also see another have verb, "’ve", in
the following example, which is not a licensor as it is acting as an auxiliary.

Example 5: have verb which is a part of a nominal relative clause:
A - How was your day? B - Actually it was the most interesting day that I’ :ve:
:had: .

Detection Rules For Infinitival to Licensor We observed that a token to
is not a licensor if it is not an open clausal complement child. It also does not
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act as a licensor when it behaves as a preposition. Example 6 below illustrates
the application of these rules.

Sample Run Of Our Detection Rules Here, using our rules above, we would
like to show how they would identify VPE Licensors within a conversation. Con-
sider the conversation from Example 6 below. The following example follows
the same notation described in Subsection 4.2, and all the possible candidates
are indexed with a number in the subscript. Candidates 1, 2, 5, 6, & 8 are not
VPE licensors as they act as an auxiliary to another verb. Candidates 4 & 7
aren’t licensors of ellipsis because they behave as a preposition. The remaining
candidates do act as VPE licensors. Candidate 3, i.e. the token to doesn’t act
as a preposition, is not acting as an auxiliary, nor is it an open clausal comple-
ment child, hence making it a licensor. Candidates 9 and 10 are modal auxiliary
candidates, and since they do not have a main verb parent, they are licensors of
VPE. Candidate 11 is neither acting as a copula, nor is it an auxiliary to any
main verb, nor is it a main verb to a predicate child. Therefore, it is a licensor
too. Also, note that Sentence 6.4 exhibits the case of a non-auxiliary licensor of
VPE. Here, the modal adverb "Certainly" acts as a licensor. Since we have kept
such cases out of scope for our study, our detection system ignores it.

Example 6: VPE Detection Sample Example:
Sentence 6.1 A - Why :don’t:1 you sit down, darling?
Sentence 6.2 B - I :don’t:2 want ::to::3 <>.
Sentence 6.3 A - Well, come and talk :to:4 me then.
Sentence 6.4 B - Certainly not.
Sentence 6.5 A - :May:5 I turn on the radio, then?
Sentence 6.6 B - Turn on the radio.
Sentence 6.7 B - What for?
Sentence 6.8 A - So that we :can:6 sit down together and listen :to:7 some music.
Sentence 6.9 B - And who ’ :ll:8 cook dinner?
Sentence 6.10 B - ::Will::9 you <>?
Sentence 6.11 A - Ok, I ::will::10 <>.
Sentence 6.12 A - Cooking sounds easy.
Sentence 6.13 B - It most definitely ::is::11 n’t <>.

3.3 VPE Resolution

For the resolution task, our system works to resolve both the elided main verb
and its children. Contrary to the system designed by N. Bafna et al. [5], we de-
cided to opt against only resolving the antecedent head verb. This is so because
we observed that doing this doesn’t necessarily lead to better translations for
conversational data. Even if the translation is fluent, its adequacy with respect
to the context provided by the previous sentences is lost. Example 7 illustrates
this drawback. In the below example, just resolving the head antecedent verb
"walk" won’t suffice, as by leaving it stranded, we receive a translation that
signifies speaker B’s inability to "walk" rather than the fact that they aren’t
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"permitted to walk inside the building." For this reason, we decided to also re-
solve the object phrase as a part of our system.

Example 7: Drawback of Transferring English VPE to Hindi VVPE:
7.1) English: A - Can I walk inside this building? I’m afraid you can’t.
7.2) English (With antecedent head verb resolved): A - Can I walk inside this
building? I’m afraid you can’t walk.
7.3) Hindi Translation after VPE-VVPE Transfer: - A - kya main iss imarat
ke andar chal sakta hun? B - mujhe dar hai ki tum chal nahi sakte.

We also observed that tag questions work very differently in English and in
Hindi. Tag questions are usually used to ask for confirmation; however, English
makes use of two more types of tag questions that do not play the role of asking
for confirmation. These types of tag questions are triggered by modal auxiliaries.
The first kind involves an imperative sentence followed by a tag question, and
the second kind involves a sentence that uses a volitive modality (e.g., "want
to", "wish to", etc.) and the tag question that follows is the speaker asking for
permission to fulfil their desire.

On the contrary, in Hindi, tag questions are only used for asking for confir-
mation. In Hindi, the tag question is always ", hai na?", which is equivalent to
the tag question ", right?" in English. The VPE cases triggered by tag ques-
tions that ask for confirmation do not need to be resolved, as we observed that
their translations aren’t erroneous, and resolving them also led to clumsy and
disfluent translations. Therefore, we chose not to resolve them. We chose not to
resolve tag questions followed by imperative sentences, even though they led to
erroneous translations, as resolving them also led to disfluent translations. This
is because, in Hindi, an imperative sentence must stand on its own and without
any succeeding tag question. We only need to resolve tag questions that follow
a sentence with a volitive. Example 8 illustrates this. (Licensors are indexed in
the subscript and are demarcated in italics, its corresponding antecedent is in
bold and has the same index as the licensor). Here, resolving won’t1 gives us a
clumsy construction in Hindi, resolving shall2 gives us an incorrect translation
and resolving can3 gives us an improved translation.

Example 8: Effect of VPE resolution on translations of tag questions:
8.1) English (Unresolved): A - He will come to the party1, won’t1 he <>?
B - Yes, he’s coming to the party. Now, let us leave2, shall2 we <>? A - Well,
I want to drink there3, can3 I <>?
8.2) Hindi Translation (Unresolved): A - vah party mein aaenge, hai na? B -
haan, vah party mein aa rahaa hai. ab, chalo chalein, kya ham? A - accha, main
vahaan peena chahta hun, kya main kar sakta hun?
8.3) English (Resolved): A - He will come to the party, won’t1<he come to
the party>? B - Yes, he’s coming to the party. Now, let us leave, shall2 we
<leave>? A - Well, I want to drink there, can3 I <drink there>3?
8.4) Hindi (Resolved): A - vah party mein aaenge, kya vah party mein nahi



333

aaenge? B - haan, vah party mein aa rahaa hai. ab chalo chalein, chalein? A -
accha, main vahaan peena chahta hun, kya main vahaan pee sakta hun?

Antecedent Head Verb Candidate Scoring Post detecting a VPE licensor,
we consider all the verbs preceding the licensor in the sentence where VPE
was observed as candidates for the head verb antecedent. We do so because in
a conversational context, the antecedent is mostly observed in the preceding
context of the conversation. Along with that, we also consider all the verbs
occurring in the preceding 3 sentences, relative to the sentence with VPE, within
the conversation as potential antecedent head verb candidates. Note that if the
licensor is part of a tag question, we do not need to look at the previous sentences
for antecedent verb candidates. We remove all the auxiliary verbs from the list
of candidates. We also remove the plural imperative verb "let" from the list.
We also eliminate some verb candidates based on the VPE licensor category.
In the case of be verb licensors, we only keep gerund and past-participle verb
candidates with be auxiliaries. For be verb licensors, we also eliminate all the
main verbs belonging to the be verb class. For to licensor, we remove its parent
verb from the list of candidates.

We then score these candidates by comparing their nominal subjects with
that of the nominal subject of the VPE licensor. For the candidates present in
the same sentence wherein the licensor is detected, we award 2 points to the verb
candidate if the nominal subject is exactly the same as that of the licensor’s
nominal subject. If they do not match, we award 1 point to the candidate if
both the nominal subjects are proper nouns and award 1 point if their plurality
matches. We penalise the verb candidate by 2 points if there is a mismatch in
the passivity of the nominal subjects.

Next, we award scores to verb candidates from sentences preceding the sen-
tence with VPE. Within two-person conversations, we see an abundance of the
usage of first-person and second-person pronouns. With this observation from
our training data, we awarded scores to the candidates based on the speaker of
a sentence when we see first-person or second-person pronouns at the nominal
subject positions of the candidate and the licensor. Table 2 from the Appendix
section summarizes this scoring system for candidates occurring in previous sen-
tences. The scoring based on the presence of proper nouns, plurality and passivity
mentioned above are applied after this step.

For candidates present in the same sentence as the licensor, we penalise a
candidate if it is a complement child of the licensor. When assigning scores to
candidates from preceding sentences, if the licensor is a do verb, then we need
to give preference to the candidate that is the oldest ancestor in the list of verbs
that are connected by a complement dependency relation. We penalize the oldest
ancestor’s children by 1 point to do so. For e.g., in "A - Laura told me today
that she has a friend with a car for sale. B - Oh, she did <>?", the licensor is
"did", and its corresponding antecedent head verb is "told", not its complement
child "has". This rule will penalise "has" in the above example.
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We award 1 point to candidates whose auxiliary class matches the licensor’s
class. For modal auxiliaries, however, we look for exact matching modal auxil-
iaries to award this point. We also award 1 point to the first verb we obtain by
backtracking up the dependency tree from the licensor. Finally, if the licensor
is a modal auxiliary verb, we award 1 point to imperative verb candidates. The
candidate with the highest score is chosen. In cases where there is a tie in the
score, we choose the candidate nearer to the licensor.

Predicate Resolution And Reconstructing The Conversation We would
like to address a special case of ellipsis wherein only the non-verbal predicate
children are elided. This is observed for be, do and have licensors since they can
take the role of a main verb. While studying our training data, we noted that the
ellipsis of a non-verbal predicate affects translations only when the licensor is a
be verb. Hindi’s VVPE property allows do and have verbs to remain stranded
without their non-verbal predicate children in cases where they as auxiliary
licensors to elided non-verbal predicates. Therefore, we don’t need to resolve
them. The same is not true for be verbs with elided non-verbal predicates. These
cases were ignored by N. Bafna. et al.’s system [5].

In our training set, we noticed that the antecedent non-verbal predicate of a
be verb is either present in the same sentence as that of the be licensor or in its
immediately preceding sentence. Therefore, for resolving such cases, our system
restricts itself to these two sentences and looks for verb candidates in them. Here,
we only need to resolve the verb candidate’s non-verbal predicate children and
not the main verb itself, as the be verb licensor doesn’t act as an auxiliary. We
only keep the candidates that are either be main verbs or are main verbs without
any auxiliary licensor. Gerund verbs are also removed as candidates because they
act as nouns. Amongst these, we choose the candidate nearest to the licensor in
case of a tie. The non-verbal predicates of the chosen candidate are then used
for resolution. This resolution is carried out in one of the two following cases:
1) If we see that no main verb antecedent candidates remain after we eliminate
verbs from the list of candidates, or 2) If all main verb antecedent candidates
have negative scores.

Once the head verb or the parent verb to an elided non-verbal predicate is
resolved, we recursively extract its children from the dependency parse tree from
the sentence containing the antecedent head verb. The conversation is then recon-
structed with the antecedent verb phrase at the site of VPE. If the antecedent
head verb has any auxiliary verbs that do not match the licensor’s category,
then they are appended while reconstruction. We also change the tense of the
antecedent head verb based on the licensor. Note that the tense doesn’t need
to be changed for be licensors. If the predicate children make use of first-person
and second-person pronouns, they are modified after comparing the speaker who
utters the sentence with VPE and the speaker who utters the antecedent VP.
Based on the presence of negation and what type of sentence the VPE occurs in
(question or a normal sentence), we decide the correct position of the antecedent
VP and then append it there.
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Sample Run Of Resolution Rules Consider Example 6 again for resolution.
Our licensors are to3, Will9, will10, and is11 from sentences 6.2, 6.10, 6.11, and
6.13 respectively. For licensor to3, the candidate list that we get after eliminating
auxiliary verbs and its parent is {"sit"}. Even if "sit" is the only remaining
candidate, our system will still award it 2 points based on the scoring system
in Table 2 and because of the matching plurality of nominal subjects. VP "sit
down" is eventually resolved after to3. For both Will9, will10, we get a candidate
list consisting of {"sit", "listen, "cook"}. Here, in both cases "cook" ends up
getting an extra point over the remaining candidates at the end because their
auxiliary exactly matches the licensor, and hence is chosen as the antecedent.
For the licensor is11, our list of candidates for head verb resolution is empty
as we see no gerunds and past participle verb forms with be auxiliaries. This
triggers the search for a candidate that would act as a parent to an elided non-
verbal predicate. Sentence 6.13 doesn’t have any other verb, and 6.12 contains
the verbs "Cooking", "looks". "Cooking" is removed as it is a gerund. We end
up a sole candidate "looks", whose non-verbal predicate child "easy" is resolved
after the negation "n’t" in Sentence 6.13. The resolved sentences would finally
look like this:

Sentence 6.2 (Resolved): I don’t want to sit down.
Sentence 6.10 (Resolved): Will you cook dinner?
Sentence 6.11 (Resolved): OK, I will cook dinner.
Sentence 6.13 (Resolved): It most definitely isn’t easy.

4 Results and Performance analysis

With our rule-based system, we achieved a precision of 98.835% and a recall of
97.277% for the VPE detection sub-task on our training set. For our test set,
we achieved a precision of 93.75% and a recall of 91.263%. We observe that out
of 1114 cases of endophoric VPE from our training set, we only need to resolve
888 cases. This is so because from the remaining 226 cases, 39 of them comprise
cases triggered by non-auxiliary licensors, and 187 of them are triggered by tag
question licensors that need not be resolved. For these 888 cases, our system
accurately resolves 75.623% of the data from our training set. Similarly, from
our test set, we only need to consider 452 out of 542 VPE cases. For these 452
cases, our system accurately resolves 64.78% of the VPE instances. We now
analyse errors that we observed in our rule-based system.

4.1 Error Analysis

We notice a few cases wherein the erroneous resolution is a result of the disagree-
ment between CoreNLP [15] and Spacy [16] dependency parser outputs. In the
following example, Spacy [16] incorrectly marks "as" (underlined) as a preposi-
tional child of the licensor "am". Due to this, it is not marked as a licensor, and
therefore this error propagates to the resolution sub-task as well.
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Example 9: Error propagation due to Dependency parser disagreement:
A - Are you going shopping todayunresolved? B - I amundetected <>, as a matter
of fact.

We observe that the comparison of the nominal subject for candidate scoring
is a weak criterion to resolve VPE. Consider Example 10 (L is the licensor, C
is the correct antecedent head verb, and I is the incorrectly resolved head verb.
Their corresponding nominal subjects are marked with nsubj in subscript. The
text in bold is the correct verb phrase that needs to be resolved). Here, we
observe that the subject of the licensor is "We" ; however, the correct antecedent
head verb "bring" ’s nominal subject is "you". Our rule-based system ends up
giving a higher score to the incorrect antecedent head verb "watch" because its
nominal subject exactly matches the licensor’s nominal subject, and it ends up
getting 2 points. The candidate "bring" gets 1 point based on the scoring system
mentioned in Table 2 of our Appendix. Since "you" ’s plurality doesn’t match
that of the licensor’s nominal subject, it doesn’t get any more points. This leads
to erroneous resolution.

Example 10: Resolution error caused by nominal subject-based scoring system:
A - Well, where I grew up, wensubjI sawI movies at a drive-in theatre in our car
with the whole family. B - That’s cool. I bet younsubjC could bringC your own
food. A - WensubjL didL <>.

We also observe that in cases where an imperative verb should be resolved,
our system ends up giving a higher score to another candidate because the aux-
iliary class of licensor and the incorrectly resolved candidates match. Consider
Example 11 for this. Here, the imperative verb "Study" is the correct antecedent;
however, our system resolves the head verb "help" because its auxiliary verb
"will" (underlined) is the same as that of the licensor and it ends up receiving
an extra point. Also note that here, both candidates will receive 1 point after
comparing nominal subjects.

Example 11: Resolution error caused in cases where the antecedent is an im-
perative verb:
A - StudyC regularly and diligently. ThisnsubjI will helpI you get a good
grade. B - InsubjL willL <>.

For be licensors, our rule-based system first tries to resolve the main verb an-
tecedent before searching for the parent verb to the elided non-verbal predicate
of a copula/be main verb. The system only starts resolving elided non-verbal
predicates if no main verb candidates remain or if the remaining verb candi-
dates have negative scores. Because of this, we notice the error that our system
ends up incorrectly resolving an antecedent main verb at the site of the ellipsis.
In Example 12, our system ends up resolving the gerund verb "walking" at the
site of ellipsis instead of the elided non-verbal predicated "that bad" as it has
a positive score. (Here, the parent verb to "that bad" is demarcated with an
underline.)
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Example 12: Resolution error due to higher preference to main verb resolu-
tion:
A - You probably don’t want to be walkingI around after dark. B - It can’t be
that badC. A - I wish it weren’tL <>, but there is actually a lot of crime and
prostitution around here.

We also observe incorrect resolutions as we give higher preference to the
candidate that is closer to the licensor when we see candidates with a matching
score. In Example 13, our system ends up incorrectly resolving the imperative
verb "cut" instead of the imperative verb "be" since it is closer to the licensor.
Since our licensor is a modal auxiliary verb, both these candidates get a score
of 1 for being imperative in nature, but because of closer proximity, "cut" is
incorrectly resolved.

Example 13: Resolution error due to the selection of nearest candidate in case
of tied scores:
A - BeC careful of the peeler. Don’t cutI your fingers. B - I willL <>.

4.2 Performance On Unseen Data

In our study, we also manually tested the performance of our system on 50
new instances of conversational data from DialyDialog [4] and 50 new instances
taken from WSJ corpus that were annotated by Bos and Spenader [2]. All the
instances were chosen at random and contain endophoric VPE instances trig-
gered by auxiliary verbs and the infinitival to. Within the conversational data,
we observed a total of 64 instances of VPE, out of which our system failed to
detect 3. For the resolution task, our system successfully resolved 47 out of the
64 instances of VPE, thereby accurately resolving VPE for 73.437% of the VPE
instances. This number is comparable to the performance of our system on our
annotated data. Within instances taken from the WSJ corpus, we observed a
total of 50 instances of VPE, out of which our system failed to detect 11. Our
system successfully resolves 56% of the instances correctly. These observations
were expected. This is so because our system ignores VPE triggered by Do-So
anaphora. It also ignores antecedent candidates that succeed the licensor and
also utilizes rules that are dependent on the speaker. We also observe incorrect
resolutions due to the penalisation in cases of passivity mismatch of the nominal
subject.

5 Conclusion And Future Work

Thus, we present a study on detecting and resolving VPE in the context of
handling English-Hindi MT outputs. We present a rule-based system that could
be utilized to process English VPE prior to the MT process. We also present
novel data on conversational VPE that we used for our study.
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The focus of future work can revolve around three primary entry points.
First would be testing the scalability and applicability of the rule-based system
on text pre-editing, for example, in the case of texts for MT that are transcripts
of spoken data, like audiovisual translations or translations of transcripts of live
events/broadcasts/lectures. With this, we can also study whether rule-based
pre-editing intervention may improve the output in the VPE aspect and to what
extent it benefits the process of post-editing translations. Secondly, we observe
that the main problem we face comes from the sparsity in gold annotated data.
Even the data provided by Bos and Spenader [2] consists of only 487 instances
of VPE. We argue that one may approach the problem of VPE resolution as
a sequence-to-sequence generation task with training data consisting of several
instances of VPE. A rule-based system like ours could be utilized for data aug-
mentation in order to create sufficient data for approaching VPE detection and
resolution as a sequence-to-sequence generation task. This would allow us to uti-
lize an LLM (Large Language Model) based approach, where the model ’learns’
to resolve problematic sentences prior to translation in the source text. One can
then also do a comparative study between a rule-based approach and an LLM-
based approach. Finally, we are yet to see how discourse-level English-Hindi MT
systems handle instances of VPE. We leave these points to future investigation.

References

1. Shahabi, M., Baptista, J.: A Corpus-Based Translation Study on English-Persian
Verb Phrase Ellipsis. BULAG: Bulletin de Linguistique Appliquée et Générale, 197–
217 (2012)

2. Bos, J., Spenader, J.: An annotated corpus for the analysis of VP ellipsis. Lang Re-
sources & Evaluation, vol. 45, pp. 463–494. (2011). https://doi.org/10.1007/s10579-
011-9142-3

3. Dalrymple, M., Shieber, S.M., Pereira, F.C.N.: Ellipsis and higher-order unification.
Linguist Philos, vol. 14, pp. 399-–452. (1991). https://doi.org/10.1007/BF00630923

4. Li, Y., Su, Hui., Shen, X., Li, W., Cao, Z. Niu, S.: DailyDialog: A Manually La-
belled Multi-turn Dialogue Dataset. In: Proceedings of the Eighth International
Joint Conference on Natural Language Processing (Volume 1: Long Papers), pp.
986–995. Asian Federation of Natural Language Processing, Taipei, Taiwan (2017)

5. Bafna, N., Sharma, D.: Towards Handling Verb Phrase Ellipsis in English-Hindi
Machine Translation. In: Proceedings of the 16th International Conference on Nat-
ural Language Processing, pp. 150–159. NLP Association of India, International
Institute of Information Technology, Hyderabad, India (2019)

6. Hardt, D.: An Algorithm for VP Ellipsis. In: 30th Annual Meeting of the Association
for Computational Linguistics, pp. 9–14. Association for Computational Linguistics,
Newark, Delaware, USA (1992)

7. Hardt, D.: An Empirical Approach to VP Ellipsis. Computational Linguistics, 23(4),
525—541. (1997)

8. Nielsen, L. A.: A Corpus-Based Study of Verb Phrase Ellipsis Identification and
Resolution. Ph.D. thesis, King’s College, London, United Kingdom (2005)

9. McShane, M., Babkin, P.: Detection and Resolution of Verb Phrase Ellipsis. Lin-
guistic Issues in Language Technology, 13 (2016)



339

10. Liu, Z., Pellicer, E. G., Gillick., D.: Exploring the steps of verb phrase ellipsis. In:
Proceedings of the Workshop on Coreference Resolution Beyond OntoNotes (COR-
BON 2016), pp. 32-–40. Association for Computational Linguistics, San Diego, Cal-
ifornia, USA (2016)

11. Kenyon-Dean, K. Cheung, J.C.K., Precup, D.: Verb Phrase Ellipsis Resolution
Using Discriminative and Margin-Infused Algorithms. In: Proceedings of the 2016
Conference on Empirical Methods in Natural Language Processing, pp. 1734–1743.
Association for Computational Linguistics, Austin, Texas, USA (2016)

12. Aralikatte, R., Lamm, M., Hardt, D., Søgaard, A.: Ellipsis Resolution as Question
Answering: An Evaluation. In: Proceedings of the 16th Conference of the European
Chapter of the Association for Computational Linguistics: Main Volume, pp. 810–
817. Association for Computational Linguistics, Online (2021)

13. Manetta, E.: Verb-phrase ellipsis and complex predicates in Hindi-Urdu. Nat Lang
Linguist Theory vol. 37, pp. 915—953 (2019). https://doi.org/10.1007/s11049-018-
9429-9

14. Leech, G.: 100 Million Words of English: The British National Corpus (BNC).
Second Language Research 28, 1–13. (1992)

15. Manning, C. D., Surdeanu, M., Bauer, J., Finkel, J., Bethard, S. J., McClosky D.
The Stanford CoreNLP Natural Language Processing Toolkit. In: Proceedings of the
52nd Annual Meeting of the Association for Computational Linguistics, pp. 55–60.
Association for Computational Linguistics, Baltimore, Maryland, USA (2014)

16. Honnibal, M., Montani, I.: spaCy 2: Natural language understanding with Bloom
embeddings, convolutional neural networks and incremental parsing. (2017)

17. Gardner, M., Grus, J., Neumann, M., Tafjord, O., Dasigi, P., Liu, N. F., Peters,
M., Schmitz, M., Zettlemoyer, L.: AllenNLP: A Deep Semantic Natural Language
Processing Platform. In: Proceedings of Workshop for NLP Open Source Soft-
ware (NLP-OSS), Association for Computational Linguistics, Melbourne, Australia
(2018)

18. Khullar, P.: Are Ellipses Important for Machine Translation? Computational
Linguistics, 47(4), 927–937. MIT Press, Cambridge, Massachusetts, USA (2021).
https://doi.org/10.1162/coli_a_00414

19. Voita, E., Sennrich, R. Titov, I.: When a Good Translation is Wrong in Con-
text: Context-Aware Machine Translation Improves on Deixis, Ellipsis, and Lexical
Cohesion. In: Proceedings of the 57th Annual Meeting of the Association for Com-
putational Linguistics, pp. 1198–1212. Association for Computational Linguistics,
Florence, Italy (2019). https://doi.org/10.18653/v1/P19-1116



340

6 Appendix

In the below tables, L refers to the Licensor of VPE, and A refers to its respective
antecedent.

Table 1. Annotation Schema Summary

Annotation Category Annotation Label Notes

ellipsis_where

1 (L and A in the same
sentence)
2 (A is in one of the sentences
that precedes the sentence
containing L)
3 (Sentence with L is a
question and its A is in a
previous sentence)
4 (L is part of a tag question
and its A is present in the
same sentence)

This annotation category
marks the type of sentence
where the licensor is present
and where its antecedent
is coming from.

antecedent_exists 0 (Exophoric VPE)
1 (Endophoric VPE)

This annotation category
marks whether the VPE is
Exophoric or Endophoric

ellipsis_type

1 (L is a be verb)
2 (L is a do verb)
3 (L is a have verb)
4 (L is a modal auxiliary)
5 (L is infinitival to)
6 (L is not an Auxilliary)

This annotation category
marks the category of the
licensor

vpe_sen_index Sentence index of the sentence
where VPE is observed

Sentence Indexing starts
from 0

vpe_token_index
Token index of L within
the sentence where VPE is
observed

Token Indexing starts
from 0

ant_sen_index Sentence index of the sentence
from which A is resolved.

Sentence Indexing starts
from 0

ant_token_start_index Starting Token index of A
verb phrase

Token Indexing starts
from 0

ant_token_end_index Ending Token index of A
verb phrase

Token Indexing starts
from 0
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Table 2. Nominal subject based scoring system for previous sentence verb candidates

Speaker uttering L vs.
Speaker uttering C

L’s Nominal
Subject Category

C’s Nominal
Subject Category

Score
awarded

Same Speakers 1st-person pronoun 1st-person pronoun
1
2 (On exact
match)

Same Speakers 2nd-person pronoun 2nd-person pronoun
1
2 (On exact
match)

Different Speakers 1st-person pronoun 1st-person pronoun
0
-1 (when L is a
be verb)

Different Speakers 2nd-person pronoun 2nd-person pronoun
0
-1 (when L is a
be verb)

Different Speakers 1st-person pronoun 2nd-person pronoun 1
Different Speakers 2nd-person pronoun 1st-person pronoun 1

Speaker is Irrelevant 3rd-person pronoun
or Noun

3rd-person pronoun
or Noun 1

Speaker is Irrelevant 3rd-person pronoun
or Noun 1st-person pronoun -1

Speaker is Irrelevant 3rd-person pronoun
or Noun 2nd-person pronoun -1

Speaker is Irrelevant 1st-person pronoun 3rd-person pronoun
or Noun -1

Speaker is Irrelevant 2nd-person pronoun 3rd-person pronoun
or Noun -1


