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Abstract 

A decade of research into machine bias has 

illustrated how gendered assumptions are 

embedded in MT technology, yet how these 

systems handle gendered ideological 

discourse remains largely unexplored. By 

observing the performance of ChatGPT, 

Claude, DeepSeek and Qwen on the 

translation of feminist discourse, this study 

investigates the way LLMs mediate and 

rewrite gendered ideological texts. It aims 

to uncover the dynamics between gender 

power, bias and censorship in LLM 

translation while reflecting on the 

ideological consequences of the invisible 

technical design choices behind AI tools. 

Keywords: Large Language Models, 

Machine Bias, Machine Translation 

1 Introduction 

In 2014, when Professor Londa Schiebinger 

convened a Gendered Innovations workshop to 

confront gender bias in machine translation (MT), 

engineers from Google listened for twenty minutes 

and declared: ‘We can fix that!’ (Schiebinger, 

2014). With a decade passing by, however, a 

definite solution seems to remain elusive according 

to Savoldi et al.'s (2025) review of over 100 studies.  

How gendered power perpetuates MT that has 

been integrated in every aspect of life has led a 

promising track in translation studies since the 

emergence of the various algorithmic translation 

tools. So far, many have examined the gender bias 

in dedicated Neural Machine Translation (NMT) 

systems such as Google Translate and DeepL 

(Piazzolla et al., 2023; Smacchia et al., 2024), yet 

much is to be researched regarding the gender 

issues in translation tasks completed by Large 

Language Models (LLM). Compared to NMT tools 

built on large corpora of paired texts in two 

languages, LLM models, with access to open 

internet data, are considered more impressionable 

to whatever biases and misinformation that data 

contains (Ullmann, 2022). As feminist translation 

scholars have long argued, translation can be an act 

of ideological manipulation (Von Flotow, 1997). If 

so, can such manipulation be found in LLM 

translation, which is constrained by culturally 

contextualised content restrictions and affected by 

biased data drawn from open online sources? 

The current paper presents parts of an ongoing 

empirical study that seeks to grapple with the 

following research questions: 1) What strategies 

can be found in the translation of feminist discourse 

by LLMs? 2) Do models trained in different 

cultural and regulatory contexts exhibit different 

patterns in translating gender ideology discourse? 

The study experimented with two Western LLMs 

(ChatGPT and Claude) and two Chinese native 

LLMs (Deepseek and Qwen), which were 

requested under the same conditioned prompt to 

translate real-user posts in the Chinese online 

feminist debate. Given the limited scale, the paper 

primarily addresses RQ1 while offering 

preliminary findings for the second. The study 

sheds new light on the way contemporary 

translation technology interacts with gender 

ideology alongside the cultural contexts within 

which it develops. 
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2 Literature Review 

Within scholarship regarding machine bias, earlier 

findings revealed that when translating sentences 

with gender pronouns and occupation descriptions, 

MT outputs tend to assign male defaults to STEM 

occupations while associating female pronouns 

with traditionally feminine roles such as nurse, 

nanny, and secretary (Prates et al., 2019; Fitria, 

2021). The causes for such bias can be multifold. 

Particularly, Ullmann (2022, p.7) offered a 

thorough technical account of how bias enters 

through training data via crossing pathways 

including selection bias (the training data not 

representing the deployment context), label bias 

(human annotators applying stereotyped 

judgements), semantic bias (word co-occurrence 

patterns encoding stereotypes) and model over-

amplification. Concluded by Savoldi et al. (2025), 

machine bias is a ‘sociotechnical’ issue rooted in 

normative discrimination and asymmetries in 

languages and the sociocultural background where 

they are used.  

The studies in the field of MT, however, 

primarily approach machine bias as a technical or 

lexical phenomenon, leaving the ideological aspect 

of translation relatively underexplored. 

Nevertheless, the concept of translation as an 

ideological act has long been developed by many 

other branches of translation studies especially 

feminist translation theories. According to feminist 

translation scholars, translation can be deemed as 

an intervention, where the gendered element in the 

ST may be amplified, supplemented, or reframed 

with a political purpose rather than transferred 

neutrally (Simon, 1996; Flotow, 1997). Though 

this paper does not directly borrow the 

categorisation of feminist translation strategies, it 

builds on the insight of feminist translation theories 

that gendered content is where ideological shifts in 

translation constantly occur. 

The possibility that translation can reshape the 

ideological force of gendered content proves 

especially relevant to the discussion of LLM in the 

current work. Notably, studies on LLM only 

account for not up to one fifth of the overall 

research body in machine bias by 2025 (Savoldi et 

al., 2025). While NMT and LLM are both regarded 

as powerful MT technologies, there is significant 

specificity in the development and function process 

of the two. In NMT, each source sentence is 

mapped to its target-language equivalent existing 

in the bilingual corpora (Smacchia et al., 2024). An 

LLM, by contrast, is trained primarily on 

monolingual text on a massive scale. When it 

translates, it deploys general language generation 

capabilities on a cross-lingual task while consulting 

a much wider database and discourse context than 

NMT (ibid.). Such technical differences, in essence, 

lead to different features in coping with gender 

content. On the one hand, LLMs possibly possess 

a stronger ability in resolving ambiguity from 

contextual cues scattered across a much larger text 

span (ibid.).  On the other hand, the open web data 

that LLMs obtain their knowledge from, 

dominantly released by privileged and 

heteronormative internet users, is sometimes 

problematic and reflected in the LLM output 

(Ullmann, 2022). To put briefly, though operating 

in different mechanisms from NMT, LLMs still 

absorb and reinforce the gender stereotypes in their 

TT generation. Therefore, standing on previous 

literature which points to the existence of gender 

bias, this project further explores through what 

translation strategies the bias is enacted by the 

models. 

As mentioned above, former research in MT 

gender bias has paid most attention to the correct 

disambiguation and rendering of gendered 

pronouns in synthetic test sentences. This paradigm 

proves productive for showcasing the gender bias 

and its scale quantitatively, yet does not extend to 

the rich ideological context of MT bias. In 

Piazzolla et al.’s (2023) words, the analysis of 

‘natural, gender translation phenomena’ of real 

texts is needed. Similarly, O'Connor and Liu (2023) 

advocate that engagement with the broader 

literature on gender and language would ‘go 

beyond pointing out errors or biases on a 

technological level and link the research to a wider 

socio-cultural context’ (p. 2054). Such a call is 

significant in the case of LLM-based translation 

since what distinguishes it from an NMT product is 

its generative ability that constantly engages with 

its latest ideological environment. To this end, this 

study goes beyond pronoun translation to 

investigate the renditions of culturally-specific 

expressions and rewriting on a sentence level 

conducted by LLM. 

3 Method  

This study takes a mixed-method approach to 

examine how AI translation systems handle 

gender-charged discourse. 200 samples were first 

selected from the Sina Weibo Sexism Review 
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(SWSR) dataset (Jiang et al., 2022) as the source 

texts (ST). SWSR is the first annotated Chinese-

language corpus designed for computational 

sexism detection. Composed of posts spanning 

both sexist assertions and feminist counter-speech, 

it is openly shared on Zenodo under a Creative 

Commons license, which permits its public use for 

academic research purposes. The 200 comments 

were selected for this study based on the criteria 

below: 

1) The comment has to directly engage with 

social gender issues or explicitly invoke the 

keywords 'feminist' or 'feminism' (女权). 

2) The original SWSR has coded with each 

comment with G (Generic, which targets a broader 

group, such as women as a category) and I 

(Individual, which targets a specific identifiable 

person — a named celebrity or a particular user). 

Since uneven knowledge of Chinese public figures 

across models might complicate the scope of cross-

model comparison, only comments under the G 

group were considered. 

The STs were submitted to ChatGPT, Claude, 

DeepSeek, and Qwen for translation tasks. More 

details about the models are listed below. 

 As two of the most widely deployed AI systems 

in the English-speaking world, ChatGPT and 

Claude are developed within Western regulatory 

frameworks and content policies where gender 

equity has been an explicit concern (O'Connor & 

Liu, 2023). DeepSeek and Qwen, in comparison, 

are Chinese-developed models shaped by a 

different cultural and institutional environment 

focusing on political sensitivity to socialist core 

values and social harmony (Pan & Xu, 2026). The 

TTs produced by each model were compared 

against the STs on a sentence basis. To control the 

data more evenly, the prompt is designed to be 

straightforward without additional instructions for 

the LLMs: 

Prompt: Please translate the following sentence 

into English: ST.  

Each post was translated once per model with 

the output retained as produced. 

Subsequently, different strategies that LLMs 

employed when translating feminist discourse 

(from both supportive and critical stances) were 

assigned their respective codes. It should be 

stressed that the coding scheme was not set up 

prescriptively in advance but established gradually 

along the comparison process, with categories 

added only after a new strategy was observed in the 

sample. As such, the coding scheme in this project 

is grounded in the data rather than imported from a 

pre-existing framework. The coding process was 

conducted by a single researcher as the aim is to 

identify the strategies made by LLMs and to 

compare their relative tendencies across models. It 

should also be noted that sometimes more than one 

translation strategy was simultaneously adopted by 

an LLM. To address such ambiguity, the sample 

was assigned all applicable codes rather than being 

forced into a single category. 

4 Results 

The STs from SWSR constantly involve culture-

specific expressions and sensitive content which 

pose an array of challenges to the AI models trained 

under different regulatory guidance. My 

comparison of the STs and the four versions of TTs 

identified the following strategies most frequently 

utilised by the examined models: 

- Amplification of Contested Tone (Coded as 

AM): Wherever the ST reads as argumentative, 

all four AI models often strengthen the 

certainty or assertiveness of the ST. 

Specifically, a hedged modal ‘may’ would be 

replaced with a stronger ‘will’, while 

intensifiers such as ‘definitely’ or "always’ are 

added to reinforce the statement. Though not 

necessarily changing its essential content, such 

amplification makes the TT sound more 

ideologically locked and forceful than its ST. 

This finding echoes with previous observations 

that neural systems don't merely reproduce 

gendered patterns but exaggerate certain 

‘controversial associations’ (Savoldi et al., 

2025). 

- Explicitation of Gendered Culture-specific 

Items (EX): This strategy is found most 

commonly in the translations of culturally 

Model Developer Version Date of 

Usage  

ChatGPT OpenAI GPT-

5.3 

5-7 March 

2026 

Claude Anthropic Sonnet 

4.6 

1-3 March 

2026 

DeepSeek DeepSeek V3 8-10 March 

2026 

Qwen Alibaba 3.6 Plus 5-7 April 

2026 

Table 1: Details of Examined LLMs 
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encoded metaphors and idioms, which are 

rendered explicit and transparent in the TTs.  

The effect of explicitation depends on context, 

but the translated phrases sometimes impose a 

narrower and more sexualised interpretation 

targeting women as Table 2 shows.  

- Implicitation and Omission of Sensitive 

Content (IO): All four models have shown a 

tendency to generalise or remove sensitive 

content in the STs. These texts include explicit 

insults, discussions on women’s sexual rights, 

and radical feminist criticism on social systems 

and gender hierarchy. Consequently, some 

gender issues mentioned in the posts might 

become vague with sacrifice in the original 

intention of the post to convey women's voices 

and experiences. What causes such softening 

can be AIs’ tendency to avoid producing 

harmful language in their training (Ullmann, 

2022). Omission, though, turns out to be more 

arbitrary with seemingly neutral content 

occasionally deleted. This random deletion 

may stem from the common MT’s training data 

patterns in compressing information. 

- Addition of Implied Message (AD): Apart 

from DeepSeek, all other examined models 

have performed the addition of the information 

that has no equivalent in some STs based on 

their interpretation of the text. The scale of 

added texts in the test sample ranges from a 

short phrase to a whole extra paragraph. The 

question of whether such intervention is in any 

sense intentional goes beyond the scope of this 

study and is left to future work. What can be 

observed, however, is that this strategy 

resembles what feminist translators term 

‘supplementing’ (Von Flotow, 1997) and 

reinforces the source's feminist stance as 

exemplified in Table 3 (see opposite column). 

 

 

 

 

Apart from adjustments made on the basis of 

the STs, two additional strategies are also detected 

in the AI translation sample: 

- Explanatory Note (EN): This refers to the 

attachment of extra translation notes made by 

AI models. These notes are added most 

frequently when there are gendered concepts in 

the Chinese language and culture that AI 

models consider necessary to explain further. 

Besides, part of the explanatory notes also 

serve as a disclaimer of AIs to caution their 

readers of derogatory and sexist content 

involved in the STs. 

- Rejection (RJ): When the ST is so sensitive 

that it triggers content restriction, the AI model 

would decline the translation task. Though 

only found in a small proportion of the sample, 

rejection represents a significant aspect to 

investigate the cultural taboos and censorship 

threshold in the training data of an AI model.  

Finally, as preliminary findings for RQ2, the 

coding results at this stage has already revealed 

several intriguing relative tendencies. For instance, 

compared to the other models, Qwen showed a 

particularly high frequency in adding implied 

messages to pro-feminist speeches in its translation. 

A clearer contrast also emerged for explanatory 

notes: whereas ChatGPT and DeepSeek rarely 

provided them, Claude and Qwen took this almost 

as a constant translation habit. The different 

focuses of these two LLMs' notes are planned to be 

investigated in the later stage of this research. 

Finally, both Chinese models, Deepseek and Qwen, 

answered with refusals to translate the text when 

encountering the STs that denounce the institution 

of marriage. One possible explanation might be 

that such content clashes with the state 

demographic agenda of promoting marriage and 

childbearing in contemporary China (Cai and Liu, 

2024). 

Table 3: Example of Addition (SWSR No.528) 

Table 2: Example of Explicitation (SWSR No.154) 
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5 Conclusion 

It can be concluded that LLM tools act as flexible 

rewriters in translating gender discourse with 

divergent effects: some reproduce bias and sexism 

or silence feminist calls, yet others strengthen calls 

for gender equality. The findings suggest that 

translation products of LLM translation, far from 

being neutral, can carry intervention in 

ideologically contested content similar to human 

translators. Building on existing work on machine 

bias, it extends the role of ideological mediator in 

translation studies from the human translator to this 

new kind of digital agent. The data presented in this 

paper remains qualitative, which is recognised as a 

limit. However, a more comprehensive analysis 

with quantitative data on the coded strategies is 

currently underway. As a next step, this study will 

quantify how frequently each strategy appears 

across different models to see whether a model's 

cultural developmental background leaves a 

traceable mark on how it handles gender discourse. 

As AI-powered translation becomes increasingly 

implemented on social media where gender 

debates arise frequently, the study is also expected 

to inspire reflection on how AI can be enhanced as 

a facilitator of daily equality and inclusivity. 
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