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Abstract

This paper examines major challenges in code
translation (CT) using Large Language Models
(LLMs). Furthermore, it proposes potential so-
lution approaches to address these translation
challenges. The applied method is a system-
atic literature review (SLR), which summarizes
current knowledge from various experiments
and investigates observable patterns. The re-
sults indicate that code conversion between pro-
gramming languages (PLs) can be significantly
simplified by optimizing each step in the LLM
workflow. The deployment of standardization
frameworks plays a central role in this process.
This study contributes to the existing literature
by providing a structured overview of the chal-
lenges in code translation, as well as offering
several best-practice solutions to guide readers.

1 Introduction

The rising popularity of LLMs has motivated exten-
sive exploration of code-related tasks, particularly
code generation and translation. Recent advance-
ments position LLMs as powerful tools for code-to-
code translation, drawing parallels to their success
in natural language translation (Ibrahimzada, 2024;
Geng et al., 2024). CT between PLs is a long-
standing task in software engineering, supporting
modernization of legacy systems, cross-platform
compatibility and performance optimization. Au-
tomated CT offers substantial time savings and
reduces risks associated with manual translation,
such as errors and inconsistencies (Macedo et al.,
2024). However, code-specific LLMs face critical
limitations, most notably restricted context win-
dow sizes that hinder processing of industry-scale
projects (Ibrahimzada, 2024). This paper investi-
gates primary challenges encountered by LLMs in
CT including syntax differences, contextual under-
standing, and library nuances through a systematic
literature analysis. We further outline approaches
to mitigate these challenges.

2 Methodology

The SLR was conducted for a targeted identifica-
tion of challenges in CT using LLMs. The SLR
is appropriate for this study as it allows for an ob-
jective and thorough examination of the challenges
presented in the literature. In addition, possible
solutions are proposed to overcome these barriers.
Given the recent nature of this topic, it also pro-
vides a foundation for future research.

The SLR was executed following the Design
Science Research (DSR) methodology for infor-
mation systems, which encompasses four major
phases (Österle et al., 2011). First, the research
question and the papers objectives were defined.
The research plan in this case is driven by the litera-
ture scope (keywords, database selection, exclusion
criteria). A comprehensive search strategy was de-
veloped using keywords such as “LLM”, “code,”
“software”, “code translation”, “code conversion,”
and “software migration”. To ensure coverage of
diverse sources, multiple academic databases were
explored on 24/11/2024, including Scopus (32 ini-
tial results), SpringerLink (18 initial results), ACM
Digital Library (135 initial results), ScienceDirect
(17 initial results) and IEEE Xplore (9 initial re-
sults).

The second DSR phase involves the artifact de-
sign (Österle et al., 2011). This systematic review
was conducted according to PRISMA (Preferred
Reporting Items for Systematic Reviews and Meta-
Analyses) guidelines to ensure transparency and
reproducibility. The PRISMA flowchart depicts the
synthesis approach of the selected literature. By
removing 18 duplicates and 5 sources with closed
access as irrelevant literature (182) the initial liter-
ature selection of 211 shrunk to 18 finally selected
papers.
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Guideline Adherence
Design as an artifact Artifact = Literature synthesis
Problem relevance Overcoming of IT system

legacy
Design evaluation SLR according to PRISMA
Research contributions Gap identification and sugges-

tions
Research rigor Reproducible and unbiased

findings
Design as search process SLR incl. proposed search

strategy
Communication of research Clear representation of key

findings

Table 1: DSR Guidelines based on Hevner et al. (2004)

Records identified
(n = 211)

ACM 135, Scopus 32,
SpringerLink 18,

ScienceDirect 17, IEEE 9

Records screened
(n = 193)

Reports assessed
for eligibility (n = 188)

Studies included
(n = 18)

Duplicates removed
(n = 18)

Closed access
(n = 5)

Excluded (irrelevance):
Title/keywords n = 160
Abstract n = 2
Summary n = 4
Full-text n = 5
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Figure 1: PRISMA flowchart of literature selection pro-
cess.

Evaluation is the third phase of Design Science
Research (DSR), focusing on validating artifacts
produced against the specified objectives using the
methods outlined in the research plan (Österle et al.,
2011). In this study, the evaluation involves con-
ducting a content analysis and comparing results
with existing literature. The goal is to identify sim-
ilarities, gaps, and limitations, ultimately aiming to
answer the research question.

Lastly, the diffusion process involves the litera-
ture review and highlighting its key findings. Based
on this summary, practical implications will be
drawn and an outlook for future research will be
provided (Österle et al., 2011).

To maintain a rigorous research approach, this
study follows the Design Science Research (DSR)
guidelines outlined by Hevner et al. (Hevner et al.,
2004). The key aspects of the guideline application
are summarized in Table 1.

Although DSR is conventionally associated with
artefact construction, (Österle et al., 2011) explic-
itly position literature synthesis as a valid DSR
artefact when it produces actionable design knowl-
edge — a criterion this review satisfies through its
best-practice guidelines for CT workflows.

To structure the findings, this paper employs
three distinct categories throughout Section 4.
Challenges denote recurring obstacles identified
across multiple studies. Findings report empirical
results or patterns observed in the reviewed liter-
ature. Use Cases illustrate concrete application
scenarios described in individual papers.

3 Systematic Analysis

The systematic analysis represents the DSR arti-
fact design, structuring and justifying the previ-
ously extracted literature. The research question
subdivides into two perspectives: PL relationships
(CT itself) and LLM technology. First, we ex-
amine interdependent difficulties in CT via a bug
taxonomy. Next, we address the transition from
low-resource (LRPL) to high-resource program-
ming languages (HRPL), driven by industrial secu-
rity, maintenance, and update requirements (Nitin,
2024). Table 2 provides quantitative justification
through topic frequencies across the selected litera-
ture. Table 3 (Appendix A) classifies the selected
literature across three dimensions: what is trans-
formed (PL pairs and training data), which tech-
nology is used (model selection), and how it was
achieved (success factors). Column abbreviations
correspond to the topics in Table 2.

Topic #Papers
HRPL 18
LRPL 9
Code-specific LLM 9
General purpose LLM 5
Prompting 7
Data training 18
Fine-tuning 2
Testing 2
Evaluation 5
Platform/Framework 6

Table 2: Topics covered in paper selection

4 Systematic Literature Comparison

Across the 18 reviewed studies, three structural pat-
terns emerge. Data scarcity acts as a root cause that
amplifies most other challenges: insufficient train-
ing corpora limit model specialisation, which in
turn degrades both syntactic accuracy and semantic
correctness. Second, the absence of standardised
evaluation protocols makes cross-study compar-
isons unreliable, as different papers use CA, Code-
BLEU, or DSR@K in isolation. Third, framework-
level interventions (UniTrans, call graphs, tran-
spiler integration) consistently outperform prompt
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engineering alone, suggesting that architectural
support is a more robust strategy.

In the following subsections, we examine the
challenges in CT throughout the modeling process
(data training, fine-tuning, prompting, testing, eval-
uation). The obstacles are distinguished within the
scope of a bug taxonomy. Additionally, LRPL as
well as platforms and frameworks will be empha-
sized.

4.1 Bug Taxonomy

Common industry use cases for CT include mod-
ernizing enterprise applications, migrating legacy
software to cloud-native PLs, improving code syn-
thesis, and ensuring production compatibility (Pan
et al., 2024; Yan et al., 2023).

Challenge - Syntax & Semantics: CT methods
range from compilers and rule-based approaches to
neural networks, with the latter becoming state of
the art (Yan et al., 2023). A key challenge is simul-
taneously understanding code syntax and seman-
tics, as models must go beyond token prediction
to handle target language violations (24%), API
mismatches, and incorrect operator use (Pan et al.,
2024).

Challenge - Dependency, Logic & Data Bugs:
Dependency and logic bugs include missing im-
ports, undefined elements, and incorrectly trans-
formed logic. Data-related bugs account for over
33% of errors, driven by incorrect input parsing
(18%) and data type mismatches (11%) caused by
differing type systems across PLs (Pan et al., 2024).

Finding - Code Readability: Readability en-
compasses abstraction, modularization, complexity,
naming conventions, and testability (Froimovich
et al., 2025). LLMs still struggle with accuracy due
to insufficient source comprehension and unclear
input-output specifications (Yang et al., 2024).

4.2 Model Type

Code LLMs have gained significant attention in
the industry due to their wide applications in the
full lifecycle of software engineering (Di et al.,
2024). As a preliminary point, we compare advan-
tages and disadvantages of the code-specific and
general-purpose models. Code-LLMs are tailored
for programming tasks and detailed code insights,
but they have limited general knowledge outside
programming contexts. On the other hand, general-
purpose LLMs have a broad knowledge base and
are flexible in handling diverse topics. They lack

depth in specialized domains and are harder to scale
due to extensive computational costs.

Finding - Specialization leads to improved
performance in code-related tasks. Since special-
ized models are specifically trained for translation,
general LLMs tend to produce more property vi-
olations than code-specific models (Eniser et al.,
2024). Also, it was shown in practical multilin-
gual scenarios, that multitask, fine-tuned version of
LLMs outperform other models (Di et al., 2024).

Finding - Prompt simplicity achieves better
results. This may be because simple prompts pro-
vide clear, concise, and unambiguous instructions.
In contrast, more complex prompting strategies
can introduce unnecessary noise and confuse the
model. Additionally, the Divide-and-Conquer ap-
proach may hinder ChatGPT’s effectiveness due to
a lack of global context. This limitation prevents
the model from considering the overall structure
and variable configurations of the code during trans-
lation (Aljagthami et al., 2025).

Finding - FT is mandatory for general pur-
pose LLMs. A Code-LLM processes source code
as input and generates embeddings that encapsulate
the semantic meaning of the code. However, with-
out knowledge of the target language, CT cannot
be performed effectively. Therefore, FT is essential
for general-purpose LLMs to achieve satisfactory
performance in CT tasks. Notably, fine-tuned mod-
els trained on appropriately tailored datasets often
outperform even GPT-4 (Lei et al., 2023). GPT-
4 and StarCoder outperformed explicitly trained
CT models, primarily due to the exclusion of cer-
tain elements in the prompt, such as imports, class
declarations, and method signatures. However,
these models struggle with translating real-world
projects because benchmark programs often lack
complex dependencies and advanced language fea-
tures. Furthermore, even when translation at the
file or method level succeeds, it may still fail at
the project level, where a broader contextual un-
derstanding is essential for accurate and coherent
translation (Pan et al., 2024).

Notably, all 18 papers use training data as a pri-
mary variable, while fine-tuning and testing remain
underrepresented (2 papers each), pointing to a
methodological gap in the field.

4.3 Low Resource Programming Language

Challenge - Limited user bases and data avail-
ability of LRPLs. Early software systems were
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developed using outdated PLs like Fortran and
COBOL, which have a significantly smaller user
base compared to modern languages such as Python
and Java (Yan et al., 2023). Additionally, younger
professionals typically lack experience with these
older languages, making maintenance and modern-
ization costly. The readability and compatibility
challenges posed by the mix of PLs further com-
plicate efforts to migrate legacy systems to new
technology ecosystems or integrate software writ-
ten in different languages (Yan et al., 2023).

Data scarcity presents a major challenge in CT,
especially for less popular PLs, as mentioned above.
Existing CT datasets are limited due to insufficient
coverage of PLs. They primarily focus on a single
pair of popular PLs, have a limited scale, and suffer
from uneven data distribution (Yan et al., 2023).

Another potential solution to bridge the gap be-
tween an outdated LRPL and a current HRPL is the
creation of a novel dataset specifically designed for
training and evaluating LLMs. In the paper cited,
the authors deal with CT between OpenMP For-
tran and C++, significantly improving the model’s
capacities (Lei et al., 2023).

In addition to the insufficient database, LLMs
face structural differences between languages such
as the shift from procedural to imperative or
to object-oriented paradigm (e.g., COBOL to
Java). Enhancing correctness and readability in
CT (LRPL to HRPL) involves several key actions.
Temperature sampling helps balance exploration
and determinism. Refining translated Java code
after translation, rather than during the process,
leads to more effective improvements. Indepen-
dent Java refinement, without referencing the origi-
nal LRPL code, prevents unnecessary constraints.
Since LRPL can distract from effective refinement,
focusing solely on the Java code is beneficial. Fi-
nally, a sequential approach—first ensuring logi-
cal correctness, then enhancing readability—yields
better results than addressing both simultaneously
(Froimovich et al., 2025).

Finding - Semi-synthetic data improves CT.
First a code LLM synthesizes unit tests for com-
mented code in a source HRPL, filtering out faulty
tests and low-coverage code. Then the model trans-
lates the source code to a targeted LRPL, creating
a candidate training dataset. At last a lightweight
compiler compiles test cases from the source to
the target language, filtering out obviously incor-
rect translations. This results in a validated training

corpus in the target language (Cassano et al., 2024).
Finding - Transpiler principles augment LLM

translation. Another potential approach involves a
system designed to enhance the CT capabilities
by integrating the principles of transpilers into
the LLM framework. A self-consistency filter
is employed to generate a specified source code
in static, dynamic, and natural language modali-
ties, embedding them in LLM prompts. This en-
sures adherence to functional requirements, com-
bining readability of LLMs with correctness of
transpilers, thereby improving accuracy and utility
in CT (Nitin, 2024).

Use Case - From ArkTS to Java. A key ex-
ample of CT from LRPL to HRPL is converting
ArkTS (Huawei’s OS language) to Java. Efficient
CT relies on ArkTS architecture mimicking Java’s
shared memory model as well as leveraged Type-
Script (derivation of JavaScript) and prompt engi-
neering. The Java2ArkTS framework breaks con-
version into three thought chains: Converting Java
to ArkTS-specific TypeScript, Mapping Java con-
currency to the specific API, translates synchroniza-
tion code via API. The most frequent compilation
errors occur due to struggles with the API, mis-
placing functions or using invalid parameters. The
converter also struggles with multi-library depen-
dencies, limiting its real-world effectiveness (Liu
et al., 2024).

Use Case - From C to Rust through type mi-
gration. Type migration involves managing types
from the original PL and introducing new ones.
This cannot be done by merely translating type
names. Function bodies must also be restructured
post-migration to ensure correct behavior. To ad-
dress these challenges, LLMs are used for their
deep understanding of program semantics and com-
mon patterns. LLMs assist in type migration by
generating candidate signatures and mitigating type
errors through iterative feedback from compiler
error resolution. These techniques effectively in-
crease the number of successfully migrated types
while reducing errors (Hong and Ryu, 2025).

4.4 Training Data

Challenge - High data quality for effective CT.
The use of a high-quality pre-training dataset that
is carefully filtered by program analyzers and opti-
mized during the training process to significantly
enhance model’s effectiveness (Di et al., 2024). A
similarity test can be deployed to assess the qual-
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ity of a dataset by measuring the syntactic and/or
semantic similarity between pairs of code snippets.
This analysis offers advantages across various ap-
plications, including but not limited to, plagiarism
detection, code reuse and refactoring, bug detec-
tion and repair, licensing compliance, and malware
detection (Lei et al., 2023). Nevertheless, the sim-
plest way to boost the performance of a code-LLM
in a PL is to train it further on natural data (code
written by human programmers) (Cassano et al.,
2024).

Challenge - Processing complex input source
code and long output documents. Removing com-
ments typically improves precision and F1 scores
(evaluation metrics based on recall and precision)
for embedding methods, as comments can cause
LLMs to focus on comment similarity rather than
code similarity. Therefore, we recommend remov-
ing comments by default to ensure that the analysis
centered solely on code structure and semantics
(Sekender et al., 2024).

If syntax is token-related to the PL, it attracts
more attention. In a study analysing transformer at-
tention distributions across code tasks, Mohammad-
khani et al. (2023) find that models are less effec-
tive with samples that have long, complex source
code. Poor model performance is often reflected in
its attention distribution. Whenever the model fails
to achieve a good output, it indicates that insuffi-
cient attention was paid to the corresponding token
types for the respective downstream task. Even
though pre-trained models have shown great re-
sults on software engineering tasks, none can be
considered a fully solved problem. There are cer-
tain aspects of these models that still require further
investigation (Mohammadkhani et al., 2023).

4.5 Fine-Tuning and Prompting

Challenge - Low comment accuracy. Fine-tuning
(FT) should be considered to boost the CT per-
formance of one PL into another. Regardless of
dataset’s prior knowledge the accuracy could be im-
proved either way (Lei et al., 2023). One of the key
tasks for code LLMs is understanding code seman-
tics, often guided by comments explaining the code.
After code extraction, a supervised FT process is
performed, selecting meaningful code-comment
pairs based on rules such as discarding uninforma-
tive comments, applying quantitative limits, and
excluding methods with less than 60% effective
code (Di et al., 2024).

Challenge - Lack of parallel code data. FT
models face significant challenges due to the lim-
ited availability of parallel code. Few-shot CT ad-
dresses this challenge by efficiently reusing prior
knowledge from pre-training. It deploys task-
adapted prompt tuning, freezing the pre-trained
code and only updating parameters in a small
prompt module. This enables parameter-efficient
FT using only a small number of examples. The
main goal of FSCTrans is to adapt a code PLM
to the downstream task, allowing the CT model
to reuse knowledge from the PLM while requiring
only a small number of examples (Luo et al., 2026).

Finding - Fine-tuning improves tokenization
performance and data augmentation. Tokeniza-
tion performance is significantly enhanced due to
larger vocabulary size and dedicated code-specific
vocabulary of a model. The collection of question-
answer pairs for code-related tasks leverages exist-
ing datasets to generate informative and contextu-
ally relevant outputs with the help of off-the-shelf
models like ChatGPT. This approach is well-suited
for divergent data augmentation (Di et al., 2024).

A prompt refers to a specific input text or a set
of instructions provided to an LLM to trigger a
particular response or action. Prompt crafting is an
iterative approach composed of five phases: provid-
ing source code and original prompt, identifying
incorrect translation, giving instructions for trans-
lation (bug mitigation and avoidance of natural lan-
guage) as well as using model-specific keywords
(Pan et al., 2024). Furthermore, the prompting
technique chain-of-thought (guided argumentation)
allows the model to simulate an orderly and struc-
tured way of thinking by sorting out the thinking
process (Yan et al., 2023).

4.6 Frameworks

Challenge - Differences in syntax and depen-
dency libraries between frameworks. Moderniz-
ing legacy software systems often faces barriers due
to incompatibilities between different deep learning
frameworks (DLFs). To address these challenges,
a unified platform is needed, to evaluate models
on diverse CT tasks. CodeTransOcean serves as a
large-scale, comprehensive benchmark incorporat-
ing three multilingual datasets. Multilingual mod-
eling significantly enhances translation quality for
both HRPL and LRPL pairs while also improv-
ing training efficiency. A cross-DLF translation
task is proposed to enable code migration between
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DLF through automated CT. This approach offers
several advantages, including improved code read-
ability, support for secondary development and en-
hanced flexibility (Yan et al., 2023).

Finding - Call graphs and bridged debuggers
enable the mitigation of compilation and run-
time errors. Compilation and runtime errors can
occur due to insufficient context awareness, espe-
cially without relying on test cases. The use of
call graphs aims to optimize LLM input and inte-
grate bridged debuggers and dynamic tests for error
handling. This approach boosts the accuracy and
practicality of CT. Additionally, the deployment of
type inference and variable scope analysis provides
further context for LLMs (Luo, 2025).

Finding - Harmonization eliminates the need
for large-scale fine-tuning of LLMs. The unified
CT framework UniTrans encompasses three key
phases: test case generation, translation augmen-
tation, translation repairs. UniTrans consistently
improves performance across various LLMs, PLs,
parameter sizes and datasets. It enables LLMs to
generate valid inputs with over 90% success in
just a few attempts. Despite its reliance on test
cases, UniTrans remains efficient for real-world
use, eliminating the need for large-scale fine-tuning.
Instead, it leverages structured prompts and auto-
generated test cases to significantly enhance LLM
performance (Yang et al., 2024).

Use Case - LLM-based smart contract. In
this particular use case, existing solidity smart con-
tracts were translated into new smart contracts.
This approach encodes concepts into an LLM and
demonstrates how it can aid CT for a non-trained
source language. However, the success of the CT-
framework is driven by the use of an extremely
LRPL. The iterative compiler error feedback loop
mitigates bugs in the translated code (Karanjai
et al., 2024).

4.7 Testing and Evaluation

Finding - Debugging Success Rate@K
(DSR@K) reflects real-world software devel-
opment scenarios. DSR@K measures whether
translated code can be compiled and executed
with the same behavior as the source code within
K debugging rounds. DSR@K represents the
percentage of samples that successfully execute
and produce expected results out of all samples
(Yan et al., 2023).

Finding - Property-guided search enhances

CT models by generating alternative transla-
tions ensuring specific functional properties.
This approach focuses on ensuring correct transla-
tions, regardless of the overall model quality. The
procedure iteratively tests the model with mutated
parameters to minimize property violations, contin-
uing until all properties are satisfied within a given
search budget. It effectively improves translation
quality, particularly by addressing properties that
are difficult to satisfy, and optimizes model output
by minimizing violations (Eniser et al., 2024).

Challenge - Compilation errors due to incon-
sistent output format. Inconsistent output format
refers to a problem where the translated code is pre-
sented in various formats, sometimes interspersed
with natural language. There are two ways to ap-
proach this problem: text-oriented metrics (e.g.,
CodeBLEU, BLEU (Ren et al., 2021; Papineni
et al., 2002)) and execution-based metrics (e.g.,
computational accuracy (CA)). It is important to
distinguish between errors arising from the output
format itself and those stemming from the quality
of the translated code (Macedo et al., 2024).

CodeBLEU is well-suited for CT between For-
tran and C++ codes (Ren et al., 2021). It enhances
the traditional BLEU (Bilingual Evaluation Under-
study) score, commonly used in natural language
machine translation (Papineni et al., 2002), by in-
corporating code-specific features that capture both
syntactic and semantic elements (Lei et al., 2023).

Challenge - Varying output formats and dis-
tributions. Variability in output complicates model
comparison, output distribution analysis and met-
ric reliability. Controlling output format through
prompt engineering and lightweight regex-based
post-processing improves code extraction. High
match success, extraction success and CA validate
this approach.

Output format control is crucial for CA. Direct
LLM compilation yields the lowest CA, while Con-
trolled Prompt with Regex achieves the highest
across all models. This highlights the need for care-
ful source code extraction to ensure fair compar-
isons. Differences in prompt sensitivity can signifi-
cantly impact CA and Compilation Rate, making
proper output handling essential to avoid misinter-
pretations (Macedo et al., 2024).

5 Conclusion

LLMs face numerous challenges in CT, requiring
comprehension of both syntax and semantics be-
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yond pure token prediction. LRPLs further com-
plicate this due to limited data availability, while
scarce parallel code data hinders model training
generally.

Processing complex inputs, generating coherent
outputs, and handling misleading code comments
remain persistent issues. Syntax differences, de-
pendency libraries, and framework inconsistencies
hinder reusability, causing compilation errors. Sim-
pler prompts tend to yield more consistent results
by minimizing ambiguity.

A well-structured codebase enhances readability
for both humans and LLMs. Incorporating tran-
spiler principles standardizes conversion, while FT
improves tokenization and data augmentation, par-
ticularly for general-purpose LLMs. CT frame-
works address inconsistencies, and tools like call
graphs and bridged debuggers provide execution
insights to reduce runtime errors.

Ultimately, LLMs specializing in code-related
tasks outperform generalized models, making FT a
mandatory step for CT alignment. Future progress
will depend on advances in model architecture,
training data refinement and structured methodolo-
gies to achieve reliable CT across diverse PLs.
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A Systematic Literature Matrix

Table 3 classifies the 18 selected papers across three
dimensions: what is transformed (PL pairs and
training data), which technology is used (model
selection), and how it was achieved (success fac-
tors). Column abbreviations correspond to Table 2
in the main paper: Data = training data focus; FT
= fine-tuning; Pr = prompting; FMW = frame-
work/platform; Test = testing; Eval = evaluation.

B Limitations and Future Work

Future research should prioritize enhancing models’
code comprehension rather than focusing solely on
next-token prediction. A lack of deep code un-
derstanding remains a key factor contributing to
reduced accuracy. Given the increasing industrial
demand, particular attention should be directed to-
ward LRPL translation to address legacy software
challenges in enterprises. As demonstrated by the
SLR, the integration of frameworks, fine-tuning
techniques, and specialized datasets play a crucial
role in managing the complexities of CT. One no-
table trade-off in code-specific LLMs is their per-
formance gains through specialization, which often
come at the cost of reduced generalization. Fur-
ther exploration is needed to optimize this balance.
Additional limitations include suboptimal attention
distribution, inconsistencies in naming conventions
and variability in output formatting. Addressing
these issues is essential for improving reliability
and consistency in code generation.

Techniques such as chain-of-thought prompting
have been shown to enhance CT performance with
relatively low effort. A potential research avenue
is the compilation of best-practice guidelines to
standardize effective prompting strategies. Further-
more, frameworks that support the CT process can
significantly improve performance. Future studies
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Paper PL Model type Data FT Pr FMW Test Eval
Eniser et al. LR Code-specific x x
Di et al. LR Code-specific x x
Yan et al. LR General purpose x x x
Lei et al. LR,HR General purpose x x x
Mohammadkhani et al. HR Code-specific x x
Macedo et al. HR Code-specific x x
Luo et al. LR,HR Code-specific x x x
Pan et al. HR Code-specific x
Karanjai et al. HR General purpose x x
Froimovich et al. LR,HR Code-specific x x x
Hong and Ryu LR,HR General purpose x x
Luo HR General purpose x x
Yang et al. HR General purpose x x x x
Cassano et al. LR,HR Code-specific x x
Liu et al. LR,HR Code-specific x x
Nitin LR,HR Code-specific x x x
Sekender et al. LR,HR General purpose x x x
Aljagthami et al. HR General purpose x x x

Table 3: Systematic literature matrix.

identify gaps and unresolved challenges in current
methodologies. Compared to traditional CT (non-
LLM-based), the primary limitations of LLM stem
from constraints in context length, lack of determin-
ism, and reasoning limitations (Pan et al., 2024).
While LLMs can generalize from a limited number
of examples, their effectiveness is restricted by the
size of the context window, limiting the complexity
of tasks they can process in a single prompt. Addi-
tionally, their reasoning capability is constrained by
token limits, leading to weaker performance in cer-
tain few-shot reasoning tasks. However, techniques
such as chain-of-thought prompting can improve
results by facilitating more structured and coherent
outputs (Wang et al., 2023).

While frameworks provide essential support for
LRPL code translation, they may not be effective
for languages that have not been included in a
model’s training data. However, strategic prompt-
ing techniques may enable models to generate
useful data for low-resource languages, although
implementing this efficiently remains a challenge
(Cassano et al., 2024).

Despite these advances, real-world software
projects often involve multiple interdependent files,
each containing hundreds of lines of code, mak-
ing the current function-by-function translation ap-
proach insufficient. A modular strategy is currently
being developed to address this challenge (Nitin,

2024).
Furthermore, FT frameworks enhance the perfor-

mance of open-source models, facilitating advance-
ments in AI-native software development. Open-
source contributions are expected to play a pivotal
role in improving the entire lifecycle of AI-driven
programming tools (Di et al., 2024).


