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Abstract

This study uses multilingual BERT to
examine sentiment transfer in the Hong
Kong Court Interpreting Corpus (HKCI).
The corpus comprises 101 audio
recordings from trials at the High Court of
Hong Kong, organized into four sub-
corpora: English source (ES), interpreted
Cantonese (IC), Cantonese source (CS),
and interpreted English (IE). BERT-
derived sentiment scores were
predominantly negative across all four
sub-corpora, with significant pairwise
differences. In the Cantonese-to-English
(C2E) direction, model-derived scores
were less negative in the interpreted output
than in the source. In the English-to-
Cantonese (E2C) direction, the opposite
tendency was observed. However, BERT
showed low agreement with the human
reference labels (κ = 0.23), and the error
analysis showed that most source-target
polarity mismatches involved classifier
errors rather than genuine sentiment shifts.
The findings should therefore be read as
exploratory and model-derived corpus
tendencies. The study highlights both the
potential and the limits of off-the-shelf
sentiment tools for Cantonese-English
courtroom interpreting.

1 Introduction

Professional standards require court interpreters to
preserve the register, style, and tone of the source
speech (EULITA, 2013). In practice, small
changes in pragmatic meaning may make a
speaker sound more certain or more emotionally
marked than in the original. In legal settings, such
changes may affect how witness testimony is
perceived (Berk-Seligson, 2017).
This issue is especially relevant to Cantonese–

English court interpreting. Cantonese utterance
particles are used to express attitudes, emotions,
and illocutionary force (Luke, 1990). These
particles often have no direct equivalents in

English and are difficult to interpret (Leung and
Gibbons, 2009). Recent work has shown that
Cantonese particles may modulate pragmatic
force during witness examinations (Wong, 2025).
Existing studies have examined non-renditions
(Cheung, 2017; Wong, 2023) and clarification
acts (Cheung-Pease and Pease, 2023), but few
studies have quantitatively examined how
sentiment is transferred across Cantonese and
English in authentic court interpreting.
Computational sentiment analysis has recently

entered interpreting studies. Huang et al. (2025)
found a moderate correlation between sentiment
gap scores and human assessments of interpreting
accuracy. Xu et al. (2025) showed that
interpreting direction may affect sentiment in
United Nations simultaneous interpreting. These
studies, however, do not address authentic
Cantonese–English courtroom data. The
suitability of multilingual BERT for Cantonese
legal discourse also remains uncertain. This study
therefore applies multilingual BERT to the Hong
Kong Court Interpreting Corpus (HKCI). Because
the model has not been validated for Cantonese
legal discourse, the analysis is exploratory.
Sentiment scores are treated as model-derived
indicators of corpus-level patterns rather than
precise measures of how sentiment was conveyed
in each interpreted sentence.
The study addresses two research questions:

RQ1: How do sentiment scores vary across source
and interpreted court speech?
RQ2: What role does interpreting direction play in
these differences?

2 Related work

Research on Hong Kong court interpreting has
shown that interpreted output is not always
pragmatically neutral. Cheung (2017) found more
non-renditions in Cantonese than in English.
Wong (2023) related this pattern to interpreters’
positioning toward courtroom participants with
different institutional roles. Cheung-Pease and
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Pease (2023) also showed that clarification
patterns are shaped by courtroom power relations.
Work on Cantonese utterance particles further
suggests that interpreters may use particles to
maintain modality or adjust pragmatic force
(Leung and Gibbons, 2009; Wong, 2025). Taken
together, these studies indicate that both language
structure and institutional context may shape
interpreted courtroom discourse.
Sentiment analysis offers one way to examine

such patterns at scale. Huang et al. (2025) used
lexicon-based tools to study sentiment-bearing
words in interpreting. Xu et al. (2025) used a
BERT-based classifier to analyse bidirectional
simultaneous interpreting at the United Nations.
They found that interpreting direction may affect
target-speech sentiment. In legal interpreting, Yi
(2026) applied computational models to study
Mandarin–English courtroom data and suggested
that omissions may affect the sentiment of lawyer
questioning. Yet authentic Cantonese–English
courtroom discourse remains underexamined.

3 Methodology

3.1 Corpus

The study uses data from the Hong Kong Court
Interpreting Corpus (HKCI), compiled from 101
audio recordings of five sexual assault trials heard
in the High Court of Hong Kong. The data cover
approximately 100 hours of courtroom interaction
(Leung and Gibbons, 2009).
Speakers are coded by role and language

following the HKCI coding scheme. BPE refers to
prosecution barrister’s English utterance, BDE to
defence barrister’s English utterance, JE to
judge’s English utterance, WC to witness’s
Cantonese utterance, WE to witness’s English
utterance, DC to defendant’s Cantonese utterance,
ICT to interpreter’s Cantonese translation, and
IET to interpreter’s English translation. The
corpus is organized into four sub-corpora (see
Table 1): English source speech (ES), interpreted
Cantonese (IC), Cantonese source speech (CS),
and interpreted English (IE).

Corpus Tokens Source

ES 85,342 English speech

IC 93,455 Interpreted Cantonese
speech

CS 91,432 Cantonese speech

IE 85,327 Interpreted English
speech

Table 1: Overview of ES, IC, CS, and IE sub-corpora.

3.2 Analytical procedures

Sentiment analysis was conducted using
nlptown/bert-base-multilingual-uncased-sentiment
(NLPTown, 2020). The model was selected
because its multilingual BERT backbone can
process both English and Chinese text, and
multilingual BERT has been used in recent
interpreting research (Xu et al., 2025). This choice
supports comparison with earlier work. However,
the sentiment classifier was trained on product
reviews rather than legal discourse, so its use for
Cantonese courtroom discourse is exploratory.
For validation, 156 sentences were sampled.

The sample was stratified by sub-corpus and
BERT-predicted polarity, resulting in 39
sentences from each sub-corpus and 52 sentences
from each predicted polarity class. The validation
set was annotated by two Cantonese-speaking
raters. The raters first annotated independently
and then discussed disagreements. After
discussion, they agreed on 153 of the 156
sentences (κ = 0.97). BERT–human agreement
was calculated against Rater 2’s post-discussion
labels; using Rater 1’s labels produced a
comparable result (κ = 0.22). The same validation
set was also tested with an XLM-R-based
multilingual sentiment classifier (Conneau et al.,
2020). This alternative model did not improve
agreement with the human reference labels
(accuracy = 48.1%, κ = 0.13). The main analysis
therefore used this multilingual BERT-based
model for comparability with prior interpreting
research.
The model outputs probabilities over five star-

rating classes. These were grouped into three
polarity categories: P(neg) = P(1 star) + P(2 stars),
P(neu) = P(3 stars), and P(pos) = P(4 stars) + P(5
stars). A continuous model-derived sentiment
score was then defined as s = P(pos) − P(neg).



95

Since P(pos) and P(neg) are probabilities between
0 and 1, s is bounded between −1 and +1. Scores
were labelled positive if s > +0.1, negative if s <
−0.1, and neutral if −0.1 ≤ s ≤ +0.1. The ±0.1 band
was used to avoid assigning polarity when
positive and negative probabilities differed only
slightly, and should be understood as an
operational choice rather than a validated
threshold.
The analysis was conducted at sentence level

(Lei and Liu, 2021). For RQ1, sentiment scores
were first screened using a corpus-wide IQR filter
(1.5 × IQR). Pairwise Welch’s t-tests with
Bonferroni correction were used to compare mean
sentiment scores across sub-corpora. Cohen’s d
and 95% bootstrap confidence intervals are
reported in Table 3. For RQ2, sentiment gap
scores (target − source) were compared across
directions using a Mann–Whitney U test.
Agreement between BERT and the human
reference labels was low (κ = 0.23; accuracy =
48.7%) and varied across sub-corpora (IE: κ =
0.46; CS: κ = 0.27; IC: κ = 0.15; ES: κ = 0.04).
These figures indicate that the model is not well
calibrated for this Cantonese-English courtroom
corpus. The results are therefore interpreted as
model-derived corpus tendencies rather than
precise sentence-level classifications.

4 Results and discussion

4.1 RQ1: Sentiment scores across sub-
corpora

Table 2 reports the descriptive statistics. All four
sub-corpora had negative mean sentiment scores,
which may reflect the adversarial nature of
courtroom discourse (Hale, 2002). The lowest
mean was found in IC (M = −0.424), followed by
CS (M = −0.253), ES (M = −0.180), and IE (M =
−0.071).

Corpus Mean SD Median N

ES −0.180 0.394 −0.234 12,062

IE −0.071 0.482 −0.049 10,589

CS −0.253 0.434 −0.303 10,589

IC −0.424 0.366 −0.538 12,062

Table 2: Descriptive statistics of sentiment scores
across four sub-corpora.

According to Table 3, all pairwise differences
were statistically significant after Bonferroni
correction, with adjusted p values below .0001.
On the −1 to +1 scale, the largest difference was
between IE and IC (mean difference = 0.353),
about 18% of the full scale range. The smallest
difference was between ES and CS (mean
difference = 0.073), indicating a small practical
difference despite statistical significance. This
shows why effect sizes are needed to clarify the
practical magnitude of the pairwise differences.

Pair Mean
diff. 95% CI Cohen

’s d

ES vs. IE −0.109 [−0.120,
−0.097] −0.248

ES vs. CS 0.073 [0.062, 0.083] 0.176
ES vs. IC 0.244 [0.235, 0.254] 0.641
IE vs. CS 0.181 [0.169, 0.194] 0.396
IE vs. IC 0.353 [0.341, 0.363] 0.831
CS vs. IC 0.171 [0.160, 0.182] 0.429

Table 3: Pairwise comparisons of sentiment scores.

4.2 RQ2: Effect of interpreting direction

In C2E, the mean sentiment gap was +0.181
(median = +0.096; mean absolute shift = 0.375),
suggesting that interpreted English was less
negative than the Cantonese source in model-
derived scores. In E2C, the mean gap was −0.244
(median = −0.236; mean absolute shift = 0.412),
suggesting that interpreted Cantonese was more
negative than the English source. The difference
between directions was significant (Mann–
Whitney U = 95,870,002, p < .001). Figure 1
illustrates this asymmetric pattern.
One possible explanation, supported by earlier

studies of Cantonese-English courtroom
interpreting, concerns Cantonese utterance

Figure 1: Sentiment shift by interpreting direction.
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particles. These particles can express stance and
attitude, often without direct English equivalents
(Leung and Gibbons, 2009). Wong (2025) shows
that interpreters use Cantonese utterance particles
to regulate turn-taking, assert authority, and
modulate pragmatic force in courtroom interaction.
In C2E interpreting, some particle-carried stance
may not be expressed directly in English. In E2C
interpreting, particles may add stance or pragmatic
force to the Cantonese output, which may partly
contribute to stronger negative model-derived
scores. This explanation remains tentative because
particle use was not directly annotated in the
present study.

4.3 Human validation and error analysis

Table 4 shows the confusion matrix between
BERT predictions and the human reference labels.
BERT agreed with the human labels in 76 of 156
cases (48.7%). In the validation set, the human
reference labels classified 74 sentences as neutral
and 61 as negative, whereas the stratified BERT
sample contained 52 sentences in each predicted
class. The matrix therefore shows that BERT did
not align well with the human label distribution in
this sample. In particular, many human-neutral
cases were assigned by BERT to negative or
positive categories.

BERT /
Human Negative Neutral Positive Total

Negative 32 18 2 52
Neutral 15 31 6 52
Positive 14 25 13 52
Total 61 74 21 156
Table 4: Confusion matrix between BERT predictions
and human reference labels.

The error analysis further cautions against a
strong interpretation of the directional findings.
We manually checked 30 source–target pairs
where BERT gave different polarity labels to the
source and target texts, with 15 pairs from C2E
and 15 from E2C. Only 2 pairs (6.7%) were
judged to show genuine sentiment shifts. The
other 28 pairs (93.3%) involved at least one
classifier error: 13 on the source sentence, 10 on
the target sentence, and 5 on both sides.
The overall error rate was the same across

directions: 14 of 15 pairs in C2E and 14 of 15
pairs in E2C involved classifier error. In C2E,
errors were concentrated on the Cantonese source
sentence (10/15 pairs). In E2C, errors were

concentrated on the Cantonese target sentence
(7/15 pairs), with four further pairs involving
errors on both sides. This suggests that the model
had particular difficulty with Cantonese
courtroom language. The RQ2 pattern should
therefore be treated as a model-derived tendency
that requires confirmation with Cantonese-adapted
sentiment tools. It should not be read as direct
evidence that interpreters strategically changed
sentiment.

5 Conclusion

This study applied multilingual BERT to the
HKCI and reported two exploratory findings. First,
model-derived sentiment scores were
predominantly negative across all four sub-
corpora, with significant pairwise differences.
This pattern points to uneven model-derived
sentiment distributions across the corpus. Second,
sentiment scores showed an asymmetry across
interpreting directions: in model-derived scores,
C2E renditions were less negative than their
Cantonese sources, while E2C renditions were
more negative than their English sources.
However, the error analysis shows that this
asymmetry may partly reflect classifier behaviour
on Cantonese text. While previous studies have
linked Cantonese utterance particles to affective
and pragmatic meanings, this possibility was not
examined directly in the present study and
therefore remains open for future investigation.
Future work could also explore whether sentiment
patterns vary across speaker roles (e.g., legal
professionals versus lay participants).
The main contribution of this paper is

methodological. The findings suggest that off-the-
shelf multilingual sentiment tools can help
identify potential corpus-level patterns in
Cantonese-English legal interpreting, but they
cannot by themselves support strong conclusions
about pragmatic equivalence. Future research
should combine corpus-based sentiment analysis
with discourse-pragmatic approaches and develop
tools better adapted to Cantonese-English
courtroom interpreting.
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