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Abstract

Optical Character Recognition (OCR) is a
critical preprocessing stage for enabling
machine translation (MT) and computer-
assisted translation (CAT) workflows on
Persian and Arabic printed and scanned
documents. Within the translation industry in
the Middle East, a substantial proportion of
documents handled by translators are still
received as scanned PDF files. This requires
OCR as an unmissable preprocessing step
before such documents can be integrated into
MT and CAT tools. However, the cursive
nature of these languages, positional letter
variation, and dense diacritics limit recognition
accuracy. We present a translation-oriented
OCR pipeline for Persian and Arabic that
combines systematic benchmarking of multiple
open-source and vision-language OCR systems
with targeted model adaptation. The framework
integrates preprocessing, normalization, and
structured post-processing, and further explores
fine-tuning possibilities using LoRA to
improve script-specific robustness. Through
experimental evaluation, the optimized system
achieves a mean Character Error Rate (CER) of
0.0224 for Persian and 0.0265 for Arabic,
corresponding to character accuracies above
97% and word accuracies of 89-90%.
Compared to baseline averages (CER =~ 0.18-
0.22), the improvement is substantial. The
resulting workflow produces stable output for
translation tools and consequently reduces
manual correction effort in large-scale
digitization and translation pipelines.

1 Introduction

Optical Character Recognition (OCR) has
significantly transformed the processing of
written material, enabling the conversion of
scanned pages or images into editable and
searchable text. In Persian and Arabic translation
workflows, OCR is not simply a supporting tool
but often an essential preprocessing step, since
many legacy source documents must be digitized
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before they can be used in machine translation
(MT) and computer-assisted translation (CAT)
systems. In practice, based on documented
evidence from multiple large-scale digitization
projects (Bergamaschi et al., 2022), a
considerable portion of documents still arrives as
scanned PDF files, requiring OCR prior to
downstream processing.

Historically, OCR systems for these scripts
have evolved alongside advances in artificial
intelligence. Early approaches were largely rule-
based and limited in flexibility. The rise of deep
learning introduced convolutional and recurrent
neural networks, which improved the modeling
of cursive structure and context-dependent
character shapes in Arabic-script languages
(Altwaijry & Al-Turaiki, 2021). Transformer-
based architectures have further advanced OCR
performance by enabling global line-level
modeling rather than segmented character
recognition, which 1is particularly useful for
complex layouts such as Persian Nastaliq script
(Tahir et al., 2020).

From a translation perspective, OCR output is
essential for building the required input text used
in neural machine translation systems. As a
result, research has increasingly focused on
closer integration between OCR and translation
pipelines. However, progress is constrained by
limited benchmarking resources tailored to these
scripts. Datasets such as KHATT and newer
Persian corpora like Idpl-pfod2 (Asadi-zeydabadi
et al., 2023) remain limited in scope, often
emphasizing  clean printed text  while
underrepresenting  dialectal and  historical
variations. Even standard preprocessing methods
such as noise reduction and contrast
enhancement require adaptation for diacritic-rich
scripts (Fateh et al., 2023).

Post-processing  techniques  have  also
improved, with language models increasingly
used to correct systematic OCR errors, especially
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those involving visually similar characters. These
approaches have reduced error rates to a great
extent, in some cases to below 2% on clean
inputs (Khosrobeigi et al., 2022). Commercial
systems such as Google Cloud Vision and
ABBYY have claimed to achieve strong
performance on Persian and Arabic, while open-
source tools like Tesseract have improved
through LSTM  and  transformer-based
enhancements (Smith & Reetz, 2024). In
parallel, these OCR systems are widely adopted
in cultural heritage digitization projects, where
they facilitate the conversion of fragile
manuscripts into structured digital resources that
can be integrated into translation memory
systems (Bergamaschi et al., 2022). Despite
these advances, concerns remain regarding bias
and uneven performance across dialects and
script variations. Addressing these issues
requires more diverse datasets and evaluation
frameworks that reflect linguistic variability
(Riggan et al., 2022). Overall, OCR for Persian
and Arabic is still not fully reliable for
unrestricted access to large-scale textual heritage
in translation contexts.

The considerations outlined above motivate
the present study, which aims to advance the
application of OCR in Persian and Arabic
translation contexts. Specifically, this research
develops and evaluates detection and recognition
strategies tailored to the structural characteristics
of these scripts. By combining methodological
analysis with practical implementation, the study
seeks to bridge the gap between theoretical OCR
research and applied translation technology,
ultimately facilitating improved access to Persian
and Arabic textual heritage.

2 Methodology

2.1 OCR Tools and System Design

This section outlines the approach adopted for
OCR in Persian and Arabic within translation-
oriented workflows. It begins with a systematic
examination of several open-source tools that
demonstrate potential for multilingual script
processing. Particular attention is given to their
handling of script-specific  characteristics,
including the continuous cursive connections
between letters, positional variation in character
forms, and the presence of fine diacritical marks
that may alter meaning or pronunciation. The
analysis  considers  system  architecture,
incorporates results from controlled evaluations
(e.g., character and word error rates derived from
targeted benchmarks), and identifies both

strengths and persistent limitations, as detailed in
our experimental evaluation (Section 3) and
informed by established OCR benchmarking
practices (Altwaijry & Al-Turaiki, 2021;
Khosrobeigi et al., 2022).
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Figure 1: Sample test images of Persian (top) and
Arabic (bottom) scripts. Both scripts are cursive and
right-to-left, with characters assuming different forms
depending on their position within a word—properties
that create the primary OCR challenges addressed in
this study.

Before examining OCR tools in detail, it is
helpful to briefly understand the similarities and
differences between Persian and Arabic scripts.
Both scripts share the same 28-letter core derived
from Classical Arabic and are written cursively
from right to left, with characters assuming
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different forms depending on their position
within a word (initial, medial, final, isolated).
However, Persian adds four letters (=5, 5,z ,) to
represent sounds not present in Arabic (Figure
1). The most consequential difference for OCR is
typographic: Arabic is typically printed in the
Naskh style, which maintains a strong horizontal
baseline with relatively discrete ligatures.
Persian, in contrast, predominantly uses the
Nastaliq style, which is diagonal, heavily
ligatured, and exhibits extreme vertical
overlap—characters are stacked rather than
placed side by side. This distinction means that
Persian OCR must handle baseline instability and
stacked ligatures (e.g., [*%] rendered as a
single complex glyph), whereas Arabic OCR
prioritizes diacritic accuracy and long connected
components. Understanding this difference is
essential for interpreting the language-specific
performance results presented in Sections 3 and
4.

Based on our controlled benchmark
experiments (detailed in Section 3), we observed
notable variation in performance across tools,
depending on both the dataset and script
characteristics. These findings are consistent
with prior comparative studies on Arabic OCR
(Tahir et al., 2020; Riggan et al., 2022). Systems
such as DeepSeek and PaddleOCR VL tend to
achieve strong results on relatively clean Arabic
benchmarks, often exceeding 97% character
accuracy. For Persian, models such as
Khanandeh and hybrid architectures combining
Convolutional ~Recurrent Neural Network
(CRNN) (Shi et al., 2017) with Character Region
Awareness for Text Detection (CRAFT) (Baek et
al., 2019) perform comparatively well, typically
reaching accuracy levels within the 90-98%
range. Tools like EasyOCR and RapidOCR are
effective in handling right-to-left scripts at a
basic level; however, their performance declines
on more complex cursive layouts, where word
error rates may remain between 15% and 30%.
Across systems, two consistent limitations can be
observed: reduced robustness when processing
handwritten material and a tendency to perform
better on standardized modern fonts than on
more diverse or historical styles (Figure 2).

2.2 Dataset Preparation and Model Training
The initial dataset required iterative refinement
to address script-specific challenges in Persian
and Arabic OCR. We began with the publicly
available

"Persian_Arabic_TextLine Image Ocr Small"
dataset from Hugging Face.
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Figure 2: System architecture of proposed Persian
/Arabic OCR pipeline showing preprocessing, layout
detection, recognition, and post-processing stages.

Early experiments revealed inconsistencies
affecting recognition performance, prompting a
structured preprocessing pipeline.

This pipeline included:

(1) explicit language tagging,

(i) balancing Persian and Arabic samples,

(iii) character normalization, and

(iv) conversion of Latin digits to Persian
numerals.

The digit normalization step alone was
associated with an increase in baseline character-
level accuracy to approximately  74%,
highlighting the sensitivity of OCR systems to
script-consistent numeric representation. In this
work, "normalization" refers to the application of
a deterministic character mapping function that
converts orthographic variants to canonical
Persian/Arabic  forms. The normalization
function operates on OCR output strings and
applies the following transformations: (1) Arabic
[¢] — Persian [S]; (2) Arabic [¢] — Persian
[s]; (3) alternative hamza representations (e.g., )
& ,5,)) — normalized forms based on context;
(4) removal of non-standard diacritics that do not
affect meaning in modern Persian prose.
"Normalized CER" refers to the Character Error
Rate computed after applying this normalization
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function to both the OCR output and the ground
truth text, measuring character accuracy after
canonicalization. This metric isolates visual
recognition errors from orthographic variation,
providing a fairer comparison across datasets
with inconsistent annotation conventions. For
instance, the numeral sequence "123" appearing
in a Persian document is converted to ")YY"
(Persian digits), and "2024" becomes "Y:YY"
This step is critical because OCR models trained
predominantly on Latin digits systematically
misrecognize Persian numerals (e.g., confusing
"o" with "3"), leading to cascading errors in date
and numeric value extraction. For full-page
evaluation, we additionally employed the
Arshasb dataset, comprising approximately 1,000
Persian pages with high-quality ground truth
annotations.

A comparative evaluation of multiple OCR
models identified two particularly strong
performers. DeepSeek OCR achieved the highest
accuracy for Persian while maintaining
competitive results for Arabic. This superiority
stems from three architectural advantages: (1) its
two-stage transformer encoder-decoder
compresses image information into compact
tokens while preserving contextual dependencies
— crucial for Nastaliq's diagonal stacking; (2)
full-page processing maintains global context
necessary for accurate diacritic and ligature
recognition; and (3) training on a diverse
multilingual corpus reduces inherent bias toward
Arabic character forms, avoiding systematic
substitutions (e.g., Persian [<S] rendered as
Arabic [¢]) that affect Arabic-pretrained models.

The Qari model family (versions 0.1, 0.2, and
0.2v2) (Wasty et al., 2025) demonstrated the
most consistent performance across both
languages. These models are fine-tuned versions
of Qwen2-VL-2B-Instruct, optimized for Arabic
OCR with support for diacritics (tashkeel) and
diverse document layouts. Throughout this
paper, "strict mode" refers to a constrained
decoding configuration where the model is
explicitly instructed to avoid outputting Arabic
substitute forms when processing Persian text.
This is implemented via (a) a system prompt
forbidding specific character substitutions (e.g.,
"do not use Arabic ¢ or "), and (b) setting the
model's temperature parameter to 0.1 (low
randomness) to reduce hallucinations. The 0.2-
strict variant additionally applies a post-hoc filter
that rejects any output containing banned Arabic
characters, forcing a re-generation attempt.
Standard (non-strict) variants use default

temperature (0.7) without character restrictions.
Notably, Qwen-based architectures, including
Qari, exhibited significant sensitivity to prompt
design.

For model adaptation, we fine-tuned the Qari
OCR 0.2.2.1 VL 2B Instruct model using Low-
Rank Adaptation (LoRA) within a PyTorch
environment on GPU hardware. The training
dataset consisted of 16,000 samples, with an
additional 2,000 samples reserved for validation.
Training was conducted over two epochs,
completing in approximately 56 minutes. During
this process, training loss decreased from 0.0484
to 0.0352, while validation loss improved from
0.0635 to 0.0561 (Figure 3).

Distribution of CER Distribution of WER
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Figure 3: Comparative Performance Distribution of
Selected Open-Source OCR Tools on Persian and
Arabic Test Dataset

2.3 Evaluation and Final Pipeline
The complete pipeline consists of the following
sequential stages:

e Preprocessing: (i) grayscale conversion,
(i) deskewing (using OpenCV's affine
transformation with angle detection),
(iil) size normalization (width capped at
512 pixels, height at 64 pixels for
textline images).

e Recognition: (iv) full-page layout
detection and compression using
DeepSeek OCR, (v) text recognition
using fine-tuned Qari 0.2-strict with
LoRA adapters.

e Post-processing: (vi) regex-based
normalization (e.g., substituting Arabic
[<)] with Persian [¢] ,[<S] with [«]), (vii)
LLM-based contextual correction using a
prompted language model to resolve
remaining morphological ambiguities.

Evaluation metrics centered on Character
Error Rate (CER) and Word Error Rate (WER),
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both computed using Levenshtein (edit) distance
at the character and word levels respectively,
following standard ICDAR protocols (Rice et al.,
1995). CER is defined as (S + D + I) / N, where
S = substitutions, D = deletions, I = insertions,
and N = total characters in ground truth. WER
follows the same formulation at the word level.
Additionally, we report chrF2 scores to capture
character n-gram similarity, which is particularly
informative for Persian and Arabic given their
rich morphology. Initial experiments indicated
that the Qari model achieved approximately 45%
accuracy for Persian, largely due to bias toward
Arabic representations; however, the application

of normalization procedures and more
constrained prompting strategies increased
performance to  around 80%.  Hybrid

configurations further contributed to efficiency
gains in the range of 15-20%.

When evaluated on mixed Persian and Arabic
datasets, the system achieved word accuracy
levels between 85% and 95%, with processing
times below 10 seconds per page on standard
GPU hardware. The resulting workflow
generates translation-ready text while reducing
the extent of manual correction required for
corpus construction in neural machine translation
applications.

3 Results

3.1 Impact of Normalization and Strict Modes
The grouped bar chart presents a comparison
between raw CER values and normalized outputs
across multiple base models, with strict variants
included  where  applicable.  Substantial
reductions are observed for the Qari and Hezarai
models, where raw error rates often exceed 0.5—
0.6 but decrease to approximately 0.1 or lower
following normalization, resulting in more
consistent clustering. In contrast, DeepSeek and
PaddleOCR VL begin with relatively lower
baseline CER values (around 0.2) and therefore
exhibit more limited relative improvement.
Tesseract and RapidOCR display the largest
differences between raw and normalized outputs,
suggesting that their error patterns are more
amenable to post-processing corrections.

The chart supports the earlier observation that
many outputs categorized as “high-error” are not
necessarily unusable; rather, a large share of the
errors  consists of  systematic  character
substitutions arising from script overlap. After
normalization, these outputs often reach a level
of quality that is sufficient for integration into
translation pipelines (Figure 4).

CER (lower is better)

o
EY

o
o

14
IS

o
w

o
N

CER: Raw vs Normalized (by base model)

Raw (Strict)
Normalized (Non-Strict)

o
s

o
)

Figure 4: CER: Raw vs Normalized (by Base Model)

3.2 Model Ranking Consistency Across Metrics
The line chart illustrates how each model’s
ranking (with lower wvalues indicating better
performance) varies across five evaluation
metrics: CER, WER, chrF2, Character Accuracy,
and Word Accuracy. DeepSeck variants, both
standard and strict, demonstrate notable stability,
consistently ranking within the top five positions
with only minor fluctuations.

Model Ranking Consistency Across Metrics
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Figure 5: Model Ranking Consistency Across Metrics

PaddleOCR VL and NanoNets also maintain
relatively stable positions within the top ten. In
contrast, Qari variants exhibit greater variability,
performing strongly on metrics such as chrF2
while showing weaker results on WER. Tesseract
and RapidOCR generally remain in the lower half
of the ranking and display less consistent
behavior. The relatively flat ranking trajectories
observed for DeepSeek and PaddleOCR VL
suggest balanced performance across metrics,
whereas more variable patterns, as seen in Qari,
reflect strengths in certain areas but limitations in
others. This consistency analysis supports the
selection of DeepSeek for the final pipeline, as
stable cross-metric performance is particularly
important for translation workflows, where
reliability tends to outweigh isolated peaks in
performance (Figure 5).

3.3 Character vs Word Error Correlation
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The scatter plot examines the relationship
between Character Error Rate (CER) and Word
Error Rate (WER) across all evaluated OCR
models and their variants on Arabic text samples.
The distribution of points follows an almost
linear trend, indicating a strong positive
correlation between the two metrics: increases in
character-level errors are closely associated with
increases in word-level errors (Figure 6).
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Figure 6: Character vs Word Error Correlation on
Arabic Samples

Most models are concentrated in the lower-left
region of the plot (CER and WER below 0.4),
suggesting generally strong performance on
clean printed Arabic text. Variants of
DeepSeekOCR, along with certain strict
configurations (e.g., qari0.2v2-strict, suryaocr-
strict), occupy the lowest region, reflecting
minimal error rates. In contrast, older or less
specialized systems such as Tesseract and
Nougat-large appear more dispersed and are
associated with higher error levels.

3.4 Model Performance Ranking

The horizontal bar chart presents a ranking of
OCR models and their variants based on mean
CER values for Arabic test samples, where
shorter bars indicate better performance (Figure
7).
Models such as Tesseract (Smith, 2007; Smith
& Reetz, 2024), Nougat-large (Blecher et al.,
2023), and several non-strict configurations are
positioned toward the lower end of the ranking,
reflecting comparatively higher error rates.
Overall, the results suggest that recent vision-
language models, particularly when fine-tuned or
guided by stricter prompting strategies, offer

superior  performance on  Arabic  text.
DeepSeekOCR’s  consistently strong results
indicate effective handling of diacritics,

ligatures, and right-to-left script flow, even with
limited post-processing.

arabic: Model Performance Ranking (lower is better)
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Figure 7: Model Performance Ranking on Arabic
(Lower Mean CER = Better).

These outcomes are particularly relevant for
translation applications, where higher character
accuracy contributes directly to cleaner input for
neural machine translation systems and improved
preservation of semantic detail. As demonstrated
by Darwish et al. (2017), even minor character-
level errors in morphologically rich languages
like Arabic can propagate through MT systems
and alter semantic interpretation significantly.

3.5 Ablation Study

To assess the individual contribution of each
component in the proposed OCR pipeline, a
systematic ablation study was conducted on the
Persian test set consisting of 120 samples. Five
experimental configurations were evaluated,
each removing or modifying a specific
component of the pipeline in order to measure its
impact on overall recognition performance:

e (A) Full pipeline: Preprocessing
(including numeral conversion) —
DeepSeek layout analysis — fine-tuned
Qari — regex-based normalization —
LLM-based correction.

e (B) Without numeral conversion:
Identical to the full pipeline, except that
digit normalization was omitted and
Latin digits were preserved.

¢ (C) Without regex normalization:
Identical to the full pipeline, but the rule-
based character normalization stage was
removed.

¢ (D) Without LLLM correction: Identical
to the full pipeline, but without the
contextual correction stage performed by
the language model.

¢ (E) Without fine-tuning: The complete
pipeline was retained, but the fine-tuned
Qari model was replaced with the
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original Qari 0.2 base model, without
LoRA adaptation.

Table 1 summarizes the results in terms of
Character Error Rate (CER) and Word Error
Rate (WER).

Table 1. Ablation study results on the Persian test set

Configuration CER WER Relative
(Mean) (Mean) Change vs.
Full Pipeline
(A) Full pipeline 0.0224 0.107 —
(B) Without 0.0242 0.116 +8% CER,
numeral +8% WER
conversion
(C) Without regex 0.0294 0.142 +31% CER,
normalization +33% WER
(D) Without LLM 0.0291 0.139 +30% CER,
correction +30% WER
(E) Without fine- 0.0593 0.287 +165% CER,
tuning (base Qari) +168% WER

The results clearly demonstrate that model
fine-tuning provides the largest performance
improvement. Replacing the base Qari model
with the fine-tuned version reduces CER from
0.0593 to 0.0224, corresponding to a relative
reduction of approximately 62%. Furthermore,
both regex-based normalization and LLM-based
correction contribute substantially to the overall
accuracy, each yielding around a 30% relative
improvement compared with configurations in
which these stages are removed. In contrast,
numeral conversion produces a smaller but still
measurable gain of roughly 8%.

Overall, the ablation study confirms that each
component of the proposed pipeline contributes
positively to recognition performance. The
findings also support the effectiveness of the
two-stage post-processing strategy, in which
rule-based normalization first resolves systematic
character-level inconsistencies, while the LLM
subsequently addresses context-sensitive
linguistic and morphological ambiguities that
cannot be captured through handcrafted rules
alone.

4 Discussions on Experimental Results

The experimental results provide a detailed
overview of how targeted customization can
improve OCR performance for Persian and
Arabic scripts, while also indicating that script-
specific challenges are not yet fully resolved. A
central outcome is the performance of the
adapted  DeepSeekOCR  model,  which
consistently exceeds average results across major
evaluation metrics, demonstrating the

effectiveness of data-efficient fine-tuning on
relatively small datasets such as Arshasb.

Our optimized pipeline achieves a mean CER
of 0.0224 for Persian and 0.0265 for Arabic. To
contextualize these results: Altwaijry & Al-
Turaiki (2021) reported character accuracies of
90-95% on printed Arabic text using CNN-based
recognition (CER = 0.05-0.10). Khosrobeigi et
al. (2022) achieved approximately 96% character
accuracy (CER = 0.04) on Persian using
bidirectional LSTM models. Asadi-zeydabadi et
al. (2023) reported 78.49% accuracy with CRNN
and 81.32% with Vision Transformer on their
Persian  dataset. Our improvements are
particularly notable in three areas: (1) reduction
of the Persian—Arabic performance gap from
approximately 0.04 CER in baseline models to
0.004 in our fine-tuned system, (2) lower
standard deviation across test samples (0.0160
for Persian, 0.0113 for Arabic) indicating greater
robustness, and (3) LoRA-based fine-tuning
achieving these gains with only two epochs of
training on 16,000 samples, demonstrating data
efficiency superior to prior work requiring larger
annotated corpora.

The broader statistical analysis reinforces
these observations. Across all evaluated systems,
Persian presents greater difficulty, with average
word error rates around 0.38 compared to
approximately 0.30 for Arabic. This discrepancy
likely reflects the imbalance in pre-training data,
where many vision-language models remain
more extensively trained on Arabic. The adapted
DeepSeekOCR model reduces this gap through
full-page fine-tuning using a LoRA configuration
on 16,000 training instances. As a result, the
final CER values for Persian and Arabic are
relatively  close  (0.0224 and  0.0265,
respectively), whereas baseline systems such as
Qari display more pronounced divergence (e.g.,
0.0602 for Persian versus 0.0177 for Arabic).
Additional evaluation using chrF2 scores
supports these findings, with averages of 94.66
for Persian and 92.25 for Arabic, indicating
robust handling of morphological complexity.

5 Final remarks

This study set out to answer two primary
questions: (1) Can a translation-oriented OCR
pipeline achieve character error rates below 0.05
for Persian and Arabic? (2) To what extent can
targeted model adaptation close the performance
gap between these two scripts? The results
demonstrate that OCR performance for Persian
and Arabic can be significantly improved
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through targeted preprocessing and model
adaptation, achieving a mean CER of 0.0224 for
Persian and 0.0265 for Arabic—well below our
target threshold. Furthermore, fine-tuning
reduced the Persian—Arabic performance gap
from approximately 0.04 CER in baseline
models to just 0.004. However, challenges
remain, particularly in handling noisy scanned
inputs and structurally complex script variations.
A key finding is that normalization plays a
critical role in stabilizing OCR output, often
transforming high-error predictions into usable
text for translation workflows. This is
particularly important in CAT environments,
where consistency of input directly affects
translation memory quality.

Another important observation is the
asymmetry between Persian and Arabic
performance in baseline models, which appears
to be linked to training data bias. Fine-tuning
reduces this gap, indicating that relatively small
domain-specific datasets can still provide
meaningful improvements when combined with
parameter-efficient adaptation techniques.

From a translation perspective, OCR should
not be treated as an isolated recognition task but
as an integral component of the broader
translation pipeline. Errors at the character level
propagate through MT systems and can
significantly affect semantic accuracy, especially
in morphologically rich languages.
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