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Abstract 

The growing volume of legislative and 

regulatory translation in Saudi Arabia has 

created an increasing need for reliable 

Arabic–English machine translation (MT) 

solutions in the legal domain. However, 

Neural Machine Translation (NMT) 

systems trained on general-domain data 

perform poorly on legal texts due to 

terminological density, formulaic 

structures, and jurisdiction-specific 

drafting conventions. A major obstacle to 

domain adaptation for Arabic legal MT is 

the scarcity of large, high-quality, and 

publicly accessible parallel corpora 

representing national legislation. This 

study addresses this gap by constructing a 

specialized Arabic–English parallel corpus 

of Saudi investment laws and regulations 

compiled from official governmental 

sources. The paper documents the 

challenges involved in legal text 

extraction, OCR processing, cleaning, and 

alignment. Using this corpus, a pilot 

domain-adaptation experiment is 

conducted by fine-tuning the OPUS-MT 

Arabic–English model. Preliminary 

evaluation indicates that exposure to in-

domain legal data improves terminology 

handling and structural adequacy 

compared to the baseline generic model.  

Introduction 

Although Neural Machine Translation (NMT) has 

achieved strong performance in general domains, 

its effectiveness declines in specialised fields such 

as law, where domain-specific terminology and 

formulaic structures dominate (Chu and Wang, 

2018; Koehn and Knowles, 2017). Legal 

translation is widely recognised as one of the most 

challenging translation domains due to its system 

specificity. Studies evaluating MT output for 

Arabic legal texts report mistranslation of legal 

terminology, incorrect rendering of modality, and 

syntactic distortions (Alkatheery, 2023; Farghal et 

al., 2025). A widely recognised solution in MT 

research is domain adaptation, particularly through 

fine-tuning generic NMT models on in-domain 

parallel corpora (Chu and Wang, 2018; Koehn and 

Knowles, 2017). However, the effectiveness of this 

approach depends heavily on the availability of 

high-quality, domain-specific bilingual data. 

A major obstacle in the Arabic legal MT is the 

absence of large, accessible Arabic–English legal 

parallel corpora. Not only that most of the existing 

Arabic parallel corpora have limited accessibility, 

but they tend to be general-domain (Al-Ajmi, 

2004; Alotaibi, 2017; Tiedemann, 2012) or based 

on international institutional texts such as United 

Nations documents or the EU (Eisele and Chen, 

2010; Habash et al., 2017; Ziemski et al., 2016). 

While these datasets are valuable, they do not 

reflect the linguistic, legal, cultural, and 

institutional specificities of the national legislation. 

Moreover, Arabic legal corpora are small in scale, 

restricted in access, or compiled for purposes other 

than MT training (BinMasad and Alotaibi, 2024; 

El-Farahaty et al., 2023). As a result, research on 

Arabic legal MT has largely focused on error 

analysis and evaluation of generic systems rather 

than on building domain-adapted NMT models 

grounded in locally relevant legal data (Alkatheery, 

2023; Farghal et al., 2025). 

This gap is particularly significant in the Saudi 

context. Saudi Arabia’s Vision 2030 aims at 

expanding the country’s role in global trade and 

foreign investment. Consequently, the demand for 

high-quality translation of legal and regulatory 

texts has increased. The urgency of translating 

investment laws and regulations is further assured 

by the royal decree (General Secretariat of the 

Council of Ministers, 2024) issued in January 

2024, which stipulates the translation of all 
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investment laws and regulations issued by all 

governmental sectors in Saudi Arabia, especially 

the laws and regulations related to foreign 

investments. However, legal translation practices 

within the translation department at the Bureau of 

Experts (BOE) continue to rely on human 

workflows regardless of the increase in the 

translation volume. A customised, domain-adapted 

MT system trained on Saudi legal investment laws 

and regulations could therefore contribute to 

improving translation efficiency, consistency, and 

terminological standardization, while supporting 

human translators’ workflows. 

Addressing this need requires two 

interconnected steps: (1) creating a specialised 

Arabic–English parallel corpus of Saudi 

investment laws and regulations, and (2) using this 

resource to adapt a generic NMT model for the 

legal domain. This study undertakes both tasks. 

First, it presents the compilation of a large-scale 

parallel corpus of Saudi investment-related legal 

texts, documenting the technical and linguistic 

challenges of data extraction, cleaning, and 

alignment. Second, it investigates the feasibility of 

domain adaptation by conducting a pilot fine-

tuning experiment using the OPUS-MT Arabic–

English model (Tiedemann, 2012). The study 

evaluates the extent to which exposure to domain-

specific legal data improves translation quality 

compared to the baseline generic model. 

The paper makes the following contributions: 

1. It builds one of the largest Arabic–English 

parallel corpora of Saudi legal texts in the 

investment domain. 

2. It proposes a practical pipeline for 

handling the technical challenges of 

Arabic legal text extraction and AI-

assisted alignment. 

3. It provides initial empirical evidence on 

the impact of domain-specific fine-tuning 

on NMT performance for Saudi legal 

translation. 

By combining resource creation with model 

adaptation, this research contributes toward the 

development of practical MT solutions for Arabic 

legal translation. 

1 Related Work 

Section 2 reviews research on Arabic parallel 

corpora, Arabic legal corpora, and MT of Arabic 

legal texts. It highlights the main challenges in each 

area and identifies the key gaps that motivate this 

study. 

1.1 Arabic Parallel Corpora 

Parallel corpora constitute a core resource for both 

translation studies and data-driven MT. However, 

Arabic remains comparatively less-resourced in 

terms of large, high-quality, and publicly accessible 

bilingual datasets (Alghamdi et al., 2023; Zeroual 

and Lakhouaja, 2018). Thus, the literature 

describes a small number  of Arabic-English 

parallel corpora, despite the growing interest 

among Arab scholars in parallel corpora (Alotaibi, 

2017). The complex features of Arabic language 

represent the main obstacles against its progress in 

Corpus Linguistics and contribute to making it a 

low resource language. Arabic is morphologically 

rich and has different sentence structures. A single 

word in Arabic often combines pronouns, 

conjugations, and gender. In addition, Arabic uses 

diacritics, the addition of short vowels to each 

word, which affects both pronunciation and 

meaning and results in two words with identical 

letters having completely different meanings 

(Zeroual and Lakhouaja, 2018). Consequently, 

these features pose significant challenges for 

Natural Language Processing (NLP), which 

negatively affects the performance of the corpus 

compilation applications such as Optical Character 

Recognition (OCR) programs and alignment tools. 

Arabic–English corpora often cannot be 

accessed as many of them are developed for 

specific research projects and are not made 

publicly available (Ahmad et al., 2017; Al-Ajmi, 

2004; Alkahtani, 2015; Alotaibi, 2017). Other 

available Arabic-English corpora consist of either 

online educational content (Guzman et al., 2013), 

or religious content (Altammami et al., 2020). 

Large-scale multilingual initiatives such as Open 

Parallel Corpus (OPUS) (Tiedemann, 2012) have 

significantly expanded Arabic parallel data, 

incorporating subtitles, institutional texts, and 

legislative materials. Nevertheless, OPUS data are 

heterogeneous in domain and translation quality, 

which limits their suitability for specialised legal 

MT. 

1.2 Arabic Legal Corpora 

In addition to the main challenge of Arabic being a 

low-resource language, Arabic legal corpora still 

face other challenges. Legal translation covers a 

wide range of text types with distinct linguistic 
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features. Therefore, it is essential to use corpora 

that are relevant to the specific subject matter of the 

study (Giampieri, 2023). For example, a corpus of 

court document or contracts cannot be used in this 

research as it focuses on the Saudi investment laws 

and regulations. Moreover, the confidentiality of 

legal texts constitutes a challenge for corpus 

compilers (Giampieri, 2023). 

As noted in Section 1, existing legal corpora 

involving the Arabic  language have largely been 

derived from international institutional texts, such 

as the United Nations Parallel Corpus, MultiUN, 

and Arab-Acquis (Eisele and Chen, 2010; Habash 

et al., 2017; Ziemski et al., 2016). The focus of 

these corpora on institutional discourse limits their 

usability for this study, as they do not reflect the 

drafting conventions of Saudi legislation. 

As a result of legal languages being country-

dependant, models trained on UN or EU texts may 

not generalise effective outputs of national 

legislative contexts such as the Saudi law. To the 

best of our knowledge, existing Arabic-English 

legal corpora compiled in regional research 

contexts are limited in size or have been created 

mainly for discourse or terminological analysis 

rather than MT model training (BinMasad and 

Alotaibi, 2024; El-Farahaty et al., 2023). This gap 

highlights the need for a specialised Arabic–

English parallel corpus of Saudi legal texts. Such a 

resource is important not only for improving the 

accuracy of MT, but also for ensuring that models 

reflect the linguistic and structural features of Saudi 

legislation. 

1.3 Machine Translation of Legal Texts 

Most research conducted on Arabic legal MT has 

focused on evaluating the output of MT systems 

rather than on improving the quality of the output 

(Alkatheery, 2023; Farghal et al., 2025). Common 

error types identified by this previous research 

include mistranslation of legal terminology, 

incorrect rendering of modality, and deviation from 

TL  legal drafting norms. These findings support 

the view that generic NMT systems trained on 

mixed-domain data are not optimal for legal 

translation tasks. 

A key solution proposed in MT research is domain 

adaptation, particularly through fine-tuning pre-

trained NMT models on in-domain parallel corpora 

                                                             
1 https://mc.gov.sa/en/Regulations/Pages/default.aspx 

(Accessed on 15/03/2024) 

(Chu and Wang, 2018; Koehn and Knowles, 2017). 

Several studies show that even moderately sized, 

domain-consistent datasets can significantly 

improve terminology accuracy and stylistic 

adequacy in specialised translation (Alghamdi et 

al., 2023; Saunders, 2020). However, this strategy 

depends on the availability of high-quality domain-

specific data, an area where Arabic legal MT 

remains less-resourced. 

1.4 Research Gap 

The literature reveals three interconnected gaps: 

1. limited availability of large legal Arabic 

parallel corpora. 

2. reliance on international institutional legal 

texts rather than national Arab legislation; 

and 

3. research focus on evaluating generic MT 

rather than building domain-adapted NMT 

systems for Arabic legal translation. 

This study addresses these gaps by constructing an 

Arabic–English legal corpus of Saudi investment 

laws and regulations and by using this resource to 

investigate the impact of domain-specific fine-

tuning on NMT performance. 

2 Saudi Investment Laws and Regulations 

Parallel Corpus Compilation Process  

Section 3 describes the process of constructing the 

Saudi Investment Laws and Regulations parallel 

corpus. It outlines the data collection, the extraction 

of texts, and the challenges encountered in 

extracting the texts, particularly from Arabic texts 

in PDF format. It also presents the segmentation 

and alignment procedures used to produce parallel 

data, followed by an overview of corpus size and 

ethical considerations. 

2.1 Collecting Data  

The corpus compiled for this study consists of 

official Saudi investment-related laws and 

regulations and their English translations. Texts 

were collected from publicly accessible 

governmental sources to ensure authenticity. The 

following are the primary sources: 

1. The Ministry of Commerce (MOC)1 

2. The BOE2 

2https://laws.boe.gov.sa/BoeLaws/Laws/Folders/2 

(Accessed 20/02/2024) 

https://mc.gov.sa/en/Regulations/Pages/default.aspx
https://laws.boe.gov.sa/BoeLaws/Laws/Folders/2
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3. The Capital Market Authority (CMA)3 

4. The Saudi Central Bank (SCB) 4 

5. Zakat, Tax, and Customs Authority 

(ZATCA)5 

Additional governmental websites, including 

the Ministry of Finance and the Ministry of 

Investment, were initially considered during the 

data collection phase. However, the documents 

obtained from the Ministry of Finance were 

excluded because the Arabic and English versions 

were not parallel, making them unsuitable for 

inclusion in a bilingual corpus. Similarly, the 

documents available on the Ministry of Investment 

website were found to consist primarily of 

screenshots of content originally hosted on the 

BOE website. Therefore, these texts were retrieved 

directly from the BOE website. A small number of 

non-investment documents were also downloaded 

from the said website to ensure the corpus was 

sufficiently large.  

3.2 Data Extraction and OCR Challenges  

 All the documents collected for the corpus were 

initially in PDF format. An initial assessment stage 

followed the document collection stage, during 

                                                             
3https://cma.org.sa/RulesRegulations/Pages/default.asp
x (Accessed on 1/04/2024) 
4 https://www.sama.gov.sa/en-

us/lawsregulations/pages/bankinglaws.aspx (Accessed 

on 5/04/2024) 
5https://zatca.gov.sa/en/RulesRegulations/Pages/rules.a

spx (Accessed on 8/04/2024) 

which documents were classified based on their 

format and extractability. 

Arabic documents were found to fall into two 

categories: image-based PDFs (primarily from the 

BOE and the MOC), and text-based PDFs (from 

the CMA, SCB, and ZATCA). Image-based 

documents could not be processed using standard 

OCR tools; therefore, their content was manually 

retrieved from the corresponding webpages and 

transferred into editable files. In contrast, text-

based PDFs were processed through an OCR and 

PDF converters workflow. 

To support this process, a range of PDF 

converters and OCR tools were evaluated to 

identify those capable of extracting Arabic text 

with minimal manual correction. Freely available 

tools showed inconsistent performance: HiPDF 6 

failed to generate usable output, while NewOCR7 

and OCR.best 8  produced texts with significant 

spelling and formatting errors. OCRSpace 9 

delivered relatively accurate results but lacked 

consistency when processing full documents. 

ChatGPT was also tested for text extraction and 

cleaning; however, its output was unreliable, often 

incomplete, or contained hallucinated content. 

Consequently, ChatGPT was excluded from 

6 https://www.hipdf.com/ 
7 https://www.newocr.com/ 
8 https://www.ocr.best/ 
9 https://ocr.space/ 

Figure 1: Workflow for Extracting Texts from the STs Documents 

https://cma.org.sa/RulesRegulations/Pages/default.aspx
https://cma.org.sa/RulesRegulations/Pages/default.aspx
https://www.sama.gov.sa/en-us/lawsregulations/pages/bankinglaws.aspx
https://www.sama.gov.sa/en-us/lawsregulations/pages/bankinglaws.aspx
https://zatca.gov.sa/en/RulesRegulations/Pages/rules.aspx
https://zatca.gov.sa/en/RulesRegulations/Pages/rules.aspx
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regular use and retained only as a fallback option 

for particularly difficult cases. This evaluation 

demonstrated that no single tool was sufficient, 

necessitating a multi-tool strategy. 

The tool usage workflow was therefore designed 

as a sequential decision process applied primarily 

to Arabic texts. Extraction begins with ABBYY 

FineReader10; if unsuccessful, AvePDF11 is used as 

an alternative. When both tools fail, Adobe Acrobat 

Pro12  is applied, followed by i2TEXT13  for more 

complex cases. In cases where i2TEXT output 

contains spelling or structural inaccuracies, a 

combined i2TEXT and ChatGPT approach is used 

as a final fallback. Figure 1 presents the workflow 

adopted for processing and extracting texts from 

the ST documents. 

English translations follow a separate and more 

streamlined pipeline. As these documents are 

consistently text-based, Adobe Acrobat Pro was 

sufficient for extracting text directly from PDF 

files, after which the texts proceed to the cleaning 

and processing stage without the need for 

additional tools. 

3.3 Text Preparation and File Management  

All cleaned texts were stored as LibreOffice or 

Word files before conversion to plain text. A 

structured file-naming convention was adopted to 

facilitate traceability and alignment. Files were 

organized by source institution and language, with 

paired Arabic (ST) and English (TT) files sharing 

identical identifiers. This systematic organization 

supported reproducibility and streamlined later 

processing stages.  

Metadata for each document (source URL, title, 

download date, word counts, and notes on 

extraction issues) were recorded in Excel 

spreadsheets. This documentation ensured 

transparency of corpus construction and allowed 

problematic files to be tracked during cleaning and 

alignment. The resulting corpora contain 763,765 

Arabic words and 958,581 English words. 

3.4 Segmentation and Alignment Process 

Accurate alignment is essential for training NMT 

systems. However, legal texts pose challenges for 

standard sentence-level alignment due to long 

                                                             
10https://www.abbyy.com/?AFFILIATE=81902

&__c=1 
11 https://avepdf.com/?ref=producthunt 

sentences, enumerated clauses, and article-based 

structures. Moreover, the conversion process 

resulted in fragmented sentence structures, 

particularly in Arabic, where sentences were split 

across multiple lines. This fragmentation hindered  

the effective use of alignment tools such as LF 

Aligner and Trados. To address the challenges of 

aligning Arabic–English legal texts, an automated 

alignment pipeline was implemented in Python. 

Source documents in .docx and .odt formats were 

converted into plain UTF-8 text through XML 

extraction and cleaning. The texts were then 

segmented into manageable chunks using 

predefined delimiters to ensure processing stability. 

Manual segmentation was preferred over 

automatic segmentation due to structural 

differences between Arabic and English legal texts, 

where clauses are often merged, split, or reordered 

in translation. Automatic segmentation introduced 

cascading alignment errors, particularly given the 

variability in legal article length. Manually 

controlled segmentation therefore ensured a 

balance between contextual adequacy and 

computational efficiency. 

Alignment was performed using Google’s 

Gemini 2.5 Flash model through prompt-guided 

processing. Structured prompts were manually 

designed to guide sentence- or clause-level 

segmentation, handle headings and numbered 

articles, and align segments based on semantic 

equivalence rather than surface form. The model 

returned aligned outputs in structured JSON 

format, which were automatically validated and 

stored in a two-column Arabic–English format.  

3.5 Corpus Size  

Table 1 presents the data on the word count 

included in the corpus. The corpus includes a total 

of 193 legal documents, collectively containing 

763765 Arabic words and 958581 English words. 

 

 

 

 

 

 

12 https://www.adobe.com/acrobat/acrobat-

pro.html?msockid=2dc3012bf01268dc2ccc150bf
12a693c 
13 https://www.i2text.com/ 
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Source Number of 

documents 

Word in 

Arabic 

Word in 

English 

MOC 55 180,059 226,157 

BOE 81 211,856 267,949 

CMA 33 294,848 367,479 

SCB 13 46,633 57,720 

ZATCA 11 30,369 39,276 

TOTAL 193 763,765 958,581 

Table 1: Corpus details 

3.6 Ethical Considerations  

All texts included in the corpus are official legal 

documents intended for public dissemination. No 

personal or confidential data were involved. 

3 Experimental Setup and Results 

Section 4 explains how the experiments were 

designed to examine the impact of domain 

adaptation on Arabic–English legal NMT models. 

It outlines the baseline models, the preparation of 

the data, and the fine-tuning procedure. In 

addition, it describes how the models were 

evaluated, using both automatic metrics and 

qualitative analysis, with a focus on legal 

terminology, modality, and structural 

conventions. 

3.1 Baseline Model 

To evaluate the impact of domain adaptation, a 

baseline NMT system was selected from the 

OPUS-MT framework (Tiedemann, 2012). 

Particularly, the Arabic–English model was used as 

a representative generic NMT system trained on 

large-scale, heterogeneous parallel data. OPUS-

MT was chosen due to its open-source nature, 

which supports reproducibility and transparency 

(Tiedemann and Thottingal, 2020), as well as its 

ability to run locally without reliance on cloud 

services. This enables secure processing of 

sensitive legal texts and allows full control over the 

experimental environment (Tiedemann et al., 

2023). In addition, we have also used Google 

Translate (GT) as the second baseline due to the 

fact that GT is commonly used by end users. These 

baselines model therefore reflects the typical 

performance of publicly available MT systems 

when applied to specialised legal texts without 

domain-specific adaptation. 

                                                             
14 https://www.sketchengine.eu/ 

3.2 Data Preparation and Experimental 

Design 

The compiled Saudi Investment Legal Corpus 

was used to fine-tune the OPUS-MT baseline 

model. Prior to training, the dataset was divided 

into training, and test sets using a 90/10 split. The 

training set was used for fine-tuning, and the test 

set for evaluation. However, the test set was not 

randomly sampled but constructed through a 

corpus-driven procedure to ensure 

representativeness. It comprises 73,700 words out 

of 763,765 (≈10% of the dataset). 

A monolingual source-text corpus was compiled 

using Sketch Engine14 and treated as a focus corpus 

against arTenTen2024. Keyword analysis 

generated 150 terms, reduced to 106 domain-

specific legal terms after manual filtering. Term 

distribution was then examined via document 

frequency, distinguishing low-frequency (1–2 

documents) and relatively frequent items (≥5 

documents). Concordance analysis mapped these 

terms to their source documents, enabling 

document-level comparison and selection. Based 

on this comparison, a subset of texts was identified 

and subsequently reviewed manually. Eleven 

documents were selected for the evaluation stage 

based on two main criteria: topical diversity and 

word count. To ensure broad coverage of the Saudi 

investment legal domain, documents were selected 

from all the sources of the corpus. In addition, texts 

from different legal subdomains were included to 

expand terminological coverage. For example, the 

Law of Commercial Courts, the Law of 

Arbitration, and the Resolution of Securities 

Disputes Proceedings Regulations were selected 

because they contain judicial and procedural 

terminology, complementing documents focused 

on investment and financial matters. 

Word count was also considered during the 

selection process. To maximise textual variety 

within the target test-set size, documents with very 

high word counts were excluded, as their inclusion 

would have limited the number of texts that could 

be represented. Consequently, all selected 

documents contained fewer than 10,000 words, 

except for one document of approximately 15,000 

words.  

To assess representativeness, a reduced corpus 

of these documents was analysed. Of the 106 

terms, 86 were present in the subset. In addition, 
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basic linguistic features were verified, including 

obligation markers (على, لـ), conditional particles 

(e.g., حسبما, وفقاً, إذا, عند, متى), passive constructions 

 .(المشار, فقرة ,.e.g) and discourse markers ,(يتم)

The presence and distribution of these features 

indicate that the evaluation set captures relevant 

characteristics of legal discourse, which supports 

its suitability for legal domain evaluation. 

To assess the effect of domain adaptation, two 

experimental conditions were defined: 

1. Baseline conditions: Translation using the 

pre-trained OPUS-MT model and Google 

Translate 

2. Fine-tuned condition: Translation using 

the OPUS-MT model trained on the legal 

corpus  

3.3 Fine-Tuning Procedure 

OPUS-CAT 15  tool was installed on the 

computer. Then, the Arabic-English model was 

downloaded, and fine-tuned using a subset of the 

compiled corpus to evaluate the feasibility of 

domain adaptation in a pilot setting. The tool as 

used “out of the box”, meaning that we made no 

attempt to adjust any of the parameters of the 

translation engine. Instead, we used the default 

settings. The objective of this experiment was not 

to achieve optimal performance, but rather to 

examine whether exposure to domain-specific 

                                                             
15 https://github.com/Helsinki-NLP/OPUS-CAT 

legal data leads to measurable improvements in 

translation quality. 

3.4  Evaluation Metrics 

Translation quality was evaluated using both 

automatic metrics and qualitative analysis. We used 

MATEO 16  to compute scores across a range of 

automated evaluation metrics. In addition, a 

qualitative error analysis was conducted to assess 

improvements in: 

1. Legal terminology  

2. Modality rendering (e.g., shall, may) 

3. Structural correspondence to legal 

drafting conventions 

3.5 Results 

3.5.1 Automatic Evaluation 

 The results of the automatic evaluation are 

presented in Table 2 and Figure 2. The fine-tuned 

model shows an improvement over both baseline 

models across all metrics, indicating that domain 

adaptation using the compiled legal corpus has a 

positive effect on translation quality, even with 

limited training.  

 

4.5.2 Qualitative Analysis  

16 https://mateo.ivdnt.org/ 

Table 2: The results of the automatic evaluation 

metrics, including the confidence intervals, calculated 

using MATEO. 

 
OPUS-

MT 

baseline 

OPUS-MT 

fine-tuned 

Google 

Translate 

bertscore 

(μ ± 95% 

CI) 

83.6 

(83.6 ± 
0.2) 

86.7  

(86.7 ± 0.2) 
(p = 0.0010)* 

84.4 

(84.4 ± 0.2) 
(p = 0.0010)* 

bleurt (μ ± 

95% CI) 

64.7 
(64.7 ± 
0.4) 

70.2 
(70.2 ± 0.4)  
(p = 0.0010)* 

69.0 
(69.0 ± 0.3) 
(p = 0.0010)* 

comet (μ ± 

95% CI) 

79.0 

(79.0 ± 
0.3) 

82.1 

(82.1 ± 0.3) 
(p = 0.0010)* 

80.0 

(80.0 ± 0.3) 
(p = 0.0010)* 

BLEU (μ 

± 95% CI) 

23.3 
(23.3 ± 
0.5) 

30.7 
(30.7 ± 0.6) 
(p = 0.0010)* 

27.5 
(27.5 ± 0.5) 
(p = 0.0010)* 

chrF2 (μ ± 

95% CI) 

52.5 
(52.5 ± 

0.4) 

58.2 
(58.2 ± 0.4) 

(p = 0.0010)* 

57.8 
(57.8 ± 0.4) 

(p = 0.0010)* 

TER (μ ± 

95% CI) 

63.9 
(63.9 ± 
0.7) 

56.3 
(56.3 ± 0.8) 
(p = 0.0010)* 

59.2 
(59.2 ± 0.8) 
(p = 0.0010)* 

Figure 2: The results of the automatic evaluation 

metrics 
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To better understand the impact of the fine 

tuning on the quality of the translation, a qualitative 

comparison of a randomly selected 600-word 

sample showed that the fine-tuned OPUS model 

outperformed the baseline model. Across multiple 

examples, the following improvements were 

observed: 

1. More consistent use of domain-specific 

terminology 

2. Improved rendering of legal modality. 

3. Better correspondence of article 

numbering. 

Each of these are discussed next.  

 

More consistent use of domain-specific 

terminology 

The results indicate that domain adaptation 

improves both the adequacy and register of legal 

machine translation, by enhancing the model’s 

handling of domain-specific terminology. In the 

sample evaluated, the fine-tuned OPUS model 

produced more accurate terminology in 35 

instances. Legal language is inherently complex, as 

each branch of law employs distinct terminology, 

and many legal terms fall into three categories: 

purely technical, semi-technical, and everyday 

vocabulary (Alcaraz and Hughes, 2002; Al-

Huthali, 2021; El-Farahaty, 2015). Machine 

Translation systems tend to perform better on 

purely technical terms when sufficient domain data 

is available but frequently fail with semi-technical 

and everyday terms due to their polysemous 

meanings. This tendency is reflected in the baseline 

outputs, which often rely on general-language 

interpretations. As Figure 3 shows, نظام ضريبة الدخل 

is rendered as “Income tax system” instead of the 

legally appropriate “Income Tax Law,” while  شركة
 ”,is mistranslated as “Money Company  الأموال

reflecting a literal interpretation rather than a legal 

one. Similarly, الأشخاص شركة  appears as “People’s 

Company,” demonstrating failure to capture the 

specialised legal sense. Following fine-tuning, the 

model shows improved sensitivity to legal usage, 

correctly producing “Income Tax Law” and more 

accurate subcomponents such as “joint-stock 

company,” “limited liability company,” and 

“general partnership.” These improvements 

suggest that exposure to domain-specific data 

enables the model to better disambiguate 

polysemous terms and align with legal 

conventions. However, existing inaccuracies in 

higher-level categories (e.g., “Persons Company”) 

indicate that while fine-tuning improves lexical and 

phrasal choices, fully capturing abstract legal 

classifications requires larger and more specialised 

training data.  

 

Improved rendering of legal modality 

Modality in Arabic legal language is primarily 

conveyed through finite verbs in the present tense, 

along with certain prepositional constructions such 

as لـ (li-) and على (ʿalā). Even though it might be 

easy for professional translators to translate legal 

modality between Arabic-English, MT systems 

often fail to recognize the special use of present 

tense verbs and prepositions in legal language. The 

fine-tuned OPUS model was able to correctly 

render legal modality in 5 instances in the sample 

evaluated. Figure 4 shows some examples where 

the OPUS model failed in translating Arabic 

modality, while the fine-tuned OPUS model 

succeeded in translating them. 

 

Better correspondence of article numbering 

Figure 4: Examples of modality 

Figure 3: Examples of the use of domain-specific 

Terminology 
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The OPUS model uses the roman numbers (i.e., 

I, II, III) in numbering the articles while the fine-

tuned OPUS model uses the English numbers (i.e., 

1,2,3). This adjustment improves the consistency 

with the TL norms and reduces the need for post-

editing by human translators. 

3.6 Discussions and Conclusions 

The results of this pilot experiment support 

findings in previous research on domain adaptation 

(Chu and Wang, 2018; Koehn and Knowles, 2017), 

indicating that even limited amounts of in-domain 

data can improve NMT performance in specialised 

domains. 

However, several limitations remain. First, the 

fine-tuning process was conducted on a subset of 

the corpus due to resource constraints, and further 

improvements are expected with full-scale 

training. Secondly, automatic evaluation metrics 

may not fully capture improvements in legal 

domain, highlighting the need for human 

evaluation in future work. Finally, the results of this 

pilot experiment are limited to fine-tuning OPUS 

model. Fine-tuning other NMT models such as 

Google Translate and Azure AI Translator may 

provide better results and is considered in future 

work. 
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