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Abstract

Terminology consistency is critical in domain-
specific MT, yet LLMs often fail to enforce
it reliably especially when used for data cor-
rection. We conduct a systematic analysis of
LLM-based terminology correction in transla-
tion memory data and introduce a terminology-
level evaluation framework that distinguishes
between proper substitutions and partial correc-
tions. Results show that standard MT metrics
and term-presence heuristics are insufficient,
as a non-negligible proportion of outputs intro-
duce the correct terms without removing the
incorrect ones. COMET-QE analysis further
reveals a trade-off between terminology accu-
racy and translation quality. These findings
highlight the need for improved evaluation and
control mechanisms in terminology-aware MT.

1 Introduction

In industrial machine translation (MT) settings, en-
suring consistent use of domain-specific terminol-
ogy is a critical requirement, as incorrect or in-
consistent terminology may lead to misunderstand-
ings, reduced trust in the system, and increased
post-editing effort. However, achieving consistent
terminology remains a persistent challenge in both
neural MT and large language model (LLM)-based
translation, as modern systems often produce flu-
ent outputs but fail to enforce the correct use of
predefined terminology.

Organizations increasingly rely on custom MT
systems trained from translation memories (TMs),
whose terminology inconsistencies may propagate
into downstream translations.

While various frameworks, such as MTUOC
(Oliver and Alvarez, 2023), facilitate the training
of custom MT systems from translation memories,
they do not address terminology inconsistencies in
the underlying data, which remain a key source of
error. One practical approach to this problem is ter-

minology correction after translation, for example
through post-editing or automatic terminology cor-
rection. In this work, we use LLM-based correction
as a controlled setting to analyze how terminology
errors are handled in practice. We further show
that standard evaluation metrics are insufficient in
terminology-sensitive scenarios and introduce a
terminology-aware evaluation approach that dis-
tinguishes between correct substitutions and cases
where the correct term is introduced without re-
moving the incorrect one, enabling a more precise
assessment of model behavior.

Prior work has explored terminology-aware MT
through constrained decoding, glossary-guided
translation, and term-presence evaluation. How-
ever, existing approaches generally do not distin-
guish between clean substitutions and partial cor-
rections where incorrect terminology is preserved.

The main contributions of this work are: (i)
an analysis of terminology correction behavior in
LLMs, highlighting common correction patterns
such as partial corrections, (ii) a terminology-level
evaluation framework distinguishing substitution
from insertion, and (iii) an empirical analysis show-
ing that standard MT metrics fail to capture these
behaviors, including a trade-off between terminol-
ogy accuracy and translation quality.

2 Experimental Setup and Analysis
Framework

2.1 Task and Prompt

Given a source segment, its translation, and a ter-
minology constraint, the goal is to generate a cor-
rected version of the translation that incorporates
the required terminology while preserving the orig-
inal structure as much as possible.

The model is instructed to correct terminology
using a constrained prompt: (i) no re-translation of
the source, (ii) replacement of incorrect terms us-



194

ing glossary placeholders, (iii) minimal edits only,
and (iv) output restricted to the corrected sentence.
Placeholder masking is used to encourage consis-
tent terminology replacement.

The following prompt template was used for all
experiments:

Revise TARGET using glossary.
Do not retranslate from SOURCE.
Replace incorrect terminology
using the provided placeholder.
Keep minimal edits. Output only
the final sentence.
TARGET: "target segment"
SOURCE: "source segment"
GLOSSARY: "source term →
TERM 00000"

2.2 Data and Models

The data were obtained from previously trans-
lated HVAC client documentation. A total of 897
English-Spanish sentence pairs containing termi-
nology inconsistencies were selected through com-
parison with the terminology database. Average
segment length is 13.63 and 15.76 tokens on the
source and target sides respectively. Each exam-
ple consists of a source term, glossary target term,
source segment, and target segment containing a
terminology inconsistency.

In addition, for evaluation purposes, these seg-
ments have been manually corrected by human
translators with regard to terminology. These
human-corrected versions were then used as refer-
ence translations for the reference-based evaluation
metrics.

This study compares several open-source and
large-scale language models to capture a range of
behaviors in terminology correction. The mod-
els used in the experiments are Llama-3.1-8B
(Dubey et al., 2024), Mistral-Large (Jiang
et al., 2024), and Qwen2.5-7B (Team, 2025), ac-
cessed through Ollama. All models were evaluated
using the same data and prompt structure, enabling
a fair comparison.

Deterministic generation settings have been
used (temperature=0.0, top p=0.9, top k=40, re-
peat penalty=1.2, seed=42, max tokens=128) to
ensure reproducibility, consistency and fair com-
parison.

2.3 Correction Pipeline

To encourage the correct detection of the cor-
responding span and consistent terminology re-
placement, the correction is carried out in two

stages. For example, the original target seg-
ment Display de 7 segmentos is first masked as
[[TERM G00000]]; the placeholder is then re-
placed with the glossary equivalent pantalla de
7 segmentos. This pipeline is preferred as a con-
trolled setup to study how models perform termi-
nology corrections under constrained conditions.

Model outputs were lightly post-processed to
remove formatting artifacts such as triple quotes.

3 Evaluation

Evaluation is performed along two complementary
dimensions:

General Translation Quality Although termi-
nology accuracy is the primary objective, we also
assess whether correction affects overall translation
quality. Since human-corrected versions are avail-
able, BLEU (Papineni et al., 2002), chrF2 (Popović,
2015), and COMET (Rei et al., 2020) are com-
puted against these references. However, reference-
based metrics alone do not capture whether the
correction process degrades the original transla-
tion. To address this, a referenceless quality esti-
mation approach based on COMET-QE is addition-
ally employed. For each segment, COMET-QE is
computed for both the original translation memory
pair and for the LLM-corrected pair. The differ-
ence between these scores is used to assess quality
preservation: similar scores indicate that the origi-
nal quality is maintained, while a decrease suggests
potential degradation. This comparison is relevant
since only terminology-level changes are expected.

Terminology Evaluation A common assump-
tion in terminology evaluation is that the presence
of the expected term in the output is sufficient to
consider the segment correctly handled (“if the offi-
cial term appears → correction”). However, this as-
sumption is insufficient, especially in cases where
the correct term is introduced but the incorrect one
is not removed.

Source: 7-segment display available
Incorrect TM translation: Display de 7 segmentos
disponible
Glossary term: pantalla de 7 segmentos
Insertion-like output: Display de pantalla de 7 segmentos
disponible
Substitution-like output: Pantalla de 7 segmentos
disponible

Table 1: Illustrative terminology correction outcomes.

We approximate terminology correction behav-
ior using a simple heuristic. After normalization,
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outputs containing the expected target term are
identified as candidate substitutions.

To distinguish between correct substitutions and
cases where the correct term is simply inserted
without removing the incorrect one, a length-based
heuristic is employed. This approximation is nec-
essary because the original incorrect term is not
explicitly annotated. The heuristic should therefore
be interpreted as an approximate proxy for correc-
tion behavior rather than an exact identification of
insertion phenomena.

Specifically, the lengths of the original transla-
tion and the corrected version are compared (mea-
sured in tokens). A significant increase in length
is interpreted as a potential indication of insertion
rather than substitution.

Unusual length increases are detected using
a statistical outlier criterion based on the data
distribution, computing an IQR-based threshold
(Q3 + 1.5× IQR) and the 95th percentile of the
segments where the target term is present. These
allow us to define “unusually long” segments in a
data-driven manner.

Each segment is then classified as: (i) Failure,
(ii) Possible Insertion, or (iii) Possible Real Sub-
stitution. A stricter condition is also computed,
where the correct term is present and the corrected
segment is not longer, approximating clean substi-
tutions.

4 Results

General quality The results in Table 1 show that
all models achieve relatively high scores across
standard MT metrics, including BLEU, chrF2,
COMET, and TER. mistral-large obtains the best
overall performance (BLEU: 81.3, chrF2: 90.6,
COMET: 0.8851, TER: 14.0), followed closely by
llama 3.1, while qwen2.5 shows a noticeable drop
across all metrics.

Model BLEU chrF2 COMET TER ↓
llama 3.1 80.4 90.0 0.8768 14.4
mistral-large 81.3 90.6 0.8851 14.0
qwen2.5 76.7 86.5 0.8621 18.7

Table 2: General MT quality.

However, these differences remain relatively
small compared to the terminology-specific evalua-
tion presented in the next section, suggesting that
standard MT metrics do not capture terminology
correction.

Terminology-level evaluation The modification
rate serves as a sanity check to ensure that mod-

els are not trivially copying the input. All models
actively modified a large proportion of the input
segments, with modification rates ranging from
82.61% (llama 3.1) to 87.40% (mistral-large), in-
dicating that the models consistently engaged with
the correction task.

The strict correction metric (i.e., cases where
the correct term is present and the corrected seg-
ment is not longer than the original) provides a
more conservative estimate of possible successful
substitutions. In contrast, the gap between the over-
all correct substitution rate and the strict condition
captures cases where the correct term is introduced
but the segment length increases, which may re-
flect either possible insertion behavior or natural
differences in surface forms between incorrect and
correct terminology.

Table 2 shows that all models achieve compara-
ble rates of possible correct substitutions (70.46%–
72.13%). mistral-large performs slightly better,
although the margin is small.

Model Sub. (%) Ins. (%) Str. (%)
llama 3.1 70.46 11.82 60.09
mistral-large 72.13 14.72 64.44
qwen2.5 71.24 12.04 65.77

Table 3: Terminology-level results. Sub.=Substitution,
Ins.=Insertion, Str.=Strict metric.

A key difference between models emerges in the
rate of possible insertions. mistral-large exhibits a
higher proportion of such cases (14.72%), suggest-
ing a tendency toward outputs where the required
terminology is added while much of the original
structure is preserved, potentially influenced by the
constrained correction setup. In contrast, llama
3.1 and qwen2.5 show more consistent substitution
behavior.

The strict correction metric further highlights be-
havioral differences. qwen2.5 achieves the highest
strict correction rate (65.77%), followed by mistral-
large (64.44%), while llama 3.1 performs slightly
worse (60.09%).

Importantly, these results demonstrate that
strong performance in standard MT metrics does
not necessarily translate into better terminology cor-
rection. Although mistral-large achieves the best
BLEU and chrF2 scores, it is also associated with a
higher proportion of insertion-like outcomes, high-
lighting a trade-off between general fluency and
precise terminology control.

Quality preservation To assess whether termi-
nology corrections preserve overall translation
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quality, we compare referenceless COMET-QE
scores before and after correction.

Model Deg. (%) Stab. (%) Impr. (%) ∆C
llama 3.1 51.28 28.65 20.07 -0.1075
mistral-large 51.06 25.08 23.86 -0.0630
qwen2.5 48.83 28.21 22.97 -0.0992

Table 4: COMET-QE before/after correction.
Deg.=Degraded, Stab.=Stable, Impr.=Improved.

Across all models, approximately half of the seg-
ments exhibit a decrease in COMET-QE score after
correction, while a substantial portion remains sta-
ble or improves. The average change is negative for
all models, indicating a moderate overall decrease,
with mistral-large showing the smallest.

These results suggest a moderate trade-off be-
tween terminology accuracy and overall translation
quality. However, the presence of stable and im-
proved segments indicates that the correction pro-
cess does not systematically degrade translation
quality and can preserve, or even enhance, seman-
tic adequacy in a significant number of cases. This
confirms that standard MT metrics are largely in-
sensitive to terminology-level errors, even when
such errors are systematic.

5 Discussion and Conclusion

The results demonstrate that both standard MT eval-
uation metrics and commonly used terminology
presence heuristics are insufficient for terminology-
sensitive tasks. Although all models achieve high
scores in BLEU, chrF2, and COMET, these metrics
fail to capture whether inconsistent terminology
has been correctly substituted by the targeted one.
Likewise, the assumption that the presence of the
expected term is sufficient to consider a segment
properly handled proves inadequate, as outputs may
contain the correct term while still preserving the
incorrect one. This behavior may partly reflect
the constrained correction strategy and placeholder-
based replacement pipeline used in this work.

Our findings suggest that, under the constrained
correction setup explored in this work, the main
challenge is not only generating correct terms, but
ensuring clean substitution behavior. This distinc-
tion remains largely invisible to standard evaluation
metrics, which may explain why terminology er-
rors persist even in otherwise high-quality systems.

The observed behavior is closely related to the
constrained prompt design, which favors localized
edits over full rewriting. While semantic adequacy
is generally preserved, strict terminology substitu-
tion is not always achieved.

From an application perspective, these findings
are particularly relevant for the use of LLMs in ter-
minology correction workflows. In domains where
terminology consistency is critical, LLM-based cor-
rection provides a promising approach to improve
the quality and consistency of translation memories
and MT training data. In real-world localization
pipelines, terminology inconsistencies may propa-
gate into downstream MT systems and increase
the post-editing effort. However, the observed
insertion-like behavior and the moderate COMET-
QE degradation indicate that such approaches may
still require additional constraints or lightweight
validation mechanisms to ensure reliable and con-
trollable behavior in production environments, par-
ticularly in terminology-sensitive domains such as
technical, medical, or legal translation.

Overall, this work shows that LLM-based ter-
minology correction is effective but not fully re-
liable. While models achieve comparable lev-
els of apparent correction, important differences
emerge in how corrections are realized under the
proposed correction pipeline, particularly with re-
spect to substitution-like versus insertion-like out-
comes. The proposed terminology-level evalua-
tion framework enables a more precise analysis
of these differences and provides a foundation for
improving terminology control in domain-specific
MT systems and LLM-based data augmentation
pipelines.

Finally, the results reveal a controlled trade-off
between terminology accuracy and translation qual-
ity. While corrections are generally localized and
preserve meaning, enforcing terminology does not
always guarantee clean substitutions. However,
the insertion-like patterns identified in this anal-
ysis should not be interpreted exclusively as in-
trinsic model behavior. Since the experiments
rely on constrained minimal-edit prompting and
placeholder-based terminology replacement, part
of the observed behavior may also be influenced
by the correction strategy itself. The proposed eval-
uation framework should therefore be understood
as an approximation of correction behavior within
this controlled setup.

Future work will explore alternative prompting
and replacement strategies to improve terminol-
ogy control and better disentangle model behavior
from artifacts introduced by the placeholder-based
pipeline. In addition, the heuristic evaluation will
be replaced with explicit incorrect-term detection.
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