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Abstract 

This study evaluates six frontier large 

language models on their ability to detect, 

classify, and correct errors in Chinese–

English public sign translations. Model 

performance is assessed through both 

automatic and human evaluation, using a 

100-item test set constructed from authentic 

bilingual signage in China. Results show 

that all models perform strongly in error 

detection but exhibit complementary 

strengths in classification and correction, 

with no single model consistently 

outperforming others across all  error types. 

This suggests that a multi-model workflow 

may be more effective than relying on any 

single model. 

1 Introduction 

Public signage, the language displayed on public 

road signs, place names, institutional signs, and 

government notices in a given territory (Landry & 

Bourhis, 1997), is an important component of 

urban governance, international communication, 

and public services of a city (Shenzhen Foreign 

Affairs, 2026). In China, Chinese–English 

bilingual public signs are widely used and 

generally fall into two categories: the names of 

public places and institutions, and public service 

information (SAC & AQSIQ, 2013). Previous 

studies have summarized the features of Chinese–

English public signs—concise, standard, 

straightforward, and sometimes culture-specific 

(Amenador & Wang, 2022), which, to a certain 

extent, points to the need for explicit guidelines to 

ensure such qualities are consistently achieved. In 

Shenzhen, China’s most vibrant international 

metropolis, bilingual public signs are particularly 

prevalent, and the regulation of public signage 

translation has been in place for more than a decade. 

Nevertheless, rapid urban development and 

increasing international communication have both 

made existing expressions outdated and led to the 

emergence of new types of public signs. In 

response, Shenzhen has recently issued updated 

guidelines for public signage translation. However, 

a large number of existing signs across the city 

remain non-compliant and require review and 

revision to meet the new standards.  

The need to standardize public signage 

translation and the availability of relevant 

guidelines provide a basis for exploring the 

feasibility of partly automating the review and 

revision process. This study therefore explores 

whether large language models (LLMs) can be 

used to pre-screen translations and provide 

suggestions. To this end, it evaluates the 

performance of six LLMs—three Chinese models 

and three English models—in handling errors in 

public sign translations. Based on a dataset of 100 

bilingual public signs, comprising translations with 

intralingual, interlingual, intercultural, and 

multiple errors, as well as correct translations, the 

study assesses the models’ abilities across three 

tasks: error detection, error classification, and error 

correction. Error detection and error classification 

are assessed through automatic evaluation. For 

error correction, since intralingual errors such as 
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misspellings and capitalization mistakes are well 

within the capabilities of current LLMs, evaluating 

correction of these errors would be uninformative; 

the study therefore focuses correction evaluation 

on interlingual and intercultural errors. Specifically, 

automatic evaluation is employed to check whether 

LLM-corrected translations exactly match the 

reference translations; human evaluation, as the 

“gold standard” (Graham et al., 2015, p. 1183), is 

then conducted for cases without an exact match, 

providing a more comprehensive assessment of 

correction quality. By identifying well-performing 

LLMs, this study aims to support the 

standardization of bilingual public signage and 

provide empirical evidence for the broader 

application of LLMs in translation evaluation. 

2 Related Work 

Recent studies have demonstrated the potential of 

LLMs for machine translation and translation 

evaluation. Kocmi and Federmann (2023) 

introduced GEMBA, which uses GPT models for 

reference-free evaluation. Fernandes et al. (2023) 

applied LLMs to MQM error annotation, and Lu et 

al. (2024) proposed error analysis prompting, 

bringing LLM evaluations closer to human 

judgments. On a broader level, Zheng et al. (2024) 

established the LLM-as-a-Judge framework, 

investigating its reliability and potential biases, 

which provides a theoretical foundation for 

applying LLMs to translation quality assessment. 

Moreover, Raunak et al. (2023) showed that GPT-

4 can carry out effective automatic post-editing 

even without large-scale triplet data. Research on 

public signage translation has primarily focused on 

error taxonomy and textual analysis, yet few 

studies have applied LLMs to reviewing public 

signage translations. The present study connects 

these lines of inquiry by addressing the 

underexplored intersection of LLM-based quality 

assessment and correction in the context of public 

signage translation. 

3 Experimental Setup 

3.1 Dataset Construction 

The test set of 100 Chinese–English public sign 

pairs was constructed from an annotated corpus of 

authentic public signage in Shenzhen, China. The 

corpus was developed through the routine 

correction and revision work: errors were 

identified and corrected by translators, reviewed 

by editors and validated by domain experts, and a 

comprehensive error typology was derived 

inductively from this process. The full typology 

also covers categories such as inconsistent 

translation across signs, formatting errors, source-

text errors, missing translations, and redundant 

signage. These were excluded from the present 

study, as they concern source-text quality, signage 

management, or visual presentation rather than 

translation quality, and cannot be reliably 

assessed when the model receives only an isolated 

sign pair without visual or contextual information. 

The study therefore focuses on three categories 

most relevant to evaluating how LLMs diagnose 

and correct errors in public sign translations: 

Intralingual Errors (target-language issues 

identifiable without reference to the source text), 

Interlingual Errors (problematic transfer between 

the source and target languages), and Intercultural 

Errors (inadequate adaptation to the target 

audience’s cultural and cognitive expectations). 

These broadly correspond to the MQM 

dimensions of Linguistic Conventions, Accuracy, 

and Audience Appropriateness (Lommel et al., 

2014). The test set also includes a Multiple Errors 

category, containing signs exhibiting two or more 

of the primary error types, and a Correct category, 

which tests whether models can recognize proper 

translations without over-correcting them. The 

final set is evenly distributed across the five 

categories (20 instances each). Table A presents 

the five categories.  

Category Description 
Intralingual 

Errors 
misspellings, capitalization 

errors, punctuation and spacing 

problems, and grammatical 

errors 
Interlingual 

Errors 
awkward literal translations, 

semantic distortion, register 

mismatches, functional 

inequivalence, and terminology 

errors 
Intercultural 

Errors 
cultural schema conflicts, 

cultural taboos, and identity 

sensitivities 
Multiple 

Errors 
Two or more of the above error 

types in the same sign 
Correct No identifiable errors 

Table A. Categories in the test set 
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3.2 Prompt Design 

The prompt was designed to test three core 

abilities of LLMs: error detection (judging 

whether a translation is compliant), error 

classification (categorizing identified errors), and 

error correction (providing an appropriate 

recommended translation). It comprised five 

components—role and task definitions, a 

classification taxonomy, working rules, five 

output examples, and the General Rules—that 

together operationalized these abilities. The 

prompt was written in Chinese because the 

General Rules on which all judgments were based 

are themselves in Chinese; the other four 

components were translated into English for 

presentation in this paper (see Appendix A). 

The prompt began with the role and task 

definitions that cast the model as an expert 

bilingual public signage proofreader tasked with 

identifying non-compliance with the Shenzhen 

Guidelines for the Use of English in Public 

Service Areas—Part 1: General Rules (Foreign 

Affairs Office of Shenzhen Municipal People’s 

Government, 2026) and either  providing a 

recommended translation or confirming 

correctness. It then presented a classification 

taxonomy requiring the model to assign a 

category to each identified issue.  

The working rules operationalized the three 

abilities through a structured JSON output format. 

Each issue had to include four fields: “error_type” 

(testing classification); “location” and “reason” 

(grounding detection judgments in specific 

clauses); and “suggestion” (testing error 

correction). Errors were listed individually rather 

than aggregated, because a model might correctly 

identify one error while missing or misclassifying 

others within the same test item; independent 

evaluation of each error therefore provided a more 

accurate measure of model performance. 

An “overall_category” field provided a summary 

label for each test item, which enabled batch-level 

analysis. Five few-shot examples were included, 

covering all possible output scenarios: three 

single-type errors, one multiple-error case, and 

one correct case. Few-shot prompting was 

adopted because the task required a specific JSON 

output format and a domain-specific error 

taxonomy that the model might misinterpret from 

instructions alone. Finally, the core provisions of 

the General Rules were supplied, covering 

translation principles, translation methods, and 

writing conventions, thereby providing the 

standard against which compliance was judged.  

3.3 Model Selection 

The models to be tested were selected from the 

Chatbot Arena leaderboards 

(https://arena.ai/leaderboard), a 

crowdsourcing platform where users rate the 

performance of LLMs via pairwise comparisons 

in real-world cases. The large volume of user 

ratings, combined with advanced ranking 

algorithms, makes the leaderboards a more 

reliable reflection of human preferences (Chiang 

et al. 2024a: 1-3). The present study drew 

specifically from the Writing, Literature & 

Language sub-board of the Text Arena 

leaderboards under the Occupational category 

(accessed on March 15, 2026), which captures 

user assessments of model performance on tasks 

central to writing, literature, and language 

occupations – including translation – making it a 

fitting basis for model selection (Chiang et al. 

2024b; Arena Team 2025). The top three models 

from organizations based in English-speaking 

countries (Claude Opus 4.6, Gemini 3.1 Pro 

Preview, and Grok 4.20 Beta) and in China 

(GLM-5, Qwen-3.5-397B-A17B, and Kimi-K2.5) 

were selected to compare how frontier LLMs 

from the two groups perform across the three 

abilities assessed in this study. 

3.4 Process 

3.4.1 Data Collection 

Each message sent to the LLMs was constructed by 

appending the paired source and translated texts 

below the prompt, with brief labels indicating the 

source text and the translation (see Appendix B for 

a sample input and response). For error detection, 

items with a non-empty issues array were treated as 

the model having detected at least one error, while 

an empty issues array and an “overall_category” of 

“correct” were treated as error-free judgments; the 

detection score was computed across all 100 items 

by comparing these judgments against the human 

references. For error classification, each 

“error_type” value (e.g., “interlingual”) was 

extracted from the issues array and compared 

against the human reference. For error correction, 

the suggested revised translation was extracted 
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from the “suggestion” field. Approximate time and 

cost for each model were also recorded.   

3.4.2 Evaluation of LLM Performance 

Three scoring metrics were used for evaluation. 

Error detection awards one point per item if the 

model correctly identifies it as containing or not 

containing a translation error, regardless of whether 

the error categories match those assigned by human 

translators. Error classification awards one point if 

all identified error types exactly match the human-

assigned categories, 0.5 points if at least one 

category matches, and zero points otherwise; for 

items in the correct category, a model receives one 

point if it likewise identifies no error. Error 

correction compares the model’s suggested 

translation against the human reference, awarding 

one point only if any of the suggested revisions 

matches the reference translation identically. Error 

correction scores were computed only for the 

interlingual and intercultural categories (40 items), 

since the correct category contains no errors to 

correct, intralingual errors involve surface-level 

issues whose correction is well within the 

capabilities of all tested models, and the multiple 

errors category involves overlapping types that 

make consistent scoring difficult to define. 

Each of the first two metrics was computed 

separately for items within each category and then 

aggregated into an overall score ranging from 0 to 

100; the error correction score ranged from 0 to 40. 

Error detection and error classification were 

evaluated automatically. Error correction was first 

evaluated by automatic exact-match comparison 

and then supplemented by human judgment. As a 

single Chinese public sign may have multiple 

proper translations, two of the authors 

independently reviewed the LLM-corrected 

translations for items in the interlingual and 

intercultural error categories that did not pass the 

automatic exact-match evaluation, each assessing 

whether the revised translations conformed to the 

General Rules without prior discussion. Inter-

annotator agreement was then calculated using 

Cohen’s Kappa before any disagreements were 

resolved. Disagreements were subsequently 

discussed until a consensus on the final judgment 

was reached. Both authors have participated in the 

review of public signage in Shenzhen for more than 

ten months and have been accredited as 

“professional public signage translators” by the 

Translation Association of Shenzhen. For each 

revised translation, the model received one point if 

the translation was considered proper and zero 

points if it was improper. 

3.4.3 Data Analysis 

Given the limited test set size, non-parametric and 

permutation-based statistical tests were adopted, 

which remain valid without large-sample 

assumptions (Dror et al. 2018). To examine 

whether the six models exhibited significant 

performance differences overall on each metric (n 

= 100 for detection and classification; n = 40 for 

correction) and within each error type sub-category, 

Friedman omnibus tests were conducted. As the 

omnibus test indicates only whether the models 

differ overall without identifying which ones differ, 

it was followed by paired sign-flip permutation 

tests between models, with Holm correction 

applied to control the error rate and identify the 

differentiating pairs. To examine whether the 

model’s performance differed across the three tasks, 

the same procedure was followed. For every model, 

a Friedman omnibus test was conducted on the 40 

items for which all three metrics were defined; 

Holm-corrected paired sign-flip permutation tests 

were then performed to identify which task pairs 

differed. 

4 Results 

Tables B and C present the scores and 

corresponding rankings of the six models across 

the first two metrics, and Table D presents the 

automatic exact-match score for error correction. 

The results in Table D are preliminary, as the final 

error correction scores can only be obtained after 

incorporating human evaluation.  

Error detection scores were high across all 

models and in the interlingual, intralingual, 

intercultural, and multiple-error categories, with 

most models achieving perfect or near-perfect 

scores. The primary source of variation was the 

correct category, where scores ranged from 11 to 

14. These differences drove the overall detection 

rankings, in which Gemini 3.1 Pro Preview led 

with 92 and Claude Opus 4.6 trailed with 87. Error 

classification revealed sharper differences. In the 

intralingual category, the three English models 

occupied the top three positions (Claude Opus 4.6 

17.5, Gemini 3.1 Pro Preview 16.5, Grok 4.20 

Beta 16.5), while the two Chinese models, Kimi-

K2.5 and Qwen-3.5-397B-A17B, scored 
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Overall (100/100) 

Ranking Model Score 

1 Gemini 3.1 Pro Preview 92 

2 Qwen 3.5 397B A17B 91 

3 GLM-5 90 

4 Grok 4.20 Beta 90 

5 Kimi-K2.5 89 

6 Claude Opus 4.6 87 

Intralingual Errors (20/20) 

Ranking Model Score 

1 Grok 4.20 Beta 20 

2 Qwen 3.5 397B A17B 20 

3 Claude Opus 4.6 19 

4 Gemini 3.1 Pro Preview 19 

5 GLM-5 18 

6 Kimi-K2.5 18 

Interlingual Errors (20/20) 

Ranking Model Score 

1 Claude Opus 4.6 20 

2 GLM-5 20 

3 Gemini 3.1 Pro Preview 20 

4 Grok 4.20 Beta 20 

5 Kimi-K2.5 20 

6 Qwen 3.5 397B A17B 20 

Intercultural Errors (20/20) 

Ranking Model Score 

1 Kimi-K2.5 20 

2 GLM-5 19 

3 Gemini 3.1 Pro Preview 19 

4 Grok 4.20 Beta 18 

5 Qwen 3.5 397B A17B 18 

6 Claude Opus 4.6 17 

Multiple Errors (20/20) 

Ranking Model Score 

1 Claude Opus 4.6 20 

2 GLM-5 20 

3 Gemini 3.1 Pro Preview 20 

4 Grok 4.20 Beta 20 

5 Qwen 3.5 397B A17B 20 

6 Kimi-K2.5 19 

Correct (20/20) 

Ranking Model Score 

1 Gemini 3.1 Pro Preview 14 

2 GLM-5 13 

3 Qwen 3.5 397B A17B 13 

4 Grok 4.20 Beta 12 

5 Kimi-K2.5 12 

6 Claude Opus 4.6 11 

Table B: Rankings of error detection score of the 

six LLMs by error category 

 

Overall (100/100) 

Ranking Model Score 

1 Gemini 3.1 Pro Preview 65.5 

2 Grok 4.20 Beta 65 

3 GLM-5 64.5 

4 Qwen 3.5 397B A17B 64 

5 Claude Opus 4.6 63.5 

6 Kimi-K2.5 62 

Intralingual Errors (20/20) 

Ranking Model Score 

1 Claude Opus 4.6 17.5 

2 Gemini 3.1 Pro Preview 16.5 

3 Grok 4.20 Beta 16.5 

4 GLM-5 16 

5 Kimi-K2.5 14.5 

6 Qwen 3.5 397B A17B 14.5 

Interlingual Errors (20/20) 

Ranking Model Score 

1 GLM-5 18 

2 Claude Opus 4.6 17.5 

3 Gemini 3.1 Pro Preview 17.5 

4 Grok 4.20 Beta 17.5 

5 Kimi-K2.5 17.5 

6 Qwen 3.5 397B A17B 17 

Intercultural Errors (20/20) 

Ranking Model Score 

1 Kimi-K2.5 4 

2 Claude Opus 4.6 1.5 

3 GLM-5 1.5 

4 Grok 4.20 Beta 1.5 

5 Qwen 3.5 397B A17B 1.5 

6 Gemini 3.1 Pro Preview 1 

Multiple Errors (20/20) 

Ranking Model Score 

1 Qwen 3.5 397B A17B 18 

2 Grok 4.20 Beta 17.5 

3 Gemini 3.1 Pro Preview 16.5 

4 Claude Opus 4.6 16 

5 GLM-5 16 

6 Kimi-K2.5 14 

Correct (20/20) 

Ranking Model Score 

1 Gemini 3.1 Pro Preview 14 

2 GLM-5 13 

3 Qwen 3.5 397B A17B 13 

4 Grok 4.20 Beta 12 

5 Kimi-K2.5 12 

6 Claude Opus 4.6 11 

Table C. Rankings of error classification score of 

the six LLMs by error category 
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noticeably lower (14.5 each). The intercultural 

category produced the most striking contrast: 

Kimi-K2.5 scored 4, roughly triple the scores of 

the remaining five models (1 to 1.5), though all 

models performed poorly in absolute terms. 

Overall classification rankings placed Gemini 3.1 

Pro Preview first (65.5) and Kimi-K2.5 last (62). 

The automatic exact-match scores for error 

correction were markedly lower than those for 

detection and classification across all models for 

both interlingual errors and intercultural errors. In 

the interlingual error category, GLM-5 achieved 

the highest score (10), while Claude Opus 4.6 and 

Kimi-K2.5 scored the lowest (5). In the 

intercultural error category, Claude Opus 4.6, 

GLM-5, and Gemini 3.1 Pro Preview scored 6, 

while the remaining three models scored 4. 

Significance analysis, however, provides 

limited support for distinguishing among the 

models overall. No metric-level omnibus 

distinguished the six models on detection, 

classification, or correction (Friedman p = 0.47, 

0.85, and 0.13, respectively), so the overall 

orderings should be read descriptively. 

Disaggregating by error type, the only reliable 

difference was in intercultural classification 

(Holm-adjusted p = 0.016), reflecting Kimi-

K2.5’s descriptively higher score relative to all 

other models. The task-level gradient, by contrast, 

was strongly supported: every model’s 

performance differed significantly across the 

three metrics (per-model Friedman p < 0.001), 

with detection exceeding both classification and 

correction for all six (all p < 0.001). Grok 4.20 

Beta and Kimi-K2.5 also performed significantly 

better on classification than on correction (Holm-

adjusted p = 0.029 and 0.003). 

For non-matching translations in the 

interlingual and intercultural error categories, the 

two raters showed high inter-annotator 

agreement, with Cohen’s Kappa of 0.90 for 

interlingual errors, 0.89 for intercultural errors, 

and 0.90 overall. Table E presents the numbers of 

LLM-revised translations judged to be proper 

translations in the two categories, combining the 

results of automatic and human evaluation. 

Compared with the automatic exact-match results 

in Table D, the number of revised translations 

deemed proper increased for all six models in both 

categories after human evaluation was 

incorporated. For interlingual errors, Gemini 3.1 

Pro Preview correctly revised 18 of the 20 

translations, ranking first among the six LLMs, 

while Claude Opus 4.6 produced only 11 revised 

translations deemed proper, the lowest number 

among the six models. For intercultural errors, 

Gemini 3.1 Pro Preview, GLM-5, and Kimi-K2.5 

Overall (40/40) 

Ranking Model Score 

1 Gemini 3.1 Pro Preview 33 

2 Kimi-K2.5 32 

3 GLM-5 30 

4 Grok 4.20 Beta 26 

5 Qwen 3.5 397B A17B 24 

6 Claude Opus 4.6 23 

Interlingual Errors (20/20) 

Ranking Model Score 

1 Gemini 3.1 Pro Preview 18 

2 Kimi-K2.5 17 

3 GLM-5 15 

4 Grok 4.20 Beta 15 

5 Qwen-3.5-397B-A17B 15 

6 Claude Opus 4.6 11 

Intercultural Errors (20/20) 

Ranking Model Score 

1 Gemini 3.1 Pro Preview 15 

2 GLM-5 15 

3 Kimi-K2.5 15 

4 Claude Opus 4.6 12 

5 Grok 4.20 Beta 11 

6 Qwen-3.5-397B-A17B 9 

Table E. The sums of the automatically-evaluated 

and human-evaluated proper translations of the 

six LLMs under the interlingual and intercultural 

error categories 

Model Interlingual 

Error Score 

Intercultural 

Error Score 

GLM-5 10 6 

Gemini 3.1 Pro 

Preview 
8 

6 

Qwen 3.5 397B 

A17B 
8 4 

Grok 4.20 Beta 6 4 

Claude Opus 4.6 5 6 

Kimi-K2.5 5 4 

Table D. Automatic exact-match scores for the 

error correction scores 
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each produced 15 properly revised translations 

out of 20, while Qwen-3.5-397B-A17B generated 

only 9, ranking last. Table F summarizes the 

approximate time and cost of the evaluation task 

for each model. Grok 4.20 Beta incurred the 

lowest cost at $2.13, while Claude Opus 4.6 

incurred the highest at $8.84. In terms of time, 

Qwen 3.5 397B A17B and GLM-5 were the 

slowest at 3.5 hours each, while Grok 4.20 Beta 

and Gemini 3.1 Pro Preview were the fastest at 

approximately one hour. 

5 Discussion 

5.1 Error Detection Ability  

According to Table B, though the margin is narrow, 

Gemini 3.1 Pro Preview achieved the highest score 

among the six LLMs, indicating a tendency to 

demonstrate the strongest overall performance in 

error detection in this exploratory study, whereas 

Claude Opus 4.6 gained the lowest score—

suggesting a trend to exhibit the weakest 

performance in this category. All six LLMs 

identified the 20 translations with interlingual 

errors as containing errors, and five of the six, all 

except Kimi-K2.5, also identified all 20 

translations with multiple errors as improper. These 

results indicate that top-ranking models developed 

in both China and English-speaking countries are 

generally capable of identifying public sign 

translations with interlingual or multiple errors as 

improper. However, all six LLMs achieved their 

lowest scores in the correct category, suggesting a 

tendency to flag correct translations as erroneous. 

Within this category, Gemini 3.1 Pro Preview 

obtained the highest score, while Claude Opus 4.6 

achieved the lowest. Although the margin is only 

three points, it may partly explain the 

comparatively weaker performance of the latter in 

overall error detection. 

5.2 Error Classification Ability  

As shown in Table C, Gemini 3.1 Pro Preview 

achieved the highest score among the six LLMs; in 

contrast, Kimi-K2.5 obtained the lowest score, 

suggesting their relatively strongest and weakest 

overall ability in error classification respectively. 

With regard to the classification of translations 

with intralingual errors, Claude Opus 4.6 tended to 

demonstrate the strongest performance, while 

Kimi-K2.5 and Qwen-3.5-397B-A17B, which 

obtained the lowest scores among the six LLMs, 

inclined to demonstrate the weakest performance. 

Notably, the three English models occupied the top 

three positions, outperforming the Chinese models. 

This suggests that English models tend to perform 

better than Chinese models in classifying 

intralingual errors, such as misspellings, 

capitalization errors, and punctuation or spacing 

issues. Regarding the classification of translations 

with interlingual errors, the six LLMs showed 

broadly comparable performance. The highest-

ranked model, GLM-5, scored only one point 

higher than the lowest-ranked model, Qwen-3.5-

397B-A17B, and the remaining four models 

obtained identical scores. As for intercultural errors, 

Kimi-K2.5 achieved a higher score than all the 

other five LLMs, while Gemini 3.1 Pro Preview 

gained the lowest score among the six models, with 

a margin of three points. More broadly, all six 

LLMs obtained their lowest scores in this category, 

and these scores were much lower than the 

corresponding detection scores, indicating that the 

models can detect that translations containing 

intercultural errors are erroneous but have 

difficulty classifying this specific type of error. For 

translations with multiple errors, Qwen-3.5-397B-

A17B achieved the highest score in error 

classification, whereas Kimi-K2.5 gained the 

lowest score among the six LLMs, with a 4-point 

discrepancy. Moreover, all six LLMs obtained 

slightly lower scores in error classification than for 

error detection scores in this category. This 

indicates that although LLMs are highly capable of 

recognizing translations with multiple errors as 

improper, they may struggle to accurately classify 

all error types within a given translation. 

Model 
Approx. 

Time 
Credit Spent 

Claude Opus 4.6 1.5 h $8.84 

Gemini 3.1 Pro 

Preview 
1 h $5.03 

Qwen 3.5 397B 

A17B 
3.5 h $4.06 

GLM-5 3.5 h $3.87 

Kimi-K2.5 1.5 h $3.01 

Grok 4.20 Beta 1 h $2.13 

Table F. Approximate evaluation time and credit 

spent 
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5.3 Error Correction Ability 

As shown in Table E, Gemini 3.1 Pro Preview 

achieved the highest score in correcting 

translations with interlingual errors, indicating that 

it may be suitable for providing revision 

suggestions for public sign translations in this 

category. In contrast, Claude Opus 4.6 gained the 

lowest score—seven points lower than Gemini 3.1 

Pro Preview—suggesting a relatively limited 

ability to correct interlingual errors. For 

translations with intercultural errors, Gemini 3.1 

Pro Preview, GLM-5, and Kimi-K2.5 gained the 

identically highest score, whereas Qwen-3.5-

397B-A17B obtained a comparatively lowest score 

in revising such translations. Moreover, when error 

correction performance and the time and cost 

incurred by the six LLMs throughout the process 

are considered together, Gemini 3.1 Pro Preview 

not only corrected the highest number of 

translations with interlingual and intercultural 

errors, but also required the least time, suggesting 

it may be a relatively efficient choice for the error 

correction of public sign translations in this 

exploratory study. However, Claude Opus 4.6 

incurred the highest cost among the six models, 

while Qwen-3.5-397B-A17B required 

considerably more time to generate outputs. 

Therefore, these two models may be less suitable 

choices for the error correction of public sign 

translations. 

5.4 Implications 

The results present a statistically supported 

gradient of difficulty across the three abilities for 

the six models progressing from detection through 

classification to correction. Several patterns merit 

further interpretation.  

The over-detection observed across all models 

could potentially be mitigated through prompt 

engineering, for example, by adding explicit 

instructions discouraging unnecessary corrections. 

Further research could compare the effectiveness 

of different prompting strategies in improving 

detection precision. 

The contrasting classification strengths of 

English and Chinese models point to a broader 

practical opportunity. English models 

outperformed Chinese models in classifying 

intralingual errors, likely because their training on 

larger and more diverse English-language corpora 

gives them stronger command of English 

orthographic and typographic conventions. That a 

Chinese model achieved the strongest intercultural 

classification performance suggests 

complementary strengths across models from 

different linguistic backgrounds. A multi-model 

workflow, in which each model handles the error 

types it classifies most accurately, could exploit 

these complementarities. Such a workflow could 

also address the difficulty all models exhibited with 

multi-error translations, where they tended to 

identify the most salient error while overlooking 

co-occurring ones; assigning each error type to a 

dedicated model might reduce the risk of less 

prominent errors being overlooked. 

The pronounced gap between intercultural 

detection and classification scores may reflect not 

an inherent architectural limitation but rather 

insufficient culturally annotated training data. 

Future research could explore whether fine-tuning 

models on datasets that explicitly encode cross-

cultural translation norms leads to improved 

intercultural error classification. If effective, such 

models might complement the kind of multi-model 

approach suggested above. By contrast, 

interlingual error classification appears to be an 

area where the tested models performed 

comparably in this study, meaning that practical 

considerations such as processing speed and cost 

may serve as more relevant criteria for model 

selection.  

Finally, strong detection or classification 

performance does not guarantee strong correction 

ability, as identifying what is wrong in a translation 

and producing an improved version draw on 

different capabilities. For public sign translation, 

which often involves large volumes of text across 

an entire city or region, time and cost are critical 

factors as well. 

6 Conclusion 

This study evaluated six frontier LLMs on their 

ability to detect, classify, and correct errors in 

Chinese–English public sign translations, based on 

a 100-item test set constructed from authentic 

bilingual signage in Shenzhen, China. A key 

observation is that the six models showed 

complementary strengths, which suggests that a 

multi-model workflow may be more useful than 

relying on a single model. At the detection stage, 

all six models performed strongly enough to serve 

as pre-screening tools for identifying non-

compliant translations. At the classification and 

correction stages, however, performance varied 
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across models and error types, suggesting that 

model selection should be task-specific and that 

practical factors such as processing time and cost 

should also be considered. A combined 

workflow—in which designated models handle 

specific error types and human reviewers make 

final decisions—warrants empirical investigation 

as a potentially more feasible approach. 

Limitations 

The few-shot examples included in the evaluation 

prompt were selected based on the researchers’ 

judgment, and their influence on model 

performance has not been systematically examined; 

future work could explore how different example 

sets or numbers of examples affect evaluation 

outcomes. In addition, the test set consists of only 

100 items drawn from a single city, which limits the 

generalizability of the findings; a larger dataset 

would allow for more robust conclusions. 

Furthermore, each error category contains only 20 

samples, and score differences between models are 

often as small as 1–2 points; a sample of this size 

affords very limited statistical power, so these null 

results should be read as insufficient evidence to 

separate the models rather than as evidence of 

genuine equivalence. A larger dataset, together 

with multiple experimental runs, would provide the 

power needed to detect true differences should they 

exist and to place the present rankings on firmer 

footing. Finally, of the six models evaluated, only 

GLM-5 and Kimi-K2.5 are open-source. Closed-

source models undergo frequent updates that can 

render findings less durable over time and 

generally do not support fine-tuning. Since public 

signage translation is a specialized domain, fine-

tuning on domain-specific data represents a 

promising direction that can only be pursued with 

open-source models. Future work should therefore 

evaluate a broader range of open-source LLMs. 

References 

Arena Team. 2025. Arena expert and occupational 

categories. https://arena.ai/blog/arena-expert/ 

Arle Lommel, Hans Uszkoreit, and Aljoscha 

Burchardt. 2014. Multidimensional quality metrics 

(MQM): A framework for declaring and describing 

translation quality metrics. Tradumàtica, 12. 

Foreign Affairs Office of Shenzhen Municipal 

People’s Government. 2026. 深圳市公共服务领域

英文译写规范通则. Shenzhen Municipal People’s 

Government. 

Kofi B. Amenador and Zhiqiang Wang. 2022. A 

systematic review of the Chinese-English 

translation of public signs. SAGE Open, 12(2). 

Lianmin Zheng, Wei-Lin Chiang, Ying Sheng, Siyuan 

Zhuang, Zhanghao Wu, Yonghao Zhuang, Zi Lin, 

Zhuohan Li, Dacheng Li, Eric P. Xing, Hao Zhang, 

Joseph E. Gonzalez, and Ion Stoica. 2023. Judging 

LLM-as-a-judge with MT-bench and Chatbot 

Arena. In Proceedings of the 37th International 

Conference on Neural Information Processing 

Systems. Curran Associates Inc., New York. 

Patrick Fernandes, Daniel Deutsch, Mara Finkelstein, 

Parker Riley, André Martins, Graham Neubig, 

Ankush Garg, Jonathan Clark, Markus Freitag, and 

Orhan Firat. 2023. The devil is in the errors: 

Leveraging large language models for fine-grained 

machine translation evaluation. In Proceedings of 

the Eighth Conference on Machine Translation. 

Association for Computational Linguistics, 

Singapore. 

Qingyu Lu, Baopu Qiu, Liang Ding, Kanjian Zhang, 

Tom Kocmi, and Dacheng Tao. 2024. Error analysis 

prompting enables human-like translation 

evaluation in large language models. In Findings of 

the Association for Computational Linguistics: ACL 

2024. Association for Computational Linguistics, 

Bangkok, Thailand. 

Rodrigue Landry and Richard Y. Bourhis. 1997. 

Linguistic landscape and ethnolinguistic vitality: 

An empirical study. Journal of Language and Social 

Psychology, 16(1):23–49. 

Rotem Dror, Gili Baumer, Segev Shlomov, and Roi 

Reichart. 2018. The Hitchhiker’s Guide to Testing 

Statistical Significance in Natural Language 

Processing. In Proceedings of the 56th Annual 

Meeting of the Association for Computational 

Linguistics, Association for Computational 

Linguistics, Melbourne, Australia. 

SAC and AQSIQ. 2013. 公共服务领域英文译写规范 

第 1 部分：通则 Guidelines for the use of English 

in public service areas—Part 1: General rules (GB/T 

30240.1-2013). Standards Press of China. 

Shenzhen Foreign Affairs. 2026. 《深圳市公共服务

领域英文译写规范通则解读》第一讲——为何

要规范公共服务英文译写？. Retrieved March 15, 

2026 from https://mp.weixin.qq.com/s/AK_Jw-

h0ZrqTtHpHx7A9hQ?poc_token=HLORj2mjJPBq

Y7p1xEVBdkKwePBYAFRhibfJ2u9G 

Tom Kocmi and Christian Federmann. 2023. Large 

language models are state-of-the-art evaluators of 

https://arena.ai/blog/arena-expert/
https://mp.weixin.qq.com/s/AK_Jw-h0ZrqTtHpHx7A9hQ?poc_token=HLORj2mjJPBqY7p1xEVBdkKwePBYAFRhibfJ2u9G
https://mp.weixin.qq.com/s/AK_Jw-h0ZrqTtHpHx7A9hQ?poc_token=HLORj2mjJPBqY7p1xEVBdkKwePBYAFRhibfJ2u9G
https://mp.weixin.qq.com/s/AK_Jw-h0ZrqTtHpHx7A9hQ?poc_token=HLORj2mjJPBqY7p1xEVBdkKwePBYAFRhibfJ2u9G


26
10 

 
 

translation quality. In Proceedings of the 24th 

Annual Conference of the European Association for 

Machine Translation. European Association for 

Machine Translation, Tampere, Finland. 

Vikas Raunak, Amr Sharaf, Yiren Wang, Hany 

Awadalla, and Arul Menezes. 2023. Leveraging 

GPT-4 for automatic translation post-editing. In 

Findings of the Association for Computational 

Linguistics: EMNLP 2023. Association for 

Computational Linguistics, Singapore. 

Wei-Lin Chiang, Lianmin Zheng, Ying Sheng, 

Anastasios Nikolas Angelopoulos, Tianle Li, 

Dacheng Li, Hao Zhang, Banghua Zhu, Michael 

Jordan, Joseph E. Gonzalez, and Ion Stoica. 2024a. 

Chatbot Arena: An open platform for evaluating 

LLMs by human preference. arXiv preprint 

arXiv:2403.04132. 

https://ui.adsabs.harvard.edu/abs/2024arXiv2403041

32C 

Wei-Lin Chiang, Tianle Li, Naman Jain, Yifan Song, 

Lisa Dunlap, Dacheng Li, Evan Frick, and 

Anastasios N. Angelopoulos. 2024b. Chatbot Arena 

categories: Definitions, methods, and insights. 

https://blog.lmarena.ai/blog/2024/arena-category/ 

Yvette Graham, Timothy Baldwin, and Nitika Mathur. 

2015. Accurate evaluation of segment-level 

machine translation metrics. In Proceedings of the 

2015 Conference of the North American Chapter of 

the Association for Computational Linguistics: 

Human Language Technologies. Association for 

Computational Linguistics, Denver, Colorado. 

Acknowledgments 

This work was supported by the 2025 Guangdong 

Tertiary Education Teaching Quality & Reform Project: 

“LLMs + Language Technology” Course Development 

and Industry–Academia Integration for International 

Communication; and The Chinese University of Hong 

Kong, Shenzhen 2024 Teaching Innovation Grant: 

“Enhancing Translation Education with AI: Leveraging 

Large Language Models (LLMs) to Align Teaching with 

Industry Demands”. 

Appendix A. Prompts 

The following prompt was sent to the models to generate 

error annotations: 

你是公共服务领域中英双语公示语的译

写与书写规范审校专家。你的任务是：根

据给定的“译写原则/译写方法和要求/书写

要求”，对输入的中文公示语的英文译文进

行合规性检查，指出问题并给出推荐译

文；若译文完全合规，则判定为正确。 

 

## 错误分类体系 

 

对每一处问题，按以下三类进行分类： 

 

- Intralingual Error（语内错误）：目标语言

自身的问题，无需参照源文即可识别。包

括拼写错误、大小写错误、标点与空格问

题、语法错误等。 

- Interlingual Error（语际错误）：源语言与

目标语言转换过程中产生的问题。包括机

械直译、语义偏离、语体不匹配、功能不

对等、术语错误等。 

- Intercultural Error（跨文化错误）：未能

充分适应目标受众的文化认知与期待。包

括文化图式冲突、涉及文化禁忌或身份敏

感性等。 

 

## 工作规则 

 

1. 你只依据输入中提供的规范与信息判

断，不要编造不存在的依据。 

2. 每条结果输出一行 JSON 对象，不要输

出解释、Markdown 或代码框。 

3. JSON 对象包含以下字段： 

   - `issues`：问题列表（数组） 

   - `overall_category`：总体分类 

4. 若译文完全合规： 

   - `"issues": []` 

   - `"overall_category": "correct"` 

 

5. 若不合规，逐条在`issues`中列出问

题，每条必须包含： 

   - `error_type`（错误类型）：intralingual / 

interlingual / intercultural 

   - `location`（定位）：英文译文中的具体

问题片段。仅当英文译文存在未译出内容

时，可引用中文原文的片段。 

   - `reason`（原因）：结合“译写原则/译

写方法和要求/书写要求”的要点，简要说

明为何违规 

   - `suggestion`（推荐译文） 

6. 所 有 问 题 逐 条 列 出 后 ， 输 出 

`overall_category`： 

   - 若 所 有 问 题 属 于 同 一 类 型 ，

`overall_category`为 该 类 型

（intralingual/interlingual/intercultural） 

https://ui.adsabs.harvard.edu/abs/2024arXiv240304132C
https://ui.adsabs.harvard.edu/abs/2024arXiv240304132C
https://blog.lmarena.ai/blog/2024/arena-category/
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   - 若 问题 涉及两 种及 以上类 型，

`"overall_category": "multiple"` 

7. 推荐译文必须简洁、符合英语公示语习

惯、与中文意图一致；必要时用 // 表示换行

（仅用于 WARNING/CAUTION/DANGER 

等建议分行的情况）。 

8. 不要输出与任务无关的内容，不要讨论

训练过程。 

 

--- 

 

## 示例 

 

### 示例 1：Intralingual Error 

 

输入： 

中文：停车场 

英文：Parkng Lot 

 

输 出 ：

{"issues":[{"error_type":"intralingual","locatio

n":"Parkng","reason":"违反规范 1.2.1，英文

译写应符合英文使用规范，\"Parking\"拼写

缺 少 字 母 i。

","suggestion":"Parking"}],"overall_category":

"intralingual"} 

 

--- 

 

### 示例 2：Interlingual Error 

 

输入： 

中文：来宾止步 

英文：Guests Stop 

 

输 出 ：

{"issues":[{"error_type":"interlingual","locatio

n":"Guests Stop","reason":"违反规范 1.3.3 和

2.2.3，公共服务信息应根据内容和意图意

译，使用英语同类信息的习惯用语；\"来宾

止步\"属于限制进入类信息，机械直译未传

达 其 功 能 。","suggestion":"Staff 

Only"}],"overall_category":"interlingual"} 

 

--- 

 

### 示例 3：Intercultural Error 

 

输入： 

中文：老弱病残孕专座 

英 文 ：Seats for the Old, Weak, Sick, 

Disabled and Pregnant 

 

输 出 ：

{"issues":[{"error_type":"intercultural","locatio

n":"Old, Weak, Sick, Disabled","reason":"违反

规范 1.4 文明性要求，逐一罗列身体状况带

有歧视色彩，在英语文化中构成文化图式

冲突，易引起冒犯。","suggestion":"Priority 

Seats"}],"overall_category":"intercultural"} 

 

--- 

 

### 示例 4：Multiple Errors 

 

输入： 

中文：禁止攀爬 

英文：Do Not Clime the Wall 

 

输 出 ：

{"issues":[{"error_type":"intralingual","locatio

n":"Clime","reason":"拼写错误，climb 误拼

为 clime。

","suggestion":"Climb"},{"error_type":"interlin

gual","location":"the Wall","reason":"违反规范

1.2.2 和 1.3.2，原文\"禁止攀爬\"未指定具体

对象，译文添加了源文不存在的信息，不

符合简洁明了的要求。","suggestion":"No 

Climbing"}],"overall_category":"multiple"} 

 

--- 

 

### 示例 5：Correct 

 

输入： 

中文：紧急出口 

英文：Emergency Exit 

 

输 出 ：

{"issues":[],"overall_category":"correct"} 

 

--- 

 

## 译写原则/译写方法和要求/书写要求 

(followed by General Rules) 
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Appendix B. Sample Input and Response 

Input: 

中文：爱心座椅 

英文：Love Seat 

Response (Claude Opus 4.6): 

{"issues":[{"error_type":"interlingual","location":"L

ove Seat","reason":"违反规范 1.3.3 和 1.2.2，'爱心

座椅'指为有需要的乘客（如老人、孕妇、残障

人士等）设置的优先座位，应使用英语同类信

息的习惯用语。机械直译为'Love Seat'在英文中

指双人小沙发（情侣座），语义完全偏离原文功

能 含 义 。","suggestion":"Priority 

Seat"}],"overall_category":"interlingual"} 
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